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ABSTRACT

Prediction markets are markets for trading claims on future events,
such as presidential elections, and their prices provide continuously
updated signals of collective beliefs. In decentralized platforms such
as Polymarket, the market lifecycle spans market creation, token
registration, trading, oracle interaction, dispute, and final settle-
ment, yet the corresponding data are fragmented across heteroge-
neous off-chain and on-chain sources. We present the first contin-
uously maintained dataset suite for the full lifecycle of decentral-
ized prediction markets, built on Polymarket. To address the chal-
lenges of large-scale cross-source integration, incomplete linkage,
and continuous synchronization, we build a unified relational data
system that integrates three canonical layers—market metadata,
fill-level trading records, and oracle-resolution events—through
identifier resolution, on-chain recovery, and incremental updates.
The resulting dataset spans October 2020 to March 2026 and com-
prises more than 770 thousand market records, over 943 million
fill records, and nearly 2 million oracle events. We describe the
data model, collection pipeline, and consistency mechanisms that
make the dataset reproducible and extensible, and we demonstrate
its utility through descriptive analyses of market activity and two
downstream case studies: NBA outcome calibration and CPI expec-
tation reconstruction. Related resources are publicly available at
https://www.polymonitor.club/.
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1 INTRODUCTION

Prediction markets allow participants to trade claims on future
events, producing continuously updated prices that can be inter-
preted as signals of collective beliefs. In recent years, blockchain-
based prediction markets have become an important setting for
studying such signals because they combine public transaction his-
tories, programmable settlement, and transparent smart-contract
execution. Among them, Polymarket is currently the largest op-
erational decentralized prediction market. As Figure 1 shows, key
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ecosystem indicators, including total value locked (TVL), 30-day
fees, and 30-day revenue, have grown rapidly in recent years.

Despite this growth, the data lifecycle of a prediction market
remains highly fragmented. A single market spans multiple stages,
including market creation, token registration, trading, oracle in-
teraction, dispute, and final settlement, but these stages are not
recorded in one uniform source. Instead, the relevant data are dis-
tributed across heterogeneous layers: off-chain market metadata,
on-chain fill-level trading events, and oracle-side resolution records.
These sources use different identifier systems, differ in structure and
update frequency, and are often incomplete in isolation. As a result,
there is still no unified and continuously maintained dataset that
captures the full lifecycle of decentralized prediction markets in a
form suitable for data management research, reproducible analysis,
and downstream applications.

This paper addresses that gap through a full-lifecycle database
about Polymarket dataset. We design a data pipeline that supports
both historical backfilling and continuous incremental updates, and
we organize the resulting data into three integrated layers: market
data, orderFilled data, and oracle data. The market layer captures
semantic and structural metadata; the trading layer records fill-
level execution events on chain; and the oracle layer captures the
resolution process, including requests, proposals, disputes, and
settlements. Together, these layers provide a unified view of the
complete market lifecycle, from market creation to final resolution.

Constructing such a database raises several challenges. First,
the same market is represented differently across off-chain APIs,
exchange contracts, and oracle contracts, requiring robust cross-
source entity resolution. Second, transaction logs and oracle events
do not directly expose all market-level semantics, so missing links
must be recovered through auxiliary mappings and on-chain regis-
tration records. Third, a practical dataset in this domain must sup-
port continuous synchronization with a live ecosystem. To address
these issues, we develop a unified relational design with canoni-
cal market, trade, and oracle relations, together with bridge tables,
cache layers, and synchronization metadata that make ingestion
resumable, duplicate-safe, and extensible.

Our dataset spans October 2020 to March 2026 and contains
more than 700,000 market records, over 900 million trade
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Figure 1: Amount of total value locked (TVL), 30-day rolling
fees, and 30-day rolling revenue in the prediction market.

fill records, and nearly 2 million oracle events. To our knowl-
edge, this is the first dataset that systematically captures the full
lifecycle of a decentralized prediction market at this scale. Beyond
dataset construction, we show that the resulting data infrastructure
supports both ecosystem-level analysis and representative down-
stream tasks. In particular, we use the unified lifecycle data to study
market structure and trading behavior, and we further demonstrate
two applications: NBA outcome calibration and CPI expectation
reconstruction.
To summarize, this work makes the following contributions:

o We construct alarge-scale and systematic Polymarket dataset
that covers the full market lifecycle, including market cre-
ation, trading activity, and oracle-based settlement. Span-
ning the period from 2020 to 2026, the dataset contains
more than 700,000 markets, over 900 million transaction
records, nearly 2 million oracle events, and more than 2
million trader addresses.

e We integrate off-chain market metadata, on-chain Order-
Filled logs, and oracle events under a unified relational
schema. The resulting database organizes the lifecycle through
canonical market, trade, and oracle relations, together with
bridge, cache, and synchronization layers that support down-
stream analysis and materialized summaries.

2 BACKGROUND
2.1 Prediction Market

A prediction market is a market for trading contingent claims of
future events. Unlike traditional financial markets, which mainly
trade traditional assets such as stocks and bonds, prediction markets
trade contracts whose value depends on future outcomes rather
than projected future cash flow. The most common design is a
binary option, whose payoff can be written as X = 1{E} € {0,1}: it
pays 1 if event E occurs and 0 otherwise.

The primary role of a prediction market is not to price a funda-
mental asset, but to convert dispersed information into an observ-
able and continuously updated probability signal. In such a binary
option market, if the price of a contract at time ¢ is p; € [0, 1], it
is commonly interpreted as the market-implied probability of the
event, i.e., p; =~ Pr,(E = 1). This interpretation follows from the
payoff structure: a trader with subjective belief ¢; will tend to buy
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Figure 2: Illustration of the key differences between tradi-
tional financial markets and prediction markets in terms
of market scope, pricing logic, and trading process. Unlike
traditional markets that price existing assets, prediction mar-
kets enable trading on future event outcomes, with prices
updated continuously through trades.

when g; > p; and sell or take the opposite position when g; < p;.
As new information enters the market and is incorporated through
trading, prices aggregate heterogeneous beliefs in real time.

2.2 Polymarket

Polymarket is a platform that combines the market mechanism of
prediction markets with blockchain-based execution. On Polymar-
ket, users trade binary contracts on the outcomes of real-world
events where orders are matched through a central limit order
book (CLOB); later on after the results are revealed, custody, po-
sition representation, and post-trade settlement are supported by
on-chain smart contracts, giving the platform both market-based
price discovery and verifiable on-chain execution.

From a lifecycle perspective, Polymarket organizes predictions
through events and markets, where an event groups related topics
and a market is the fundamental tradable unit, each corresponding
to a binary Yes/No question and producing a pair of outcome tokens.
During trading, orders are matched at the order-book layer and
then settled through smart contracts, balancing between matching
efficiency with on-chain security; quoted prices lie between 0 and 1
and can be interpreted as implied probabilities. Once the underlying
event concludes, the market enters the resolution stage through the
UMA Optimistic Oracle, after which winning positions redeem for
one dollar and losing positions expire worthless, completing the full
cycle from market creation to trading, resolution, and settlement.

3 RELATED WORK
3.1 Prediction Market

Although research on decentralized prediction markets is still at
an early stage, existing studies already point to their substantial
potential for capturing real-world beliefs and supporting empirical
analysis [8]. Prior work shows that prediction-market prices can
serve as high-frequency, continuously updated, and distribution-
ally informative signals for studying macroeconomic expectations,
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Table 1: Comparisons among previous prediction market work and open-source on-chain financial datasets with ours. The
symbol “-” indicates work or data that is not related or applicable.

‘Work / Dataset ‘ Financial focus ‘ Continuously updated ‘ Empirical analysis ‘ Target users ‘ Prediction market ‘ Scale
Previous prediction market work
Diercks et al. [1] | Prediction market X v Economists v hundreds Kalshi macro-related markets
Ngetal. [2] Prediction market X v Traders v 4 platforms and common contracts before the 2024 U.S. election
Cong et al. [3] Oracle X v Economists X Ethereum DeFi protocols with oracle integration
Open-source on-chain financial datasets
EX-Graph [4] Transaction X v Analysts X 268,282,924 transactions, 18,600,142 addresses, 24,316 tokens
NFT1000 [5] NFT X v Creators X 7.56M image-text pairs from 1,000 NFT collections
Cernera et al. [6] Rug pull X v Auditors X 4,534,599 Ethereum Tokens and 3,087,274 BNB Tokens
Midsummer [7] Meme coin X v Auditors X 34,988 tokens across Ethereum, BNB Smart Chain, Solana, and Base
Ours Prediction market v v All v More than 700,000 markets and nearly 900M transaction records

electoral outcomes, and the financial effects of political and policy
uncertainty [1, 9-11]. At the same time, another line of research has
started to examine pricing [2] and trading within prediction mar-
kets themselves, documenting within- and cross-market arbitrage,
semantic relationships across related contracts, and cross-platform
differences in price discovery [12, 13].

Recent economics and finance research suggests that the perfor-
mance of on-chain derivative and prediction markets depends not
only on trading activity, but also on deeper economic mechanisms
such as oracle design, dynamic incentives, and cross-network infor-
mational integration [3, 14-16]. These mechanisms affect whether
decentralized markets can aggregate information efficiently, resolve
contracts credibly, and remain robust under stress. Therefore, un-
derstanding such markets requires data that go beyond transaction-
level observations and cover the full lifecycle from market creation
to resolution and settlement. Our dataset is explicitly engineered
to facilitate this depth of empirical inquiry.

Moreover, most existing analyses still focus on specific applica-
tions or trading-level phenomena rather than a unified data view of
the full lifecycle from market creation to resolution and settlement.

3.2 On-Chain Financial Datasets

Data-centric research on blockchain systems has led to a rich body
of datasets [17] for modeling on-chain activity from multiple per-
spectives. Existing work has constructed large-scale resources for
transaction-level traces and token-flow modeling across both UTXO
and account-based systems [18, 19], as well as Ethereum-oriented
datasets for analyzing account interactions and execution behaviors
[4]. Other studies further expand the data view to cross-pool trans-
fers and graph-structured fund movements [20], while protocol-
specific datasets have been developed for yield farming and related
DeFi activities [21, 22]. Together, these efforts provide important
foundations for understanding the structure, dynamics, and hetero-
geneity of blockchain transactions at scale.

A second line of work focuses more directly on financial assets,
market microstructure, and risk events in on-chain ecosystems.
Prior datasets and benchmarks have examined meme-coin mar-
kets [7], stablecoin systems [23], cross-chain protocols [24], and
multimodal NFT ecosystems [5]. Related research has also built
resources for token ecosystems and financial misconduct, including
rug pulls, malicious token launches, and broader forensic analysis
at the address and entity levels [6, 25-27].

In summary, Table 1 highlights that our dataset is distinguished
by its prediction-market focus, full-lifecycle coverage, continuous
maintenance, and large scale, making it suitable for both empirical
analysis and downstream applications.

4 DATASET DETAILS
4.1 Online Pipeline and Public Interface

As illustrated in Figure 3, our system is not a one-off crawler that
periodically dumps snapshots, but a continuously running online
data-collection and synchronization pipeline for a live prediction-
market ecosystem. It jointly supports historical backfilling and
incremental maintenance across the market, trade, and oracle layers,
so that newly listed markets, newly mined OrderFilled events, and
newly emitted oracle records can be incorporated in near real time.
Each layer maintains an independent synchronization state and
checkpoint, which enables resumable execution after interruption,
replay-safe ingestion under repeated scans, and robust recovery
when upstream metadata arrive late or out of order. To further
ensure correctness in a heterogeneous cross-source environment,
the pipeline combines checkpointed synchronization, duplicate-
safe primary keys, retry-based linkage, and bridge/cache layers for
deferred identifier resolution and cross-source reconciliation.
Beyond backend collection, we expose the continuously updated
dataset through a public web interface, polyData World Terminal,
available at https://www.polymonitor.club/. The interface serves
as a lightweight Ul layer over the live pipeline: it allows users to
browse market metadata, monitor trading activity, inspect oracle-
side updates, and access continuously refreshed views derived from
the synchronized database. This design makes the system not only a
data-construction pipeline, but also an operational data service that
supports both programmatic analysis and interactive exploration.

4.2 Dataset Collection

We construct our empirical dataset by systematically aggregating
three complementary data layers: market metadata, orderFilled
transactions, and oracle resolutions. This section outlines the inte-
gration of these distinct sources into a unified relational database.
The market layer provides the essential linkage between on-chain
contract hashes and semantic human-readable data. Simultaneously,
the orderFilled layer logs high-frequency trade execution, while the
oracle layer maps the complete procedural lifecycle of a market.
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Demonstrative Code of polyMonitor Pipeline
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# Load Configuration

cfg = Config.fromfile(args.config)

sync = load_sync_state(cfg.db)

# Build Realtime Monitors

market = build_market_monitor(cfg)

trade = build_trade_monitor(cfg)

oracle = build_oracle_monitor(cfg)

# Build Runtime Fetchers

price = build_price_runtime(cfg)

lob = build_lob_runtime(cfg)

# Market and Trade Sync

if market.poll():
write_markets(cfg.db, ...)
sync["market"] = market.checkpoint()

if trade.poll():
write_trades(cfg.db, ...)
sync["trade"] = trade.checkpoint()

# Oracle Sync

if oracle.poll():
write_oracle_events(cfg.db, ...)
sync["oracle"] = oracle.checkpoint()

# Runtime Cache Refresh

cache_price_snapshot(cfg.cache, ...)

cache_lob_snapshot(cfg.cache, ...)

# Persist Sync State

persist_sync_state(cfg.db, sync)

# Realtime Execution

while True:
run_realtime_cycle(cfg, sync)
sleep(cfg.interval)

# Web UI

polymonitor.API().start

Figure 3: Illustrative code of the polyMonitor pipeline for realtime acquisition and synchronization.

Series
title: 2028 U.S. Presidential Election
slug: us-presidential-election-2028

Event
title: Who will win the 2028 U.S. presidential election?
slug: who-will-win-the-2028-us-...

Market 1
q: Will Donald Trump win the election?
slug: will-donald-trump-win-...
condId: oxabc...
tokens: YES / NO

Market 2
q: Will Joe Biden win the election?
slug: will-joe-biden-win-...
condId: oxghi...
tokens: YES / NO

Market 3
q: Will Gavin Newsom win the election?
slug: will-gavin-newsom-win-...
condId: Oxxyz...
tokens: YES / NO

- /

Figure 4: Series, events, markets, and tokens in Polymarket.

4.2.1 Market Dataset. In Polymarket, a market is the fundamen-
tal tradable unit and is typically represented as a binary question
with two outcome tokens, YES and NO. Related markets are orga-
nized hierarchically under events and higher-level series, while our
dataset normalizes these objects into a canonical market represen-
tation with linked identifiers and metadata. Figure 4 illustrates this
hierarchy.

We construct the market dataset through a hybrid discovery
pipeline that combines Polymarket’s public Gamma API [28] with
on-chain recovery. The Gamma API provides the primary source
of market metadata, while on-chain registration events are used to
recover missing or incomplete records.

Definition 4.1 (Market Record). A market instance and its collec-
tion are represented as

M ={m; |i€lp},

where I 54 denotes the index set of market instances, g; is the Gamma
market identifier, ¢; is the on-chain condition identifier, g; is the
question identifier, o; is the oracle address, Y; and N; are the YES
and NO token identifiers, and y; is an auxiliary metadata record
containing the slug, title, description, timestamps, category, tags,
and other non-key attributes.

m;i = (i, ¢i, gi 03, Yi, Ni, Ci, i),

For each m; € M, the public Gamma market and event end-
points provide the main off-chain source for g;, c;, g, 0;, C;, and
;. We normalize all returned records into the representation in
Definition 4.1, so that each market is stored under a unified schema
regardless of the original endpoint or response format.

For standard binary markets, the outcome token identifiers Y; and
N; can in principle be derived from (c;, ¢, 0;). However, when C; is
directly available from the API, we prioritize the token identifiers
implied by C;, because these are the identifiers later observed in
transaction logs. This choice improves the consistency between
market discovery and downstream trade indexing.

To reduce missing coverage, the pipeline does not rely on the
public API alone. We additionally scan on-chain TokenRegistered
events from both the standard exchange and the negative-risk ex-
change. If a traded token cannot be linked to any existing m; € M
through (Y;, Nj, C;), we reconstruct a minimal market instance

m; = (g, ¢i, 4;, 01, Yi, Ni, Ci, 1),
from the on-chain registry and merge it into M. Here, g; and g} may
be unavailable, and y; may contain only partial metadata, but the
recovered record preserves the essential token-to-market mapping
required by the transaction pipeline.

Importantly, our data collection extends beyond a one-time static
extraction. The market discovery service is designed for continu-
ous, incremental execution: it periodically queries active Gamma
markets, establishes database synchronization checkpoints, and
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Figure 5: Overview of the full-lifecycle Polymarket data system. The pipeline integrates off-chain market metadata with
on-chain trade and oracle events, organizes them into canonical market, fill-level trade, and oracle tables, and connects them
through a shared lifecycle representation from market creation to final settlement. The resulting database further supports
system-quality evaluation, key empirical findings, and downstream applications.

Example 1: One taker-side buy execution with hash 0xTX123.

Ve
OrderFilled (buy-side view):

- tx hash: 0xTX123

- taker: Buyer

- side: BUY YES

- asset received: YES_TOKEN

- asset paid: USDC

- total size: 100

- execution price: 0.52

- interpretation: one marketable buy order

- Key point: multiple fill records can share the same
transaction hash when one taker order is matched against
multiple resting maker orders.

Example 2: Two maker-side fills settled under the same hash
OxTX123.

Ve
OrderFilled #1 (sell-side leg):
- tx hash: 0xTX123

- maker: Seller A

- side: SELL YES

- amount filled: 40

OrderFilled #2 (sell-side leg):
- tx hash: 0xTX123

- maker: Seller B

- side: SELL YES

- amount filled: 60

& J

Figure 6: Illustration of OrderFilled semantics in Polymarket. A single taker-side buy execution may correspond to multiple

maker-side fill records settled under the same transaction hash.

runs in a live state to continuously detect newly listed markets. As
a result, the dataset updates in near real-time, ensuring persistent
alignment with the live Polymarket ecosystem and emerging token
registrations.

4.2.2  OrderFilled Dataset. An OrderFilled record in Polymarket
is a fill-level on-chain settlement event rather than an aggregated

trade record. This representation preserves execution granular-
ity: one user-level trade may correspond to multiple OrderFilled
records under the same transaction hash when a taker order is
matched against multiple maker orders (Figure 6).

We construct the transaction dataset by scanning OrderFilled
events on Polygon [29] from both the regular CTF exchange [30]
and the NegRisk exchange [31]. Each decoded event is normalized
into a canonical fill-level record as follows:



Definition 4.2 (OrderFilled Record). A fill instance and its collec-
tion are represented as
F={filiels}
where I# denotes the index set of fill instances, h; is the transaction
hash, ¢; is the log index, b; is the block number, u; and v; are the
maker and taker addresses, g; is the traded token identifier, x; and y;
are the filled amounts on the two sides of the exchange, ¢; is the fee
charged in that fill, s; is the normalized traded size in token units,
pi is the transaction price derived from the exchanged amounts, m;
is the matched market identifier, and y; is an auxiliary metadata
record containing the contract source, block timestamp, and other
non-key attributes.

fi = (hi, €, bi, i, 03, a4, X3, Y3, G, Siy Pis M i),

A key challenge is that the traded token a; does not directly
reveal the market. We resolve a; through indexed market-token
mappings, and missing cases trigger recovery from the market
discovery pipeline. Timestamps are cached locally for efficiency
during historical backfills. Newly mined blocks are incrementally
appended to 7 as part of a continuously updated transaction stream,
and replay-safe, duplicate-free ingestion is ensured by uniquely

identifying each fill with (h;, £;).

4.2.3  Oracle Dataset. We construct the oracle dataset to capture
the post-trading lifecycle of each market, from question initial-
ization to final settlement. Polymarket has used multiple UMA
oracle [32] and adapter deployments over time, so we aggregate
events from all relevant contracts rather than relying on a single ad-
dress. The collected records include request, proposal, dispute, and
settlement events, together with adapter-side question initialization
events. Formally, we define the oracle event collection as

0; = (hi, &, by, ty, 03, 13, i, i, My, @, Uy, 7T, O, Pis i),

where each field captures the transaction context, event type, iden-
tifiers, market linkage, source contract, ancillary payload, proposed
and settled prices, relevant actors, and auxiliary metadata.

A key challenge is that oracle-side identifiers do not directly
align with market-level identifiers. To address this, we build an
intermediate mapping layer that resolves each oracle record to
(qi, ci» m;) using adapter initialization logs, negative-risk request
mappings, and market identifiers. After this translation, the dataset
supports incremental updates and longitudinal analysis of market
resolution activity, including proposals, disputes, and settlements,
across heterogeneous contract deployments.

4.2.4 Our Database. At the core, the database stores three canon-
ical relations for markets, fill-level trades, and oracle-resolution
events, corresponding to the three main stages of the Polymarket
lifecycle. Around this core, we maintain a small set of bridge and
cache relations that resolve identifier mismatches across on-chain
and off-chain sources, materialize block timestamps, and preserve
synchronization checkpoints for independent data pipelines. For-
mally, the database state can be written as

D=(M,F,0,8,C,S),

where M, ¥, and O denote the canonical market, fill, and oracle-
event relations, 8 denotes the bridge layer for cross-source identi-
fier resolution, C denotes the cache layer for auxiliary data such as
block timestamps, and S denotes synchronization metadata. This

O ={o; |i€lp},
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organization makes the acquisition process resumable and supports
independent maintenance of market discovery, trade indexing, ora-
cle indexing, and downstream materialization.

In total, our dataset contains 770,880 market records, 943,548,464
OrderFilled records, and 1,988,150 oracle-resolution events. The
market and trading layers span from October 2, 2020 to March 31,
2026, allowing us to follow Polymarket activity over more than
five years. Within the trading layer, these records cover 602,697
traded markets and 2,492,419 distinct trader addresses, providing
unusually fine-grained visibility into market participation, trans-
action timing, and price formation. At the oracle layer, the data
include 765,087 requests, 520,168 proposals, 2,720 disputes, and
700,175 settlements, linked to 751,596 markets and 755,041 distinct
oracle question identifiers. In addition to raw event-level data, our
database also maintains 3,056,836 market-day observations in ma-
terialized summary tables, which support large-scale temporal and
cross-sectional analysis. Overall, these data cover the full lifecy-
cle of Polymarket markets, from market creation, through trading
activity and participant behavior, to oracle-based resolution.

4.3 A Lifecycle Example of Polymarket

To illustrate how a Polymarket lifecycle is represented in data,
we use one real market from our database as a running example.
This market is “Arbitrum airdrop by March 31st?”. In our dataset,
the market is represented by three linked types of objects: the
market record specifies the question, deadline, resolution rules, and
on-chain identifiers; the trade records capture how participants
continuously exchange positions on the outcome; and the oracle
records determine the final resolution after trading ends.

The example is particularly informative, as the trade records
make the meaning of market prices directly observable. Consider
one real transaction in this market with outcome = NO, price =
0.72, and size = 31666.87. This can be interpreted as follows: at that
moment, the market valued one NO position at approximately $0.72,
indicating that participants assigned a relatively high likelihood
to the event not happening before March 31; correspondingly, the
complementary YES side would be valued at roughly $0.28. If a
participant buys one YES share at 0.72, this means paying $0.72
for a claim that will pay out $1 if the event resolves to Yes, and $0
otherwise; the interpretation for a NO share is symmetric.

As more such trades occur, prices continuously aggregate par-
ticipants’ beliefs into a market-wide assessment. For this market,
our database records 7,094 trades, showing that expectations were
updated continuously throughout the market’s active period; after
trading ended, the system further recorded 7 oracle-related events,
and the market was eventually resolved to Yes with settled price =
1.0. This example therefore shows that the lifecycle of a Polymarket
market is not simply a sequence of trading followed by settlement,
but a traceable chain that connects market definition, dynamic
order execution, and final oracle-based resolution.

4.4 Data Quality

We evaluate the quality of the dataset along four dimensions: scale,
linkage completeness, entity-resolution coverage, and cross-layer
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Table 2: Data Quality Metrics for Polymarket dataset

Metric Value Rate

Total canonical markets
Traded markets
Oracle-linked markets

770,880 -
602,697  78.18%
751,596  97.50%

Total fill-level trades 943,548,464 -
Total oracle events 1,988,150 -
Linked oracle events 1,976,270  99.40%
Active addresses 2,492,419 -
Materialized market-day observations 3,056,836 -

consistency. As of March 31, 2026, the system contains 770,880 mar-
ket records, 943,548,464 OrderFilled records, and 1,988,150 oracle-
resolution events. Trading coverage is high, with 82.54% of markets
traded at least once. Oracle linkage is nearly complete: 99.40% of all
oracle events and 99.52% of settlement events are linked to canoni-
cal markets. All four main oracle states—request, propose, dispute,
and settle—maintain linkage above 99% (Table 2).

Entity resolution is achieved via multiple bridge paths rather
than a single identifier, as reflected in the linkage rates. Cross-
layer consistency is clean, with zero broken references between
trade summaries or linked oracle events and canonical markets.
Uniqueness constraints on transaction hash and log index ensure
duplicate-safe ingestion and incremental maintenance.

4.5 Ablation Study For Data API

100.00% 100.00%00.00%

99.40%

API Recovery Bridge Layer Retry Assoc.

Figure 7: Quality gains from key ablation mechanisms.

To isolate the contribution of the main mechanisms in our inges-
tion and maintenance pipeline, we evaluate four ablations: on-chain
market recovery, bridge-layer entity resolution, retry-based market
association during trade indexing, and local timestamp caching.
The bridge-layer ablation is computed over the full oracle corpus
before April 1, 2026. The retry and cache ablations are evaluated on
a validated March 2026 replay window covering 300 Polygon blocks
and 74,740 fill logs. As shown in the Figure 7, we use a deterministic
64-token sample from the same replay window.

The first ablation evaluates whether on-chain recovery remains
necessary after API metadata collection. On the 64-token sample,
the API-only configuration resolves 12 tokens (18.75%), whereas

API plus on-chain recovery resolves all 64 tokens (100%). This
result shows that API discovery alone is insufficient when market
metadata are historically incomplete or non-uniform. The gain
comes with additional cost: runtime increases from 1.04 seconds to
70.69 seconds, which is acceptable for targeted repair and backfill.

The second ablation evaluates the bridge layer used to link oracle
events back to canonical markets. Without the bridge layer, oracle-
to-market linkage is limited to 73.40%; enabling the full bridge
layer raises it to 99.40%. This result shows that bridge-based entity
resolution is a necessary component for near-complete lifecycle
linkage rather than a minor fallback.

The third ablation evaluates retry-based market association dur-
ing trade ingestion. On the validated replay window, both con-
figurations link all 74,740 fills. Although retry does not improve
coverage in this window, the result is still informative: it indicates
that the pre-window market snapshot was already complete, and
that retry mainly serves as a robustness mechanism when newly
traded tokens appear before market metadata arrive.

5 OBSERVATIONS AND ANALYSIS

In this section, we present our observations and analysis on our
database separately.

5.1 Market Data

We collected market tags from Polymarket metadata and organized
them into two complementary views of topic structure. Figure 8a
presents a keyword cloud of primary topic terms. The keyword
cloud reveals a highly concentrated topical landscape, with sports,
basketball, and soccer standing out most prominently, alongside ma-
jor crypto-related terms such as bitcoin, ethereum, solana, and xrp.
This pattern indicates that user attention on Polymarket is centered
primarily on sports competitions and crypto-related speculation,
while other themes such as politics, geopolitics, temperature, pop
culture, and science remain visible but comparatively less dominant.
In addition, the sports cluster is semantically rich, covering multiple
leagues and game types, whereas the crypto cluster is more tightly
organized around major assets and price-oriented narratives.

Figure 8b further quantifies this concentration. Sports is the
largest category, with 357,359 markets, followed by Crypto with
243,242 markets; both far exceed Politics, Games, and Science, which
contain 46,883, 22,152, and 20,330 markets, respectively. The com-
position across market forms is also notably different: Crypto mar-
kets are overwhelmingly dominated by threshold/range contracts,
consistent with price-level and target-based speculation, whereas
Sports markets are distributed across a wider variety of forms, in-
cluding outcome/winner, event occurrence, comparison/ranking,
and other structures.

Figure 8c shows the 30-day rolling average trading volume by
primary topic on a log scale and highlights strong temporal hetero-
geneity across categories. Sports, Crypto, and Politics maintain the
highest trading volume over most of the observation period, while
Science and Games remain at a lower level. The curves also ex-
hibit several sharp rises, suggesting that trading activity is strongly
affected by external events and topic-specific shocks rather than
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Figure 8: Primary topic analysis of Polymarket markets. (a) shows the keyword cloud of primary topics. (b) reports the top five primary topics
by market count. (c) presents the 30-day rolling average trading volume by primary topic on a log scale.

Daily Polymarket Activity Through February 2026
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Figure 9: Normalized daily activity on Polymarket, measured
by the number of transactions, active wallets, and traded
markets

evolving smoothly over time. In particular, Sports and Crypto dis-
play both high baseline activity and repeated volume surges, indicat-
ing that they are not only large in market count but also dominant
in realized trading activity.

5.2 OrderFilled Data

Figure 9 presents the normalized daily evolution of three activ-
ity indicators derived from OrderFilled events: transactions, active
wallets, and traded markets. All three series stayed at low levels
through the first half of 2024, indicating limited adoption in the
early stage of the observation period. Starting from late 2024, the
platform entered its first expansion phase. Among the three indica-
tors, active wallets rose earlier and more sharply, reaching a clear
local peak around the turn of 2024-2025. This increase was also
temporally aligned with the 2024 U.S. presidential election, which
likely attracted substantial attention and brought a large number of
users and trades to the platform. By contrast, transactions showed
only moderate increases during the same period, while traded mar-
kets expanded more steadily, implying that market participation
broadened before trading depth fully caught up.

A second and stronger growth phase started in late 2025. From
this point onward, traded markets and active wallets both increased
rapidly, and transactions accelerated with an even steeper slope
near the end of the observation window. The simultaneous rise
of these three indicators suggested that Polymarket’s later expan-
sion was not driven by a single margin, but by joint growth in
user participation, market coverage, and realized trading activity.

Wrong-Case Trading Intensity After Oracle Risk Anchor
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Figure 10: Post-anchor trading dynamics in wrong-case mar-
kets following the oracle risk anchor.

Another notable feature is that traded markets remained consis-
tently above transactions for most of the period after normalization,
which indicates that the expansion of market variety was sustained
even during intervals when transaction growth was temporarily
slower. Overall, the figure shows a transition from an election-
related participation surge in late 2024 to a broader platform-wide
scaling phase, with the latter becoming especially pronounced in
the months leading to February 2026.

5.3 Oracle

We define an oracle-risk market: the market has at least one dis-
pute event. The risk-event anchor is defined as the first dispute
timestamp when a dispute exists; otherwise, it is defined as the
timestamp of the last propose event. We further define continued
betting as the presence of real trades within 24 hours after this risk
anchor.

Under the UMA resolution path, we identify 2,358 disputed mar-
kets, which account for less than 1% of settled UMA markets. This
shows that oracle dispute events are rare overall. However, once
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Finding 1: Effective fee rates vary little with trading volume. In
contrast, they differ significantly across market categories, with
Crypto and Sports higher overall and Other lower.

Table 3: Fee summary by Polymarket category during the
observed fee window.

Category  Trade Value Total Fee First Nonzero Fee Date # Positive-fee Markets

such events occur, trading usually does not stop. Among wrong-
case markets, 2,347 still record trades within 24 hours after the risk
anchor, indicating that traders often continue to bet and update
positions even after the market enters an oracle-risk state.

As shown in the figure 10, the top panel shows the hourly trad-
ing intensity after the oracle-risk anchor for wrong-case markets.
Two patterns are clear. First, post-anchor trading starts quickly
and remains active throughout the first several hours. Second, the
highest trading intensity is not observed immediately at the anchor
time, but several hours later, with the trade-count peak appearing
around hour 7. This suggests that market participants do not re-
act only instantaneously. Instead, a small group of traders enters
early, while larger trading activity accumulates with some delay.
In other words, wrong-case markets exhibit a two-stage response
pattern: early speculative re-entry followed by later concentration
of trading activity.

The bottom panel reports when wrong-case markets first resume
trading after the oracle-risk anchor. The distribution is heavily
concentrated in the earliest hours: 66.0% of markets record their
first post-anchor trade within 0-3 hours, and the median first-trade
time is only 1 hour. The cumulative curve also rises steeply at the
beginning and approaches saturation within the first several hours.
This indicates that market reopening in practice is very fast once
an oracle-risk event becomes visible.

5.4 Fee

The fee policy on Polymarket [33] is not static but changes over
time. Based on our statistics over the full set of transactions, we
find that during the early stage of the platform, the vast majority
of markets were effectively traded under a zero-fee regime.

To characterize this pattern, we examine the full observation
window from the first transaction to the most recent one (up to
2026-03-22). We observe that the first non-zero fee trade occurred at
Polygon block height 81312381 [34]. From that date to 2026-03-22,
the fee window covers 75 days in the daily fee series, with about
553.9 million trades, a cumulative trading value of about 20.884
billion USDC, and a cumulative total fee of about 490.16 million
USDC. We further classify fees according to the official Polymarket
rule [33] and summarize the trading value, total fee, and the first
date of non-zero fee for each official category, as shown in Table 3.
Overall, the emergence of non-zero fees is not synchronized across
all markets. Instead, it shows clear cross-category heterogeneity: for
example, Crypto markets started to exhibit non-zero fees as early as
2026-01-07, while Sports and Culture only entered the fee-charging
regime after 2026-02-18.

Based on this fee window, we next examine whether high-volume
markets are charged higher effective fees. Since the total fee amount
mechanically increases with trading value, comparing fee amounts
alone cannot answer this question. We therefore use the market-
level effective fee rate as the main measure. For market m, we define
the effective fee rate as:

Sports 6.8147B 37.1337M 2026-02-18 8,180
Crypto 5.7030B  457.6785M 2026-01-07 75,538
Culture 1.9070B 0.5408M 2026-02-18 328
Politics 1.6009B 0.0493M 2026-03-04 9
Geopolitics 1.2461B 0 - -
Economics 0.5754B 0.1040M 2026-03-11 15
Other 0.3747B 0.9524M 2026-02-22 1,207
Finance 0.1919B 0.0087M 2026-03-08 14
Weather 0.1537B 0 - -
Tech 0.1432B 0.0734M 2026-03-12 57
Mentions 0.0164B 0 - -
R Ziem f €ei
m

" Y trade value;

In our current implementation, because we use pre-aggregated
market-day data, we adopt the following approximation: we first
retain market-day observations with totalfee > 0, and then aggre-
gate them to the market level, yielding

RAPPTOX _ ZdEm, totalfee,,g>0 tOtalfeemd

o = .
Ydem, totalfee,,y>0 totaltradevaluenq

We then relate Rox¥°* to log(Volume,,), where Volumen, is the
cumulative trading value of market m over its positive-fee trading
days. The result shows a Pearson correlation of only r = 0.168,
with a near-zero p-value and a linear-fit R? = 0.028. This suggests
that although trading volume and effective fee rate are statistically
positively correlated, the relationship is weak and has limited ex-
planatory power. In other words, high-volume markets are not
associated with substantially higher fee rates, and there may be
other discretion in determining fees. This conclusion remains stable
after filtering out low-fee markets: the Pearson correlation is 0.174
when restricting to Ry > 0.001, and 0.176 when restricting
to RiPP™™ > 0.005. This shows that the weak fee-volume relation-
ship is not driven by a small number of near-zero-fee markets, but
appears to be a general platform-wide feature.

In contrast, the difference in effective fee rates across market cat-
egories is much more pronounced. To avoid unstable comparisons
caused by very small groups, we restrict the analysis to positive-
fee markets within the current fee window and remove categories
with insufficient sample size. Specifically, based on the market-
level aggregated sample from 2026-01-17 to 2026-03-22, we first
retain markets with fee > 0, and then keep only categories with at
least 30 positive-fee markets. The final comparison includes Crypto,
Sports, Culture, Tech, and Other. We apply one-way ANOVA to
test whether the average effective fee rates are equal across cate-
gories, and obtain F = 170.27 with p-value= 1.67 x 10~!*°, which
strongly rejects the null hypothesis of equal group means. Looking
at the group averages, the pattern is clear: Sports has the highest
mean effective fee rate (0.1206), followed closely by Crypto (0.1196).
Culture has a mean close to Crypto but a lower median, indicating
a more right-skewed distribution and less dependence on a small
number of high-fee markets. Tech is slightly lower (0.1157), while
Other is the lowest (0.1023). Since the sample sizes are unbalanced
and the distributions are not fully symmetric, we further perform a
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Figure 11: Actual fee rate patterns across market-level trading activity and category groups. The left and middle panels plot the
relationship between actual fee rate and positive-fee trade value under two approximation thresholds, while the right panel
compares the distribution of actual fee rates across market categories.

non-parametric Kruskal-Wallis test as a robustness check, which
is also highly significant (p-value= 4.81 x 1072%),

In conclusion, our main finding is that Polymarket does not ap-
ply fees uniformly across markets: the variation along the trading-
volume dimension is weak, whereas the stratification across cat-
egories is much stronger, with Crypto and Sports being charged
higher effective rates overall and Other being clearly lower.

6 DOWNSTREAM APPLICATIONS

The preceding observations, analyses, and experimental results
systematically characterize our constructed Polymarket lifecycle
dataset and reveal the complexity of this market in information
aggregation, price evolution, and event settlement. Based on this,
this section further selects two representative application scenarios
for research:

e Q1: How can our Polymarket lifecycle dataset support mod-
eling, analysis, and trading decisions in the most actively
traded NBA markets?

e Q2: To what extent can information aggregated from Poly-
market improve the prediction accuracy of macroeconomic
events, especially CPI releases?

All related experiments are based on our systematic cleaning, align-
ment, and modeling of market data and transaction records.

These downstream experiments demonstrate that Polymarket
can not only serve as a data source for observing market behavior
but also provide meaningful signals for the quantification of future
events. Specifically, in the NBA scenario, our dataset supports stable
estimation of pre-game market consensus probability and can be
further used for backtesting, bias identification, and trading signal
generation; in the macroeconomic scenario, this dataset provides
an empirical basis for evaluating the foresight of prediction markets
on key economic indicators.

6.1 Market-Aware Trading with SportsNBA

In this subsection, we present a detailed study of NBA-related mar-
ket information on Polymarket [35] and the strategies that can
be derived from it. We investigate whether the pre-game market-
implied probabilities are already aligned with the realized physical
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Figure 12: Reliability diagram for size-weighted market prob-
abilities in NBA winner markets. The top panel compares
raw predicted probabilities with observed win rates and the
isotonic calibration curve against the 45-degree benchmark,
while the bottom panel shows the distribution of raw proba-
bilities. The close alignment with the diagonal indicates that
market-implied probabilities are broadly well calibrated.

win probabilities. Formally, we study a mapping:
f : market implied probability — physical win probability
and use historical NBA games to estimate this mapping. The objec-

tive is to quantify whether market prices exhibit systematic bias
and whether additional calibration is necessary.
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Our data sources consist of three parts: market metadata, order-
Filled transaction data, and oracle as the source for competition
adjudication.

At the market filtering stage, we first extract all NBA-related
candidate markets and then retain only true single-game binary
winner markets. In the current experiment, we obtain 4,332 candi-
date markets, of which 4,103 are identified as clean markets. We
keep only markets that satisfy three conditions: they correspond to
a single NBA game, their question semantics can be unambiguously
parsed as team A vs team B, and the outcome is a binary winner
market between the two teams. Accordingly, markets such as MVP,
spread, totals, player props, quarter-level markets, and halftime
markets are excluded.

Each market is expanded into team-level observations. For a
game team A vs team B, we create two rows: one for team=A and
one for team=B. As a result, the full dataset contains 4,099 markets
and 8,198 rows, while the labeled dataset contains 3,901 markets
and 7,802 rows. This symmetry holds at the market and label levels.
At the feature level, however, we deliberately avoid enforcing the
identity P(B) = 1 — p(A) to fill missing prices for the opposite side.
In real trading data, the two sides do not necessarily share the same
timestamp for the last trade and may be affected by bid-ask frictions,
liquidity noise, and trade-direction asymmetry. Artificially filling
one side using the complementary probability would therefore
introduce synthetic observations. In the current training data, most
markets remain fully represented on both sides, whereas a small
number of markets retain only one usable side.

Constructing the pre-match win rate is one of the most crucial
steps in this experiment. We first clean the price data in the database,
especially removing mirrored polluted rows with the erroneous
record "BUY @ 1.0," as these abnormal records significantly distort
the reliability curve in high-probability areas. Therefore, all prices
are recalculated based on the original transaction field: regardless
of whether the transaction direction is USDC -> token or token ->
USDC, the effective transaction price is reconstructed using the ratio
of USDC quantity to token quantity, and polluted mirrored rows
are filtered out. Subsequently, we define the pre-match probability
feature size_weighted, which is the volume-weighted average of
all pre-match effective transaction prices:

Zieﬂ’,regame Sipi
psizeiweighted -
Zie%regame Si

where p; is the price of the i-th valid trade, s; is the corresponding
trade size, and Tpregame represents all pre-game trades that satisfy
timestamp < game_start_time.

The label definition is relatively straightforward. For each team-
level sample, if the team equals the winner_team in the Oracle
result source, then let y=1; otherwise, let y=0. Unlike traditional
match prediction models, the modeling goal here is not to directly
predict match outcomes using a large number of contextual features,
but rather to learn a one-dimensional calibration function:

§g=f(p)

where p is the original pre-match win rate given by the market,
and q represents the calibrated true win rate estimate.
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We use one-dimensional Isotonic Regression [36] as a benchmark
model. This choice is motivated by the fact that the input is a
single probability variable and that the learned mapping should
preserve monotonicity: outcomes with higher market probabilities
should not be mapped to lower physical win probabilities. Formally,
Isotonic Regression solves:

min ; i — i 2
i ;w f(x)

subject to f(x;) < f(x;) whenever x; < x;, and x; represents the
implied win rate before the game.

For the train-test split, we use a season-based partition: all sam-
ples with season < 2026 are used for training, and all samples with
season = 2026 are reserved for testing. After the quality filters are
applied, both feature variants yield the same dataset size: the train-
ing set contains 3,214 rows from 1,627 markets, and the test set
contains 2,272 rows from 1,136 markets. The training labels are
nearly balanced, with 1,605 positive and 1,609 negative samples,
while the test set is exactly balanced with 1.136 positives and 1,136
negatives.

Figure 12 further supports this conclusion. In the top panel, the
raw reliability curve stays close to the 45-degree line over most of
the support, indicating that the predicted pre-game probabilities
are broadly consistent with realized win frequencies. The isotonic
curve remains similar and does not provide a clear systematic im-
provement. In the bottom panel, most observations lie in the middle
probability range, with fewer samples in the tails, which makes
calibration estimates near 0 and 1 naturally less stable. Overall,
the two panels indicate that Polymarket prices already provide a
relatively accurate estimate of pre-game NBA win probability.

Our regression and calibration results show that pre-game Poly-
market probabilities in NBA winner markets are already well aligned
with realized outcomes. Under the size_weighted definition, the
raw market probability achieves a Brier score of 0.20339, a LogLoss
0f 0.59180, an ECE of 0.02745, and an MCE of 0.08450 on the test
set. After isotonic calibration, these metrics do not improve fur-
ther, suggesting that the raw market probability is already close to
calibrated and that additional one-dimensional correction brings
limited value.

6.2 CPI

CPI (Consumer Price Index) [37] is a standard macroeconomic
indicator that tracks changes over time in the prices of a represen-
tative basket of consumer goods and services, and is widely used
to measure inflation. In Polymarket, however, CPI is not traded as
a direct point forecast. Instead, the platform lists a set of discrete
bucket markets for the same target month, where each contract
corresponds to a specific inflation outcome range, such as “0.0% or
less,” “0.1%,” “0.2%,” “0.3%,” or “0.4% or more.” Figure 13 provides a
concrete example for the February target month. Each colored line
represents the market-implied probability of one CPI bucket, and
the probability mass shifts over time as traders update their beliefs
before the official release. In this sense, Polymarket’s CPI markets
can be viewed as a market-based representation of how participants
revise their expectations about monthly inflation under changing
macro information.
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Figure 13: Time-series evolution of market-implied prob-
abilities across CPI outcome buckets for the February U.S.
monthly inflation release.

Our task is to transform this set of discrete bucket prices into
a continuous implied CPI series that can be compared on a uni-
fied scale with external benchmarks. Specifically, we first recover a
single Polymarket-implied CPI path from the bucket probabilities
under the same target month, and then compare it with the Cleve-
land Fed nowecast [38] and the final CPI released by the BLS [39].
The main challenge is that raw Polymarket prices only encode the
probability of individual bucket events rather than a direct numeri-
cal forecast. Therefore, the problem is not a simple one-to-one price
comparison, but a reconstruction task that converts fragmented cat-
egorical market beliefs into a continuous point estimate of inflation.
This reconstruction is the key step that makes it possible to evalu-
ate whether Polymarket can serve as an informative market-based
signal for real-world macroeconomic expectations.

To make Polymarket prices directly comparable with macroeco-
nomic statistics, we first unify the event semantics of all CPI bucket
trades. For a trade associated with a given bucket, if the traded
outcome is YES, we treat the event probability as the transaction
price itself; if the traded outcome is NO, we map it to the same
bucket event by using 1 — price. Under this representation, the task
is defined as follows: given all trades observed up to time ¢, estimate
the market-implied continuous forecast of monthly CPI MoM for
the corresponding target month.

For each timestamp ¢, we retain only trades within the previous
24 hours and construct a rolling snapshot at the token level. For
each token, we compute its value-weighted probability,

A Zke’]}y, Uk Pk

bt ke, 0k

where 7;; denotes all trades of token i in the 24-hour window be-
fore t, py is the unified event probability of trade k, and vy is its
trade value. To reduce noise from inactive or near-zero-probability
buckets, we keep only tokens with p;; > 0.10. We then assume that
the market-implied monthly CPI distribution at time t follows a
unimodal Gaussian distribution with mean y; and standard devia-
tion o;. Instead of fitting raw token prices directly, we fit bucket
probability masses. For each bucket i, with lower and upper bounds
lower; and upper;, the model-implied mass is

upper; — ,th) _ q)(loweri - yt)

Ot
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where ®(-) is the standard normal CDF. The implied CPI at time ¢
is then represented by the fitted mean ;.

The experiment combines three sources of data: Polymarket mar-
ket metadata, Polymarket orderFilled data, and external macroeco-
nomic reference data. The metadata is used to identify CPI bucket
markets and group them by target month; the trade data is used to
construct rolling token-level probabilities and recover the implied
CPI path; and the external reference data includes the Cleveland Fed
nowcast and the final BLS CPI release. After cleaning and alignment,
the experiment covers 76 CPI-related markets, 150,981 executed
trades, 65,496 rows in the analysis panel, and 13 target months with
released and comparable CPI outcomes.

Figure 14 compares the reconstructed Polymarket-implied CPI
with the Cleveland nowcast and the final BLS CPI for three repre-
sentative target months, namely 2025-12, 2026-01, and 2026-02. In
the 2025-12 case, the Polymarket-implied series remains close to
the realized BLS value for most of the pre-release window, while
the Cleveland nowcast drifts downward and stays further from the
realized level. In the 2026-01 case, both series deviate from the final
CPI, but the Polymarket-implied series remains consistently above
the realized value, whereas the Cleveland nowcast remains below it;
this month therefore provides a less favorable case for the market-
based estimate. In the 2026-02 case, the Polymarket-implied series
tracks the realized CPI more closely than the Cleveland nowcast
over most of the window and approaches the final level earlier.

Overview, these results indicate that the reconstructed Polymarket-
implied CPI contains meaningful real-time macroeconomic infor-
mation. Across the three representative months, it is closer to the
realized BLS CPI in two cases and is generally more responsive to
incoming information than the smoother nowcast benchmark. Al-
though this advantage is not uniform across all months, the overall
evidence suggests that Polymarket prices can be transformed into
a continuous and informative signal for inflation expectations, and
that this signal is often closer to the realized CPI than the external
forecast benchmark.

7 CONCLUSION

We present a full-lifecycle Polymarket dataset and data system
integrating off-chain market metadata, on-chain fill-level trading
records, and oracle-resolution events into a unified relational frame-
work. By combining canonical market, trade, and oracle tables with
bridge, cache, and synchronization layers, the system enables large-
scale historical backfilling and continuous incremental updates. The
dataset covers market creation, trading, dispute, and settlement at
production scale while maintaining high linkage completeness and
clean cross-layer consistency. Beyond system construction, it sup-
ports empirical analysis of market structure, trading behavior, and
oracle activity, as well as downstream applications such as NBA
probability calibration and CPI signal reconstruction. We anticipate
this dataset to have broad potential impact, providing economists,
Al researchers, and traders with a continuously evolving, high-
fidelity resource for studying decentralized prediction markets,
forecasting, and on-chain financial dynamics.
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Figure 14: Comparison of Polymarket-implied CPI, Cleveland nowcast, and BLS actual CPI across three target months under the size-weighted
definition. From left to right, the subfigures correspond to 2025-12, 2026-01, and 2026-02, respectively.
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