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We introduce surrogate functionals: machine-learned energy functionals for orbital-free density functional theory (OF-
DFT) which are defined not by universal fidelity to a physical reference, but merely by the requirement that density
optimization with a fixed procedure yields the true ground-state density. Helpfully, training surrogate functionals
requires only ground-state densities, no energies or gradients away from the ground state. We here propose a gradient-
descent-improvement loss that guarantees exponential convergence of the density to the ground state, and combine
it with an adaptive sampling scheme that concentrates learning around the optimization trajectories actually visited
during inference. On the QM9 and QMugs benchmarks, surrogate functionals achieve density errors competitive with
or improving upon the state of the art for fully supervised machine-learned OF-DFT, while eliminating the need for the
O(N?) orthononormalization step required by prior work, yielding improved runtime scaling for larger systems.

I. INTRODUCTION

Kohn—Sham density functional theory (KS-DFT)! is one
of the central tools in electronic-structure calculations, but
its computational cost impedes its use for large systems and,
when studying dynamics, long time scales. Orbital-free DFT
(OF-DFT) raises hopes of more favorable scaling by es-
chewing orbitals and instead minimizing an electronic en-
ergy functional with respect to the electron density. In prac-
tice, however, OF-DFT hinges on the availability of accurate
approximations—in particular for the kinetic energy>*—and
on robust, efficient density optimization.

Machine learning has recently emerged as an enabling tech-
nology to construct OF-DFT functionals®>~!3. Much of the ex-
isting work aims at approximating a concrete, physical en-
ergy functional as faithfully as possible, ideally across broad
chemical space and for arbitrary input densities. In this con-
tribution, we take a step back and lift this constraint in favor
of a more solution-focused viewpoint: for many applications,
the key requirement is not that a learned functional matches
the true functional everywhere, but that it enables reliable OF
density optimization while realizing the promised scaling im-
provements.

Two practical obstacles have repeatedly limited current
machine-learned OF-DFT approaches. First, learning an en-
ergy surface from ground-state labels alone is challenging:
during density optimization, the model is queried on densi-
ties far from the ground state, yet these off-equilibrium re-
gions are typically weakly constrained by supervised training.
Indeed, generating additional labeled densities away from the
minimum turned out to be instrumental to learn a fully conver-
gent functional'®, making the associated effort worthwhile for
fully supervised approaches. But still, these training densities
are non-interacting v-representable, which is not guaranteed
during optimization.

Moreover, training data are often generated in representa-
tions used in KS-DFT (typically a sum of products of atomic
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basis functions) and subsequently mapped to a different rep-
resentation that is used in scalable OF-DFT (typically'>!3 a
linear combination of atomic basis functions (LCAB), see
section III A), introducing an additional mismatch. Second,
realizing improved scaling and wall-clock speedups requires
that the full pipeline, including density representations and
any reparametrizations (such as the O(N?) Lowdin symmetric
onhonormalizationlz) used for stable optimization, remains
efficient for large systems.

We address both issues by introducing surrogate function-
als. Rather than requiring a learned functional to be globally
faithful to a physical reference, we define it through its role
in a fixed density optimization procedure: a surrogate func-
tional is one that yields the true ground-state density coeffi-
cients (at least approximately) when minimized by the chosen
optimizer from a prescribed initialization (see Figure 1 for an
illustration).

Our training approach builds on the observation that even
when energy labels are only available at the ground state,
we can still impose additional conditions on energies and
gradients at arbitrary densities that facilitate successful op-
timization. We introduce a surrogate loss function that can
be evaluated on off-equilibrium densities using only labels at
the ground state, and we combine it with an adaptive train-
ing scheme that performs density optimization already during
training via a caching mechanism. Together, these ideas fo-
cus model capacity and supervision on those parts of density
space that matter most for OF-DFT in practice: the optimiza-
tion trajectories connecting an initial guess to the ground state.

In summary, we

e introduce the concept of surrogate functionals for
machine-learned OF-DFT and frame their training
through the lens of energy-based models'*.

e present a training approach based on a surrogate loss
function and train-time density optimization that targets
stable OF density optimization while maintaining favor-
able scaling in the overall pipeline.

* demonstrate that surrogate functionals enable conver-
gent density optimization without the O(N?) orthonor-
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FIG. 1: Surrogate Energy Landscape. A surrogate energy
functional (E, violet) can be used in place of the true,
physical functional (E, gray) in density optimization (brown),
resulting in the correct ground-state density p*(.#).

k12,13

malization step required by previous wor , improv-
ing runtime scaling.
Il. RELATED WORK
a. Energy-based models. Energy-based models

(EBMs)'* frame prediction as energy minimization: a
neural network defines a scalar energy over input—output
pairs, and inference selects the output with the lowest energy.
This paradigm has been applied to structured prediction'>,
generation'®, and classification!”.  Surrogate functionals
can be seen as a special case of EBMs where inference
corresponds to density optimization. A related line of work
is score-based generative modeling'®; our gradient-based
surrogate loss shares a similar spirit, as it directly supervises
the gradient field of the energy functional, but, beyond
targeting a single ground state rather than a distribution, our
approach imposes constraints on the optimization dynamics
induced by the gradient field, rather than requiring it to
represent a globally consistent score function.

b. Machine-learned OF-DFT. 1In recent decades, semi-
empirical kinetic energy approximations for OF-DFT have
made great progress'*~7, far exceeding the classical Thomas—
Fermi model>? and von Weizsicker models*, working espe-
cially well when combined with pseudopotentials on metallic
systems2>2°. However, they still struggle on molecular sys-
tems, where recent machine learning approaches have started
to address this gap: Pioneering work in machine-learned
OF-DFT provided proof of concept on 1D toy systems®!?,
later contributions generalized to small molecules’*-'1-28, M-
OFDFT!? represented a step change in scope, demonstrating
high-accuracy machine-learned kinetic energy density func-
tionals for diverse molecular systems, but still failed to learn a
convergent functional. STRUCTURES25'3 further improved
accuracy, but more importantly was the first to achieve reliable
convergence in density optimization across the QM9?° and
QMugs?® datasets. All of these approaches train supervised

models to approximate a physical energy functional; in con-
trast, the present work defines success through the outcome
of density optimization, relaxing the requirement of global fi-
delity to the physical functional.

lll. METHODS

A. Notation: OF-DFT on a linear combination of atomic
orbitals

Following previous work!>!3 on machine-learned density
functionals, we employ a linear combination of atomic basis
functions (LCAB) Ansatz3'3? to express the electron density:

p(r) =Y puoy(r), (1)
u

where the coefficient vector {p,} weighs the atom-centered
Gaussian basis functions @,. In this density representation,
the density functional E[p] becomes a function E(p) and
the baseline application of OF-DFT of finding the electronic
ground state via density optimization amounts to finding

p* =argminE(p). (2)
P

This representation is parameter efficient (in particular com-
pared to grid-based representations), simple and allows for
fast computation of integrals involving the electron density,
particularly in the case of Gaussian basis functions. However,
we mainly choose it here for direct comparison with prior
work and note that our work straightforwardly generalizes to
other density representations, e.g. grid-based approaches or
numerical basis functions.

B. Surrogate Functionals

We define a (successfully trained) “surrogate functional”
only in the context of a density optimization procedure:

Definition 1 A density optimization procedure is a pair
formed by an initial estimator that maps molecules M to
initial density coefficients p(o), and a (usually iterative) op-
timizer, which, given an energy functional E, maps .# and
P9 to final density coefficients p(T).

Thus, the density optimization procedure includes the choice
of initial estimate (e.g. a superposition of atomic densities,
SAD), as well as the choice of optimizer (e.g. gradient de-
scent) and all of its parameters (e.g. learning rate, momen-
tum).

Definition 2 A surrogate functional for a given density opti-
mization procedure is a functional which, when used in lieu of
the true energy functional in density optimization, leads to the
true ground-state coefficients pT) = p*.
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Hence, in terms of finding the ground state, a surrogate func-
tional can perfectly replace the physical “ground-truth” elec-
tronic energy functional.

Note that, as defined, a surrogate functional is not required
to predict the correct ground-state energy; it only needs to lead
to the correct ground-state density under the given optimiza-
tion procedure, and we choose to focus on this setting in the
present work. We discuss the natural extension to strong sur-
rogate functionals, which additionally reproduce the ground-
state energy, in section V.

So far, we have only defined surrogate functionals to re-
place the total energy functional. However, surrogate func-
tionals which replace only parts of the energy functional are
also conceivable. These would give rise to a surrogate for
the total energy after exact expressions for the other contribu-
tions are added. We defer exploration of this avenue to future
work, with the principal difficulty being the efficient compu-
tation of values and gradients for those portions of the energy
functional excluded from the machine learning model.

C. Surrogate Loss Function

A key question is how to train a surrogate functional. Cru-
cially, surrogate loss functions can be evaluated at any density
coefficients p, as long as the ground-state coefficients p* are
known—no additional labels away from the ground state are
required. Among several conceivable surrogate losses (see
section V for a discussion of alternatives), we focus on one
that most directly addresses the goal of density optimization:
the gradient-descent-improvement (GDI) loss.

The idea is to require that every gradient descent step moves
the density coefficients closer to the true ground state p*. Con-
cretely, we demand that the distance to the ground state de-
crease by at least a factor 0 < 8 < 1 in every step:

Zop1 = max (0, [lp—AVpE(p;0) —p*|| = Blp—p|) -
S
coeffs after step

3)

Here, A is the step size used in gradient descent during density
optimization.

A key advantage of this loss is that if successful model
training makes it zero for all densities of a test system, then
density optimization with gradient descent is guaranteed to
converge to the true ground state, and to do so quickly: if the
distance of the initial guess to the ground state is d, the dis-
tance after n steps is at most df3". This provides a principled
convergence guarantee that is directly tied to the optimization
procedure.

The contraction factor 8 controls the trade-off between the
restrictiveness of the loss and its compatibility with the true
energy functional. For conservative (i.e. high) values of 8
close to 1, the loss is easily satisfiable and compatible with a
wider range of functionals, but convergence may be slow. For
aggressive (i.e. low) values, the loss demands rapid conver-
gence, which may not be achievable by the true energy func-
tional but can still be realized by a surrogate.

FIG. 2: Isocontours of the GDI loss. For the loss to be zero,
the gradient descent update step (purple) must reduce the
distance to the ground state by a factor of B = 0.9, i.e. lead to
coefficients inside the magenta circle.
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FIG. 3: Contraction factors on labeled data. Each point
corresponds to a sample from the perturbed QM9 dataset'3
after Lowdin symmetric orthonormalization. The horizontal

axis shows the L, distance of the sample’s density
coefficients to the ground state; the vertical axis shows the
contraction factor, i.e. the ratio
lp—AVRE(p)—p*|//|[p—p*||, for a single gradient descent
step with the ground-truth gradient and a step size of
A = 0.05. Nearly all points lie below 8 = 0.9, indicating that
this choice of contraction factor is broadly compatible with
the physical energy functional on this data.

D. Train-time density optimization

An ideal machine-learned energy functional would per-
fectly generalize over all of chemical space and the space of
all possible input density coefficients p. In practice, however,
a trade-off between the set of input densities which the model
generalizes over and the accuracy of the model will likely be
necessary.

Here, we are in a fortunate situation: the surrogate loss
function introduced above (see section III C) is applicable to
any set of coefficients p € R". The question is therefore not
whether we can evaluate the loss, but where in coefficient
space we should place training signal. This is in contrast to
supervised training, where generating labels for arbitrary den-
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sities would in principle require use of inverse DFT, which is
expensive and numerically non-trivial.

To achieve successful density optimization, the minimal set
of densities the model has to work well on is the density op-
timization path between the initial guess and the ground-state
coefficients, or, to be robust, a neighborhood of this path. With
a good initial guess (which can be easily learned'?), sampling
coefficients isotropically around the ground state can in prin-
ciple cover such paths. In practice, however, we have found
that models tend to exploit “loopholes” under such static sam-
pling (see Appendix A 1 for a detailed discussion). This mo-
tivates an adaptive strategy which performs density optimiza-
tion on the fly during training and thereby focuses learning on
the actual trajectories that the optimizer follows.

A direct way to achieve this would be to unroll multiple
density optimization steps for each training sample and apply
the surrogate loss along the resulting trajectory. While con-
ceptually clean, this approach is expensive: the per-iteration
cost grows with the number of unrolled steps, and GPU mem-
ory limits the feasible trajectory length. Instead, we adapt the
idea of persistent contrastive divergence (PCD)3? to our set-
ting, maintaining per-molecule persistent coefficients that are
advanced by one optimization step whenever the molecule is
seen.

Concretely, each molecule .# stores a cached coefficient
vector p<t) (one per molecule). When a batch is loaded, we
replace the coefficients of any molecule present in the cache
with its cached value, compute energies and gradients, apply
the surrogate loss, and then take a single density optimization
step using the same optimizer as during inference. The up-
dated coefficients are written back to the cache. To prevent the
cache from drifting too far and to ensure that early trajectory
regions remain represented in training, we reset cached co-
efficients with probability geser = 0.01 to a fresh perturbation
around the ground state. The perturbation direction is sampled
uniformly, while the radius is drawn from a Gaussian distribu-
tion centered at a typical distance between the initial guess and
the ground state, see Appendix A 2. This yields long effective
trajectories over the course of training without expensive un-
rolling, and it concentrates learning on precisely the densities
encountered during optimization. Figure 4 summarizes the
procedure and pseudocode is provided in Appendix A.

E. Model Architecture

For comparison with the current state of the art in molecular
OF-DFT, we mostly follow the architectural choices of prior
work!'?: We employ a modified Graphormer architecture®*,
enhanced with tensorial message passing.’> Notable changes
are to the initial dimension-wise rescaling (see Ref.!'? for de-
tails) of input coefficients: For training of surrogate models,
we replace the scaling according to a trade-off between coef-
ficient variance and gradient norm (optimized for supervised
training of the variational model) by a simple scalar factor of
10, as we have found that networks otherwise sometimes com-
pletely ignore some input coefficients with small prefactors

Furthermore, we replace the atomic reference module,

TABLE I: Density optimization accuracy and runtime on
QM9% and QMugs*’. Comparison to state-of-the-art
machine-learned OF-DFT approaches (M-OFDFT!? and
STRUCTURES25'?) and our surrogate functional, with and
without the O(N?) Lowdin symmetric orthonormalization
step. We report the L, density error ||Ap||> and the average
runtime per molecule for density optimization.

Avoids O(N?3)

Dataset Functional lAp]2 (1072) Runtime (s)

orthonormalization
QM9 M-OFDFT2 X 2.7 183
STRUCTURES25'3 x 1.40£0.02 13
Ours (natrep) X 1.2 7
Ours (no-natrep) v 1.2 8
QMugs M-OFDFT!2 X 7.0 319
STRUCTURES25'3 X 6.8+0.2 40
Ours (natrep) X 8.2 20
Ours (no-natrep) v 12.0 21

which in its original form'? is a linear fit to the energy which is
being added to the neural network output after the final layer,
with a simple parabola around the coefficients of the superpo-
sition of atomic densities (ASAD'?) p:

p—a-|p—p|* (4)

We found that a prefactor of a = 0.1 works well.

IV. RESULTS
A. Density optimization accuracy and runtime

Table I compares density optimization performance to
state-of-the-art machine-learned OF-DFT approaches. Pre-
vious work (STRUCTURES25 and M-OFDFT) relies on an
O(N?) reparametrization step of the density coefficients to sta-
bilize optimization, which dominates cost as the system size
grows.

In contrast, our surrogate models achieve convergent den-
sity optimization both with Lowdin symmetric orthonormal-
ization (natrep), but also directly in coefficient space (no-
natrep), improving the asymptotic complexity of the entire
pipeline and realizing improved scaling with system size com-
pared to Kohn-Sham DFT. Regarding accuracy, on QM9 we
obtain essentially identical density errors in both settings
(|Ap]l2 = 1.2 x 1072), completely eliminating the need for
orthonormalization for these small molecules and improving
upon prior work. We follow the experimental setup of prior
work!?13 in evaluating extrapolation to larger systems using
molecules from the QMugs?’ dataset. Figure 5 shows the con-
verged electron density and its deviation from the reference
for an exemplary test molecule. On QMugs, removing sym-
metric Léwdin orthonormalization incurs a moderate degrada-
tion (0.082 — 0.12), resulting in errors that are slightly higher
than the best prior results but remain in the same order of
magnitude. Regarding run-time, surrogate models improve
throughput on both datasets, in large part due to a smaller
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FIG. 4: Train-time on-the-fly density optimization via caching. To train on densities akin to those encountered at inference
time during density optimization, we adapt persistent contrastive divergence3: A training batch is loaded (1), updated with
densities of all molecules in the batch which are present in the cache (2), passed through the model (3) yielding energies and
gradients which are both used in the model update loop (4) as well as utilized in a density optimization step (5). The updated
densities are written to the cache (6), before finally each molecule of the present batch is discarded from the cache with
probability grege (7).
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FIG. 5: Electron density prediction and error for a
QMugs molecule. The molecule, Hs3C46N11 05, has
near-average molecular weight within the QMugs test set. (a)
Converged ground-state density. (b) Difference to
ground-truth density, scaled by a factor of 20 for visibility.

number of steps being required to reach convergence, see Ta-
ble I.

B. Choosing surrogate loss hyperparameters

The GDI loss (Equation 3) introduces two hyperparameters:
the contraction factor 8 and the step size A.
For 3, we follow a data-driven strategy. Because the GDI

loss is satisfiable by the true energy functional whenever the
physical gradient yields a contraction factor below 3, we can
check compatibility on labeled data. Figure 3 shows the em-
pirical contraction factor for each sample in the perturbed
QM9 dataset'3, computed from ground-truth gradients at a
fixed step size. Nearly all samples achieve a contraction fac-
tor below 0.9, which motivates our choice of B = 0.9. This
value is conservative enough to be broadly compatible with
the physical functional, while still guaranteeing fast conver-
gence.

For the step size, we use A = 0.1 for density optimization,
which we found to work well empirically. Note that A and the
energy scale are coupled: multiplying A by a constant ¢ has
the same effect on the gradient descent update p — AVE as
rescaling the energy functional by c, i.e. E — cE. Hence, the
step size does not constrain the expressiveness of the surro-
gate functional; it merely fixes a scale for the learned energy
surface.

V. DISCUSSION AND CONCLUSION

In the following, we relate the current contribution to di-
rect prediction of ground-state densities and discuss alterna-
tive surrogate losses and “strong” surrogate functionals which
also predict physical energies.

a. Surrogates vs. direct prediction. In principle, one
could learn a trivial surrogate: an isotropic parabola centered
at the ground state, £(p) = a||p — p*||%, for which gradient
descent provably converges to p*. However, learning such a
parabola is essentially equivalent to direct ground-state pre-
diction: the center p* can be recovered from the energy and
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gradient at any single point (the direction to p* from the gra-
dient, the distance from the energy), so the model would need
to implicitly encode the exact ground state in its predictions
at every input density. We hypothesize that the advantage of
surrogate functionals lies precisely in the freedom to learn en-
ergy surfaces that are not simple parabolas but rather reflect
the structure of the underlying physics. Such functionals may
be easier to learn and generalize better, because the model
can leverage physically meaningful relationships between in-
put density and energy, for instance by trading off kinetic and
potential contributions given a particular input density, rather
than encoding the ground-state coefficients directly. In other
words, it may be easier for a model to predict an energy land-
scape whose gradients roughly point towards the ground state
than to implicitly encode the exact minimizer at every point in
coefficient space.

b. Alternative surrogate losses. While we focus on the
GDI loss, many other surrogate loss functions are conceivable.
For instance, a lower-bound loss motivated by the variational
principle could require that the learned functional assigns any
density an energy no lower than that of the ground state, e.g.
Ap = max(0,E(p*;0) — E(p;0)). This is fully compatible
with the true energy functional but does not prevent local min-
ima and is therefore insufficient on its own. A gradient-to-
ground-state loss could require the negative gradient to point
approximately towards p*, penalizing low cosine similarity
between VpE and p — p*; see appendix B for an illustration.
This constrains gradient directions but not norms, which can
be addressed by an additional gradient-norm-range loss that
keeps gradient magnitudes within specified bounds. Among
these alternatives, the GDI loss most directly addresses the
goal of density optimization by providing explicit conver-
gence guarantees tied to the optimizer, and led to the best re-
sults in our experiments.

c. Strong surrogate functionals.  As defined in this work,
a surrogate functional is only required to yield the correct
ground-state density, not the correct ground-state energy. A
natural extension is to additionally require that the functional
assigns the true ground-state energy E*(.#) to the ground-
state coefficients p*. Such a strong surrogate functional would
be a full replacement for the physical energy functional in
the most common applications of OF-DFT. Achieving this
likely requires combining surrogate losses with supervised en-
ergy objectives, for example by adding a standard regression
loss on the predicted energy at the ground state. We leave
the investigation of strong surrogates to future work. Possi-
ble future work also includes scaling to larger datasets such
as OMol253¢, where the ability to train on ground-state den-
sities alone is particularly advantageous; and extending the
GDI objective to more sophisticated optimizers (e.g. momen-
tum methods or line search) to further improve convergence
behavior.

In summary, we introduce surrogate functionals for
machine-learned OF-DFT, considering the problem through
the lens of energy-based modeling and defining success by
the outcome of a fixed density-optimization procedure. This
perspective leads to a surrogate loss function that can be eval-
vated on arbitrary densities using only ground-state labels,

along with a train-time density-optimization strategy that con-
centrates learning on the densities actually visited during op-
timization. Empirically, surrogate training yields reliable den-
sity optimization while reducing the computational complex-
ity of the overall pipeline.
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Appendix A: Train-time density optimization details

This appendix collects implementation details for the train-
time density optimization procedure (Figure 4), including
sampling, caching, and a pseudocode listing.

1. Why static sampling can fail (loopholes)

Static sampling around the ground state can permit spuri-
ous solutions where the model “solves” only easy directions.
For instance, coefficients describing core densities can be pre-
dicted accurately without capturing chemically relevant bond-
ing features. In such a case, cosine-similarity based losses
can be satisfied for most sampled points while optimization
still fails along the difficult directions. This failure mode also
motivated the adaptive, trajectory-based sampling used during
training.

2. Initialization around the ground state

Whenever cached coefficients are reset, we sample a fresh
perturbation around the ground-state coefficients p*. We draw
a random direction v uniformly on the unit sphere in R” and a
radius r from a Gaussian distribution centered at a distance of
0.05 with standard deviation 0.05. The reset coefficients are
then

p” =p*+rv. (A1)
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This construction ensures isotropic perturbations while con-
trolling the typical distance from p* via the mean of the Gaus-
sian.

3. Cache structure and updates

We maintain one cached coefficient vector per molecule. At
training time, if a molecule appears in a batch and is present
in the cache, its coefficients are replaced by the cached value
before computing losses. After a single density optimization
step, the updated coefficients are written back to the cache.
With probability greser, We discard the cached coefficients and
reinitialize them as described above.

In our implementation, the cache is stored on the GPU,
which is feasible for the datasets used here (a few GB). For
substantially larger datasets, the cache could be moved to CPU
memory or disk at the cost of additional data transfer over-
head.

4. Dataset structure and number of updates

During training, we replace the density coefficients from
the labeled dataset with the cached coefficients. Each
molecule appears 21 times in the training data'3, and therefore
each epoch performs up to 21 train-time density optimization
steps per molecule, possibly fewer if the molecule is drawn
multiple times within the same batch. This may be prefer-
able over a dataset where every molecule appears exactly once
per epoch, as in the latter case all molecules would progress
synchronously in train-time density optimization, while the
random ordering of the dataset with duplicates leads to more
varied progress in train-time density optimization.

5. Pseudocode

Algorithm 1: Train-time Density Optimization with
Caching

Initialize empty cache C.

for each training step do
Load batch B of molecules and ground-state coefficients.

for (#,p) € Bdo
if . # € C then
L p+Cla]
else
| p <« perturb(p) (see Eq. Al)

Evaluate model; compute energies and gradients for B.
Evaluate surrogate loss and update model parameters.
for (#,p) € Bdo
Take density-optimization step:
P P—AVpE(p,.#:6)
Store new coefficients in cache: C[.Z] < p
if random() < q then
L Delete .# from C

Gradient norm

00 5%
A 0 o5 100

FIG. 6: 2D Slice of energy and gradient-norm surface
trained with gradient-to-ground-state loss alone. These
plots show the energy surface (left) and gradient norm (right)
of a preliminary model trained only with a
gradient-to-ground-state loss on a 2D slice of the input space,
spanned by the directions from the ground state to the two
penultimate SCF iterations. While a minimum in the correct
position is apparent, the gradient in its vicinity is not well
behaved, hindering density optimization. This is why the
main text instead reports results from the GDI loss
introduced in section III C

Appendix B: Gradient-to-ground-state loss: energy surface
illustration

Figure 6 shows the energy surface and gradient norm of a
preliminary model trained with the gradient-to-ground-state
loss alone (see section V for a description of this loss), on a
2D slice of the input space. This illustrates a possible disad-
vantage of gradient-direction-based losses: they do not restrict
the norm of the predicted gradient, only its direction via the
cosine similarity. When used on their own, this can lead to
vastly varying gradient scales which may be problematic dur-
ing density optimization.

REFERENCES

'W. Kohn and L. J. Sham, Physical review 140, A1133 (1965).

’L. H. Thomas, Mathematical Proceedings of the Cambridge Philosophical
Society 23, 542 (1927).

3E. Fermi, Zeitschrift fiir Physik 48, 73 (1928).

4C. F. Von Weizsicker, Zeitschrift fiir Physik 96, 431 (1935).

SM. Chen, M. Pavanello, W. Mi, M. Thara, and S. Manzhos, Journal of
Chemical Theory and Computation (2026).

6J. C. Snyder, M. Rupp, K. Hansen, L. Blooston, K.-R. Miiller, and
K. Burke, The Journal of chemical physics 139, 224104 (2013).

7K. Yao and J. Parkhill, J. Chem. Theory Comput. 12, 1139 (2016).

8J. Seino, R. Kageyama, M. Fujinami, Y. Ikabata, and H. Nakai, The Journal
of chemical physics 148, 241705 (2018).

M. Fujinami, R. Kageyama, J. Seino, Y. Ikabata, and H. Nakai, Chem.
Phys. Lett. 748, 137358 (2020).

10R. Meyer, M. Weichselbaum, and A. W. Hauser, J. Chem. Theory Comput.
16, 5685 (2020).

IR, Remme, T. Kaczun, M. Scheurer, A. Dreuw, and F. A. Hamprecht, The
Journal of Chemical Physics 159 (2023).

2y, Zhang, S. Liu, J. You, C. Liu, S. Zheng, Z. Lu, T. Wang, N. Zheng, and
B. Shao, Nat. Comput. Sci. 4, 210 (2024).



Surrogate Functionals

I3R. Remme, T. Kaczun, T. Ebert, C. A. Gehrig, D. Geng, G. Gerhartz, M. K.
Ickler, M. V. Klockow, P. Lippmann, J. S. Schmidt, et al., Journal of the
American Chemical Society 147, 28851 (2025).

14y LeCun, S. Chopra, R. Hadsell, M. Ranzato, F. Huang, et al., Predicting
structured data 1 (2006).

5D, Belanger and A. McCallum, in International Conference on Machine
Learning (PMLR, 2016) pp. 983-992, introduces SPENSs: Prediction by
minimizing an energy function over outputs. Conceptually identical to find-
ing coefficients minimizing energy.

16y, Du and 1. Mordatch, in Advances in Neural Information Processing Sys-
tems, Vol. 32 (2019) discusses stability in training EBMs with Langevin
dynamics, highly relevant to density optimization stability.

17W. Grathwohl, K.-C. Wang, J.-H. Jacobsen, D. Duvenaud, M. Norouzi,
and K. Swersky, in International Conference on Learning Representations
(2020) relevant for viewing discriminative models through an EBM lens,
parallel to learning stability/validity of densities.

18Y. Song and S. Ermon, Advances in Neural Information Processing Systems
32 (2019), foundational for score-matching. Relevant for gradient-matching
losses/gradient-to-ground-state loss.

19A. J. Thakkar, Phys. Rev. A 46, 6920 (1992).

207, w. Wang and M. P. Teter, Physical review. B, Condensed matter 45,
13196 (1992).

21C. Huang and E. A. Carter, Physical Review B—Condensed Matter and
Materials Physics 81, 045206 (2010).

221, A. Constantin, E. Fabiano, S. Laricchia, and F. Della Sala, Phys. Rev.
Lett. 106, 186406 (2011).

23Y. Ke, F. Libisch, J. Xia, L.-W. Wang, and E. A. Carter, Phys. Rev. Lett.
111, 066402 (2013).

K. Luo, V. V. Karasiev, and S. Trickey, Physical Review B 98, 041111
(2018).

25X. Shao, W. Mi, and M. Pavanello, Physical Review B 104, 045118 (2021).

26Q. Xu, C. Ma, W. Mi, Y. Wang, and Y. Ma, Nature Communications 13,
1385 (2022).

2TW. Mi, K. Luo, S. Trickey, and M. Pavanello, Chem. Rev. 123, 12039
(2023).

28P. Golub and S. Manzhos, Physical Chemistry Chemical Physics 21, 378
(2019).

R, Ramakrishnan, P. O. Dral, M. Rupp, and O. A. Von Lilienfeld, Scientific
Datal, 1 (2014).

30C, Isert, K. Atz, J. Jiménez-Luna, and G. Schneider, Scientific Data 9, 273
(2022).

31A. Grisafi, A. Fabrizio, B. Meyer, D. M. Wilkins, C. Corminboeuf, and
M. Ceriotti, ACS central science 5, 57 (2018).

32U. A. Vergara-Beltran and J. I. Rodriguez, J. Chem. Phys. 159, 124102
(2023).

33T. Tieleman, in International Conference on Machine Learning (2008) pp.
1064-1071.

34c. Ying, T. Cai, S. Luo, S. Zheng, G. Ke, D. He, Y. Chen, and T.-Y. Liu,
in Advances in Neural Information Processing Systems, Vol. 34 (2021) pp.
28877-28888.

35p. Lippmann, G. Gerhartz, R. Remme, and F. A. Hamprecht, in Interna-
tional Conference on Learning Representations (2025).

36D, S. Levine ef al., arXiv preprint arXiv:2505.08762 (2025).



	Surrogate Functionals for Machine-Learned Orbital-Free Density Functional Theory
	Abstract
	Introduction
	Related Work
	Methods
	Notation: OF-DFT on a linear combination of atomic orbitals
	Surrogate Functionals
	Surrogate Loss Function
	Train-time density optimization
	Model Architecture

	Results
	Density optimization accuracy and runtime
	Choosing surrogate loss hyperparameters

	Discussion and Conclusion
	Acknowledgments
	Author Contributions
	Train-time density optimization details
	Why static sampling can fail (loopholes)
	Initialization around the ground state
	Cache structure and updates
	Dataset structure and number of updates
	Pseudocode

	Gradient-to-ground-state loss: energy surface illustration
	References


