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Abstract

Mixture-of-experts models provide a flexible framework for learning complex probabilistic
input-output relationships by combining multiple expert models through an input-dependent
gating mechanism. These models have become increasingly prominent in modern machine
learning, yet their theoretical properties in the Bayesian framework remain largely unexplored.
In this paper, we study Bayesian mixture-of-experts models, focusing on the ubiquitous softmax-
based gating mechanism. Specifically, we investigate the asymptotic behavior of the posterior
distribution for three fundamental statistical tasks: density estimation, parameter estimation, and
model selection. First, we establish posterior contraction rates for density estimation, both in the
regimes with a fixed, known number of experts and with a random learnable number of experts.
We then analyze parameter estimation and derive convergence guarantees based on tailored
Voronoi-type losses, which account for the complex identifiability structure of mixture-of-experts
models. Finally, we propose and analyze two complementary strategies for selecting the number
of experts. Taken together, these results provide one of the first systematic theoretical analyses
of Bayesian mixture-of-experts models with softmax gating, and yield several theory-grounded
insights for practical model design.

1 Introduction

Mixture-of-experts (MoE) models, originally introduced by Jacobs et al. (1991), extend classical
mixture models to supervised learning settings such as regression and classification. In these
models, predictions are produced by combining several specialized submodels, called ezperts, whose
contributions are weighted through a learnable gating mechanism that depends on the input
variables. As a result, the model adaptively allocates different regions of the input space to different
experts, allowing complex conditional relationships to be represented through a collection of simpler
components. This architecture is particularly appealing when the conditional distribution of the
response varies substantially across the input domain. Jacobs et al. (1991) introduced the original
formulation and showed that such models can automatically decompose prediction tasks into simpler
subtasks handled by specialized experts.

The MoE framework has since been extended in several directions. Jordan and Jacobs (1994)
introduced hierarchical mixtures-of-experts, in which experts are organized in a tree structure that
enables further specialization across the input space. More recently, large-scale machine learning
applications have renewed interest in these architectures. In particular, sparse routing mechanisms
have been proposed to activate only a subset of experts for each input, enabling models with very
large capacity while maintaining manageable computational costs (Shazeer et al., 2017). Such
architectures have been employed in a wide range of modern deep learning applications, including
language modeling (Jiang et al., 2024; DeepSeek-Al et al., 2024), computer vision (Riquelme et al.,
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2021), multi-task learning (Hazimeh et al., 2021), multi-modal learning (Han et al., 2024), domain
adaptation (Li et al., 2023; Nguyen et al., 2025), continual learning (Le et al., 2024), and parameter-
efficient fine-tuning (Le et al., 2025; Diep et al., 2025). Despite their empirical success, these
models are typically estimated using maximum likelihood methods, often based on the Expectation—
Maximization algorithm, which may lead to overfitting and requires the model complexity to be
fixed in advance (Masoudnia and Ebrahimpour, 2014). Uncertainty quantification also remains an
important open challenge, particularly in scientific domains where reliable assessment of predictive
and parameter uncertainty is essential. Addressing this issue within the maximum likelihood
paradigm is often difficult, since likelihood-based procedures typically produce point estimates and
do not naturally provide a coherent characterization of uncertainty in complex models such as MoE.

Bayesian formulations of MoE models provide a natural framework for addressing these limitations
by enabling uncertainty quantification and principled model selection. Early contributions include
the fully Bayesian treatment of Peng et al. (1996), who used Markov chain Monte Carlo methods to
infer both expert parameters and gating parameters. In parallel, Waterhouse et al. (1995) proposed
a variational approach based on the minimization of variational free energy, providing a scalable
approximation to the posterior distribution. These works highlighted the advantages of combining
the modular structure of MoE models with Bayesian probabilistic inference, allowing uncertainty in
both predictions and model structure to be quantified.

Subsequent work has explored Bayesian approaches to model selection in MoE architectures.
Ueda and Ghahramani (2002) proposed a variational Bayesian framework that allows the number of
experts to be inferred from data through optimization of an evidence lower bound. Nonparametric
Bayesian extensions have also been considered. For example, Rasmussen and Ghahramani (2002)
proposed an infinite MoE model combining Dirichlet processes with Gaussian process experts,
allowing the number of mixture components to grow with the size of the data. More broadly, several
Bayesian nonparametric constructions have been developed to introduce covariate-dependent mixture
weights, including dependent Dirichlet processes (MacEachern, 1999), hierarchical Dirichlet processes
(Teh et al., 2006), nested Dirichlet processes (Rodriguez et al., 2008), and logistic stick-breaking
processes (Ren et al., 2011), among many others; indeed, although many of these models were
originally developed to capture dependence across a finite set of disjoint groups, they can also be
interpreted as mechanisms for introducing input-dependent mixture weights, establishing a close
conceptual connection with MoE models.

Posterior inference in Bayesian MoE models remains challenging due to the complexity of the
resulting posterior distributions, particularly in nonconjugate or hierarchical settings. Markov chain
Monte Carlo methods provide asymptotically exact inference but may become computationally
demanding in high-dimensional or large-scale problems. Variational inference methods provide a
computationally attractive alternative by approximating the posterior distribution through optimiza-
tion. For example, Bishop and Svensén (2003) developed a variational treatment of MoE models
that yields efficient approximate inference while enabling model comparison through the evidence
lower bound.

In this paper, we focus on a widely used parametric formulation of MoE models, in which the
gating mechanism is given by softmax weights and the experts are Gaussian distributions with
input-dependent means. This formulation directly addresses regression tasks (see Section 7 for an
extension to classification), which are among the most fundamental applications of MoE models
and statistical learning in general. At the same time, concentrating on regression keeps the analysis
tractable while still yielding insights that may extend to other settings, including unsupervised tasks



where MoE models are also commonly employed. Against this backdrop, we study the theoretical
properties of Bayesian MoE models with softmax gating. In particular, we investigate the asymptotic
behavior of the posterior distribution with respect to density estimation, parameter estimation, and
model selection. In fact, although Bayesian MoE models have been widely used in practice, their
theoretical properties remain comparatively less understood. Therefore, our goal is to provide one of
the first systematic analyses of these models from a Bayesian perspective, establishing conditions
under which posterior consistency and related guarantees can be obtained and, as a consequence,
deriving practical insights for model design and specification.

Plan of the aricle. The remainder of the article is organized as follows. In Section 2, we provide an
overview of the literature related to our work. Section 3, we introduce the notation and mathematical
framework used throughout the paper, together with some preliminary results on the identifiability
of MoE models. Section 4 studies posterior convergence for density estimation with MoE models,
while Section 5 focuses on parameter estimation. Section 6 presents theoretical results and empirical
evidence on model selection criteria for MoE models. Although most of the paper concentrates on
MoE models for regression tasks, Section 7 briefly discusses extensions to classification. Section 8
concludes the article. The proofs of all theoretical results and additional experimental details are
collected in Appendix A and Appendix B, respectively.

2 Related literature

Beyond its connections to the literature on MoE models (see Gormley and Frithwirth-Schnatter, 2019,
for a recent review in the statistical context), our work is also closely related to a well-established
body of research in Bayesian asymptotics. In particular, our analysis builds on foundational results
on posterior consistency (Schwartz, 1965; Barron et al., 1999; Ghosal et al., 1999; Walker, 2004)
and posterior contraction rates (Ghosal et al., 2000; Shen and Wasserman, 2001; Walker et al.,
2007). Following these contributions, a substantial literature has studied consistency and contraction
properties for mixture models (Ghosal and van der Vaart, 2001, 2007b; Lijoi et al., 2005, among
others). Our results parallel these analyses, although in a setting that is both more complex, due
to the presence of covariates, and somewhat simpler, since we focus on finite mixtures rather than
infinite-dimensional ones.

Our analysis of parameter estimation is also related to recent developments on the estimation of
mixing measures in mixture models, where Wasserstein distances have played a central role (Nguyen,
2013; Ho and Nguyen, 2016; Guha et al., 2021). In the presence of covariates, however, standard
Wasserstein-based approaches become less effective. In particular, Ho et al. (2022) used a generalized
Wasserstein distance to characterize the convergence behavior of parameter estimation in Gaussian
MoE with covariate-free gating and the number of experts being over-specified. They showed that
the rates for estimating exactly-specified parameters, which were fitted by one component, shared
the same order as those for estimating over-specified parameters, which were fitted by at least two
components. However, in practice, the former should be faster than the latter. This motivated
the use of more refined tools based on Voronoi cells, following the recent work of Manole and Ho
(2022), where they distinguished the estimation rates of exactly-specified parameters from those of
over-specified parameters in the context of finite mixture models. Subsequently, Nguyen et al. (2023)
generalized the use of Voronoi-based losses to a more challenging setting of Gaussian MoE with
covariate-dependent gating function, showing that exactly-specified parameters enjoy significantly



faster estimation rates than over-specified parameters. More recently, Nguyen et al. (2026) examined
the convergence of parameter estimation in a regression framework where the regression function
took either the form of a softmax gating MoE or its hierarchical version. In addition to Wasserstein
distance and Voronoi loss function, the Kullback-Leibler (KL) divergence was also utilized to study
the maximum likelihood estimator for parameters of the MoE with each expert being a polynomial
regression model by Mendes and Jiang (2012) studied, leading to useful insights on how many experts
should be chosen.

Finally, our study of model selection is closely connected to recent work on the behavior of
posterior distributions when inferring the number of mixture components. This includes settings
where consistency can be established (Miller, 2023; Ascolani et al., 2023), as well as well-known
examples demonstrating that Dirichlet process mixtures can be inconsistent for this task (Miller
and Harrison, 2014). Similarly, our findings on over-specified MoE models relate to the asymptotic
behavior of overfitted mixture models, where the posterior tends to empty redundant components
(Rousseau and Mengersen, 2011). As we will clarify, our preliminary empirical evidence supporting
model selection via variational inference is also motivated by the recent theoretical advances of
Zhang and Yang (2024); Wang and Yang (2024).

3 Formal setup and identifiability

To begin our formal analysis, assume that we observe a X x R-valued sample (Y;, X;)"_; of input-
response pairs, where X := [—1, 1]d and Y € R. The class of models we consider is that of
Softmax-gated Mixture of Gaussian Experts (SMoGE) densities, from which we assume the data are
generated:

iid
Y, Xi) ~ ga-, g6+ (Y, X) = fa- (Y | X) x p(X),

where p(-) is the uniform distribution? on X and
K
G — ]z; eXP(O‘Sj)‘S(a{j,,B;,af)v
K
for(V [ X) =)

j=1

exp(ag; + XTa{j)
> exp(ag, + X Taj,)

N | E(X,B}),07%).

Here N(- | p,0?) denotes the normal distribution with mean x4 € R and variance 02 > 0, E :
R? x RP — R is the expert function describing the covariate-dependent mean of each component
density, parametrized by 5 € RP, and G* is a positive mixing measure that completely characterizes
the distribution of the data. For any K € N, denote by ¥k the set of positive measures with K
support points w; = (alj,ﬁj,ajz) € Q c RHPFL and weights exp(apj), where ag; € A C R. Let
0:=Q x A.

The specification of a Bayesian model in this setting starts with the choice of (i) a set of integers
IC, and (ii) a prior II supported on (J,cx % The posterior distribution is then obtained via Bayes’
rule

(dG | (Y, X)) o< I(AG) x [ ] fa (Vi | X). (1)
=1

2Since our focus is on the conditional distribution of Y given X, we fix the marginal distribution of X to a simple
choice, although more general distributions could also be considered.



It is important to note that, while more compact notationally, the convention of placing a prior and
deriving a posterior on (J,¢x % is equivalent to placing a prior on the Euclidean space [ ;¢ (€2 x A)F
of SMoGE parameters. At times we will switch to this alternative notation.

3.1 Losses for density estimation

Since we study the asymptotic behavior of the posterior distribution around the data-generating
density, we first introduce several notions of divergence between SMoGE densities. In particular, for
any two probability densities f and f’ defined on a Borel set S C R™, define the squared Hellinger

distance )
duis )= [ (VI-VF) ax

where A\ denotes a o-finite measure on S. For any two SMoGE densities go and g with G € Y,
G’ € 9y this definition specializes to

2
dh(ae90) = [ (VaalV:X) - Vo (¥, X)) " d(v.x)
XxR
= Exwp|di (fa(- | X), for (-] X))].
Also define the Kullback-Leibler (KL) divergence

K(f. ') = /S log(f/f') fdA,

which yields the following important notion of KL neighborhood (restricted to %+ ):
B(G*,¢) := {G € Y+ : K(ga+,9a) < 52}

for any € > 0. Finally, denote by N (e, M, d) the e-covering number of a set M endowed with the
metric d, while by 2 and < we will mean inequalities up to constants.

3.2 Losses for parameter estimation

In the previous subsection we considered losses that quantify discrepancies between SMoGE, or more
general, density functions. In our theoretical analysis, however, we will also study the asymptotic
behavior of the posterior distribution in terms of the SMoGE parameters themselves. This requires
losses that are tailored to parameter estimation.

SMoGE models present several challenges that require care in the construction of such losses.
First, since K* is unknown and the statistical model may contain a different number of experts, we
need a way to compare SMoGE parameters belonging to models with different numbers of experts.
Second, even when the number of experts coincides, several identifiability issues arise, for instance
permutation invariance. These observations, which will be discussed in detail later, prevent the use
of simple Euclidean-type metrics between parameter vectors as meaningful measures of discrepancy.
To solve this issue, we adopt a refined approach based on Voronoi cells (Manole and Ho, 2022;
Nguyen et al., 2023).

In particular, given any mixing measure G € ¥k with K > K”* experts, we partition its
components into the following Voronoi cells generated by the components of the ground-truth mixing
measure G*:

Ci=Ci(G):={ief{l,2,..., K} : |wi — Wil < [lwi = wpll, V€ # 3}, (2)



where w; == (a1, Bi,02) and wj = (g, B}, 0] *2) for any j € {1,2,..., K*}. Based on this construc-
tion, we define the following V0r0n01 losses, Whlch quantify the dlscrepancy between the parameters
of G and G* and will play a central role in our posterior asymptotic analysis:

L£1(G,GY) -—Z

j=1

K
+ 303" explaos) (llawi — ot + 118 = B}l + |0 — o37)) (3)

Jj=14€eC;

Z exp(ag;) — exp(ag;)
1€C;

and

2(G, GY) Z | > exp(aoi) exp(ozéj))
Jj=1 ieC;
+ > > ep(ao)(laai — aijll + 18 = B + |oF — o))

JEIK]:|C;|=14€C;

+ > D exp(ao)(law — afl? + 118 — G517 + lof — o2 P), (4)

JEIK]:|Cs|>11€C;

where [m] :={1,...,m} for any m € N.

Although the geometry induced by these losses will be discussed in detail in Section 5, it is
clear that both £; and L9 measure discrepancies between the component parameters of G and the
closest component parameters of G*. In the context of statistical estimation, this can be interpreted
as comparing the parameters of the statistical model implied by G with the parameters of the
component of the data-generating model implied by G* that they estimate. As a preview of our
analysis, £1 will be useful both for characterizing the support of the prior and for analyzing posterior
convergence at the level of the SMoGE parameters when the model contains exactly the same number
of components as G*. In contrast, Lo will be crucial for characterizing parameter convergence when
the statistical model contains potentially more experts than the ground-truth model.

3.3 Basic assumptions and model identifiability

As a final step before proceeding with the analysis, we state several assumptions that will be used
throughout the paper and discuss some of their immediate consequences.

Assumption 1. The parameter space © := ) X A is compact, and the variance space is bounded
away from 0.

Assumption 2. There exists L > 0 such that, for all X € X and 3,3 € RP in the parameter space,
|E(X,B8) - BE(X,8) < L|IB - B

Assumption 3. The expert function E : [0,1]% x RP? — R is identifiable. That is, for each K € N the
following holds. If there exist distinct parameter collections (81, B2, - .., Bk ) and (B, 85, - .., B ) such
that, for almost every x € X, there exists a permutation function o, : {1,2,..., K} — {1,2,..., K}

satisfying E(X, ﬂgz(i)) = E(X,Bl) forall1 <i < K, then {f1, B2, ...,k } = {51, 55, ..., 8%}



Assumption 4. The discrepancies between gating parameters aj; — a’fj, forl1<i<j<K* are

pairwise distinct. In addition, expert parameters (ﬂ]*, 0;2

The same holds for the parameter configuration associated to II-almost every mizing measure G.3

), for 1 < j < K*, are also pairwise different.

The first two assumptions are crucial to ensure expert parameter estimation consistency. As for
the third assumption, it can be verified that, for example, if ¢ : R — R is any injective function, then
an expert function of the form E(X,3) = ¢(8T X), with 8 € R?, is identifiable. This assumption
and the fourth one have important consequences for the identifiability of mixing measures, as shown
in the following result.

Proposition 1. Assume G is a mizing measure

K
G = Z eXp(OZOj)(S(aU,ﬁj,U?)

j=1

such that ga(y, ) = ga=(y, z) for almost every pair (y,z) € R x X. Assume also that Assumption 3
holds, and Assumption 4 also holds for both G* and G. Then K = K* and
K*
G = G;O,tl = Zlexp(aaj + to)é(ai(j+t176;,0;2)’
J:

for some tg € R and t; € R?.

Proposition 1, whose proof is in Appendix A.8, shows that SMoGE densities are identifiable up
to translation of the gating parameters. This dependence arises from the softmax gating structure,
as softmax weights remain unchanged if the gating parameters af; and aj; are translated to og; + to

and a’{j + t1, respectively, for some tg € R and t; € R Formally,

exp(ag; +to + XT(a{j +1t1)) _ exp(ag; + XTozfj)
Sexp(ad, +to+ X T(at, + 1) S exp(af, + X Ta*,)

()

forall j =1,2,..., K*.

In light of this, if one fixes a pair of gating parameters to zero, for example o, = 0 and aj . =0,
then the numerator of the last softmax weight becomes equal to one, that is, exp(ag . +X Ta’{ x) = 1.
In this case, the softmax weights are no longer invariant to translations of the gating parameters
and, as a consequence, the SMoGE density becomes identifiable, which is crucial for parameter
estimation. In light of this, we formulate the following additional assumption.

Assumption 5. Assume that the last pair of ground-truth gating parameters are zero, that is,
oy« = 0 and o = 0.
4 Density estimation

We are now ready to tackle one of the core objectives of the paper, which is to study the asymptotic
properties of the posterior distribution in the SMoGE model we have described. Recall that we

3This holds, for instance, as long as the prior II is of product form across experts and diffuse.



assume that the observed data are generated iid according to a fixed, yet unknown SMoGE model
ga+. A natural question is therefore whether, and at what rate, the posterior concentrates around
G*, and the losses introduced in Section 3 allow us to formalize the notion of being “close” to G*.

In this section, we begin by asking whether the posterior distribution in Equation (1) asymptoti-
cally concentrates within arbitrary Hellinger neighborhoods of the data-generating density gg+. Two
classical approaches address this question. The first studies posterior consistency in the Hellinger
metric, that is, whether the posterior concentrates its mass in every neighborhood of the form
{G :du(9a,9c+) < €} for all fixed € > 0 (Barron et al., 1999; Ghosal et al., 1999; Walker and Hjort,
2001; Walker, 2004; Ghosal and Van der Vaart, 2017; Bariletto et al., 2025). The second studies
contraction within shrinking neighborhoods of the form {G : dg(9q, 9c+) < en} for a decreasing
contraction rate (ep)nen (Ghosal et al., 2000; Shen and Wasserman, 2001; Walker et al., 2007; Ghosal
and van der Vaart, 2007a; Ghosal and Van der Vaart, 2017).

Our aim is to investigate these properties under two specifications of interest for the integer
set K that determines the support of the prior on the number of experts: the exactly-specified case
where I = { K*}, and the over-specified case where K = {1,..., K} for some large enough K > K*
(featuring a random-a-priori number of experts).

4.1 Exactly-specified number of experts

We first consider the exactly-specified case, that is, when the set of SMoGE models supported
by the prior comprises SMoGE densities with exactly K* components. While precise knowledge
of K* is not necessarily a tenable assumption in practice, first analyzing this setting provides a
useful benchmark to compare our subsequent results of more realistic scenarios, especially in terms
of parameter estimation. To this end, the following theorem deals with posterior consistency in
arbitrary Hellinger neighborhoods of the true density.

Theorem 1. Assume that II(9Gx~) = 1. IfI1({G € 9k~ : K(g9g+,9c) < d}) > 0 for all 6 > 0, then
foralle >0

lim II({G € 9k~ : du(9a,96+) >} | (Xs,Yi)ie1) =0 a.s.-g5x. (6)

n—oo

If in addition Assumptions 1 and 2 hold, then Equation (6) holds for all € > 0 provided that
Vi >0, TG eYx:L1(G*,G)<t})>0. (7)

Theorem 1 shows that a minimal support condition on the prior, expressed either in terms of the
KL divergence (Schwartz, 1965) or in terms of the Voronoi loss Ly, is sufficient to ensure that the
posterior concentrates within arbitrary Hellinger neighborhoods of the true density. Inspection of the
proof in Appendix A.1 reveals that the argument combines Schwartz’s KL support theorem with the
observation that, despite their flexibility, SMoGE models satisfy the simple sequential identifiability
condition introduced by Bariletto et al. (2025), which ensures Hellinger consistency.

We now turn to contraction rates. Before stating the main result, we introduce an assumption
describing a form of prior concentration around the true mixing measure.

Assumption 6. There exists ¢ > 0 such that the following holds for all sufficiently small t > 0:

I ({G € Y : L1(G*,G) < ct}) > L. 8)



Assumption 6 can be interpreted as a quantitative version of the support condition stated in
Equation (7). While that condition only requires every £1 neighborhood of G* to be charged positive
prior mass, Assumption 6 specifies how this mass must scale with the neighborhood radius. In
particular, it requires that £1(G*, G) be approximately uniformly distributed near zero under the
prior, ensuring that the latter does not place too little mass near G*.

With the aid of Assumption 6, we formulate the next theorem dealing with posterior contraction
rates in Hellinger metric.

Theorem 2. Consider a SMoGE model with TI(9k+) = 1 and satisfying Assumptions 1, 2, and 6.
Then for any sequence (My)nen such that limy,_,~ M, = oo,

lim I ({G € Gier : dilgc, gor) > My, log(n)/n} | (Xi,Yi)?:1> —0

n—oo
in ggus-probability.

Theorem 2 shows that, for density estimation, the posterior achieves a parametric contraction
rate up to a logarithmic factor. The proof, reported in Appendix A.2, relies on the general theory of
posterior contraction developed in Ghosal et al. (1999) (see also Ghosal and Van der Vaart, 2017).
The argument proceeds by constructing an explicit cover of the model class and linking the KL
neighborhood B(G*, ) with a corresponding neighborhood defined through the Voronoi loss £;.

4.2 Over-specified random-a-priori number of experts

An appealing feature of Bayesian methods is that, in principle, they allow inference on any quantity
for which a prior can be specified. In SMoGE models, a key quantity influencing both density and
parameter estimation is the number of experts . In the previous subsection we assumed that kK = K*
was fixed a priori. In practice, however, one rarely has exact knowledge of the data-generating
number of experts, and may therefore wish to consider a range of possible values for xk € K, so to
achieve greater model flexibility or to hedge against model misspecification. The Bayesian framework
is uniquely suited to accommodate this situation, as we show next.

Let II; denote the prior on the mixing measure G considered in Theorem 2, when the number of
experts k equals k € N (in Theorem 2, k = K*). To allow for multiple values of k, we enlarge the
support of the prior to Ok := U]K:1 ¢; and place a prior 7, directly on x:

G’H:kwﬂk,

K~ T, (9)

with m.({1,...,K}) =1 for some K € N, chosen large enough so that K > K*. That is, instead of
requiring exact knowledge of the unknown parameter K* as in the exactly-specified case, we now
only assume to be able to choose an arbitrarily large (but finite) upper-bound K. The resulting
prior on the mixing measure is I = Ziil 7 ({k}), which induces the posterior II(- | (X;, Yi)I ).
This formulation also allows inference on & itself, although a thorough asymptotic analysis of this
aspect is deferred to Section 6.

We now deal with density estimation, and specifically posterior contraction rates, in this random-x
setting.

4Although we omit a formal statement, a result analogous to Theorem 1 can also be obtained in this setting,
ensuring posterior consistency under a simple KL or £; support condition for ITxx.



Theorem 3. Consider a SMoGE model with a prior structure as in Equation (9), such that
Assumptions 1, 2 and 6 hold. Then for any sequence (My)nen such that lim, o, M, = co,

lim I ({G € Ox : dulge, go) > Mn\/log(n)/n} | (Xi,m;;) -0

n—oo
in g -probability.

According to Theorem 3, allowing the number of experts to be random a priori does not affect
the Hellinger contraction rate of the posterior around the true density, provided that the prior on the
number of experts has finite support, and a parametric rate (up to a logarithmic factor) is recovered
in this setting as well.

5 Parameter and expert estimation

Having tackled density estimation, this section is devoted to the analysis of posterior convergence
in terms of parameter estimation. To further motivate the need for such a refined analysis, we
recall that, during the training of MoE architectures in deep learning, individual experts are meant
to specialize in different subproblems or latent regions of the input distribution. For instance, in
large language models built upon the MoE framework (Jiang et al., 2024; Liu et al., 2024; Google
Gemini Team, 2025), some experts may learn syntactic patterns, others may focus on semantic
representations, while the remaining ones capture broader contextual information. In our Bayesian
setting, expert specialization can be formalized as posterior concentration on models whose distinct
experts are close to unknown heterogeneous regimes in the underlying data-generating process. From
a statistical perspective, this makes the rate of specialization a critical subject of study (Dai et al.,
2024; Oldfield et al., 2024; Nguyen et al., 2024c). To operationalize this problem, an effective strategy
is to focus on parameter estimation convergence, which in turn indicates how fast the parametrized
experts specialize. In terms of sample complexity, faster convergence rates indicate that experts
need less data to achieve a given degree of estimation accuracy or, in MoE jargon, specialization.
Consequently, analyzing the asymptotics of parameter estimation not only provides theoretical
insights into the dynamics of expert learning, but also informs strategies to improve the design of
sample-efficient MoE models.

There are two notable existing works on parameter estimation in Gaussian MoE models. First, Ho
et al. (2022) study the effects of mean and variance experts on parameter estimation rates in Gaussian
MoE with covariate-free gating. In particular, they show that if mean and variance experts meet
some specific algebraic independence conditions, then the ground-truth parameters can be estimated
at rates of order (log(n)/n)'/*. Otherwise, the rates turn out to be substantially slower due to the
interaction between mean and variance parameters expressed in terms of some underlying partial
differential equations (PDEs). Second, Nguyen et al. (2023) consider a more challenging SMoGE
model (in a maximum likelihood estimation framework) but limited to linear experts. They capture
a PDE-type interaction between gating and expert parameters and demonstrate that parameter
convergence rates depend on the solvability of a complex system of polynomial equations derived
from that interaction. In this work, we further investigate the SMoGE model by characterizing
expert structures that lead to improved parameter estimation rates compared to those in Nguyen
et al. (2023), also connecting them to our overarching Bayesian approach.

Before delving into the main findings of this section, it is worth noting that the posterior
convergence on the density space established in Theorems 2 and 3 is a key component in characterizing

10



the convergence behavior of parameter estimation. More specifically, given the results of Theorems 2
and 3, the convergence analysis for parameter estimation boils down to constructing a discrepancy
measure between the model parameters and their ground-truth counterparts, say £(G,G*), which is
bounded above by the Hellinger distance between model and ground-ground truth densities. That is,
more concretely:

du (96, 9a+) 2 L(G,G). (10)

A bound of the above type, combined with Theorems 2 and 3, immediately translates into convergence
rates for parameter estimation.

In the sequel, we will conduct our convergence analysis of parameter estimation in two different
settings, namely the exactly-specified and over-specified settings considered in the context of density
estimation in Section 4.

5.1 Exactly-specified setting

To begin with, we investigate the exactly-specified setting in which the number of ground-truth
experts K* is known. In doing so, we face some technical challenges, which we briefly discuss. In
our proofs, a key step in characterizing parameter estimation rates is to decompose the density
discrepancy gg — ga+ into a combination of linearly independent terms. This can be achieved by
applying a Taylor expansion to the function F(Y|X, a, 3,02) := exp(X )N (Y|E(X, 3),0?%). In
the process, it is important to ensure that the function F' and its partial derivatives with respect
to its parameters are linearly independent. If that is the case, when the Hellinger distance goes
to zero, the coefficients of these terms in the decomposition, which are represented as parameter
discrepancies, will also converge to zero. For that purpose, we need to introduce a non-trivial
algebraic independence condition on the expert function F(X, ), as in Definition 1 below, which we
refer to as first-order strong identifiability under the exactly-specified setting.

Definition 1. An ezpert function X — E(X, ) is said to be first-order strongly identifiable if it is

differentiable with respect to 8, and the set {Blgé)(i,)ﬁ) :

X, where we denote = (B(“))d That is, for any B, if there exist t,, € R, for 1 <u < d, such that

u=1"

u € [d}} is linearly independent with respect to

d
S ELLE)
2 gm)

for almost every X, then we have t™) =0 for all 1 < u < d.

Example 1. It can be verified that a linear expert E(X, 81, Bo) = XT3 + By satisfies the first-order
strong identifiability condition. On the other hand, a constant expert E(X, ) = ¢ is not first-order
strongly identifiable.

Next, it should be noted that the mixing measure G* = Zf:l exp(agj)d(aij’ﬂ;ﬂ;z) is only
identifiable up to a permutation of parameters. In particular, if two mixing measures are equivalent,
_ Y . . 22\ * * * *2 ., :

G = (', we can only deduce that (agj, o1, B, aj) = (a0¢(j), ) ﬁ¢(j), a¢(j)) for some permutation
¢ of the set {1,2,..., K*}. To resolve this permutation invariance, we employ a Voronoi cell-based
approach, which was briefly introduced in Section 3 and which we recall and expand on here. Given
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an arbitrary mixing measure G with K* components, we partition its components into the following
Voronoi cells, which are generated by the components of ground-truth mixing measure G*:

Ci=Ci(G)={ie{L,2,... . K7} lwi — wj|l < lwi = will, VE# j}, (11)

where w; := (a1, Bi,0?) and wy = (a’{j,ﬁj*-,a]*-z) for any j € {1,2,..., K*}. Notably, when the
components of GG are sufficiently close to those of G*, then each of these Voronoi cells will contain
one element. As a result, we can deal with the aforementioned permutation-invariance of mixing
measures with respect to parameters. The corresponding Voronoi-based loss capturing parameter
discrepancies is given by

K*
L1(G,G*) = Z Z exp(a;) — exp(aaj)
j:l iECj
K*
+ >3 explao) (llaws — ;| +118; = 81+ lo? = o371).
Jj=1 iECj

Above, if a Voronoi cell C; is empty, then we let the corresponding summation term be zero.
Additionally, it can be checked that £1(G,G*) = 0 if and only if G = G*. Thus, when £ (G, G*) is
sufficiently small, the differences ay; —a’fj, Bi— B; and o2 —0;2 are also small. This property indicates
that £1(G,G*) is an appropriate loss function for measuring parameter discrepancies. However, since
the loss £1(G, G*) is not symmetric, it is not a proper metric. The Voronoi loss function £1(G,G*)
also enjoys computational benefits, as it features a low computational complexity, namely O(K*2).
We finally note that the key benefits of Voronoi-based loss functions are more evident in the over-
specified setting where the rates for estimating over-specified parameters (parameters of G* fitted by
at least two parameters) are slower than those for estimating exactly-specified parameters (parameters
of G* fitted by one parameter). In particular, Nguyen et al. (2023) have shown that Voronoi-based
loss functions are capable of distinguishing these rates, while the generalized Wasserstein loss used
in (Ho et al., 2022) cannot capture the rate difference.

Given the Voronoi-based loss in Equation (3), we are ready to present our results on the posterior

convergence rates for parameter estimation in exactly-fitted SmoGE models.

Theorem 4. Suppose that the expert function X — FE (X, B) is first-order strongly identifiable. Under
Assumptions 1, 2, 3, 4, 5, and 6, the lower bound di(9c,9c+) 2 L1(G,G*) holds for any mizing
measure G € G«. Then, the following holds for any sequence (Mpy)nen such that limy, o, M, = co:

lim I <{G € G s L1(G,G*) > Mn\/logn/n} | (Xi, Y;)?:l> — 0. (12)

n—oo
in gés-probability.
The proof of Theorem 4 is in Appendix A.4. A few remarks regarding the results of Theorem 4

are in order.

(i) Parameter estimation rates: The result in Equation (12), together with the structure of the
Voronoi-based loss £1(G, G*) in Equation (3), indicates that the posterior rates for estimating
parameters exp(ozgj), oy, B}, and Uj*-z are of the same /log(n)/n order, which is parametric
on the sample size n.
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(ii) Ezpert estimation rates: Recall that the expert function F(X, ) is Lipschitz continuous with
respect to its parameter 5. Thus, we have

|E(X, Bi) — E(X, B7)| < LI|5: — 55, (13)

for all i € C; and j € [K*]. Then, the estimation rates for parameters B in part (i) indicate
that the estimators of experts F(X, B]*) also enjoy the posterior contraction rates of the

parametric order y/log(n)/n, for j € {1,2,..., K*}. Therefore, our results reveal that one
needs a polynomial number O(e2) of data points to estimate an expert E(X, B7) with a given
error tolerance € > 0.

5.2 Over-specified setting

We now turn to the over-specified setting, in which the number of ground-truth experts is unknown
and allowed to range up to an over-specified number K > K*.

Similar to the exactly-specified setting, we also need to introduce a strong identifiability condi-
tion for the expert function in this setting to guarantee linear independence among terms in the
Taylor expansion of F(Y|X,a, 3,0%) = exp(X Ta)N (Y|E(X, 3),0?) when decomposing the density
discrepancy gg — gg~. However, since the number of ground-truth experts is unknown, the first-order
strong identifiability condition in Definition 1 is not sufficient. Instead, it is necessary to control all
derivatives of the expert function up to the second order. For this purpose, let us formally present
the following second-order strong identifiability condition.

Definition 2. An expert function X — E(X, ) is said to be second-order strongly identifiable if it
1s twice differentiable with respect to B, and the following set is linearly independent with respect to

X:

OE(X,B) 0*E(X,p) w OE(X,B)
{ ap ’aﬁw)a@(v)?X O tu,v € [d] o

That is, for any 3, if there exist tgu),tgw), téw) € R such that

@ IE(X,B) ) P*E(X,B) (w0) 5o (w) OB (X, B)

1 apw T Gatgpm T PRI

for almost every X, then we have tgu) = tgw) = téuv) =0 forall1l <u,v<d.

Example 2. We can validate that the function E(X, ) = exp(X " 3)/(1+exp(X " B)) is second-order
strongly identifiable. By contrast, linear experts E(X, By, B80) = X' B1 + Bo are not second-order
strongly identifiable because of the PDE relation %ﬁlﬁo) = XT%B%’BO), which leads to the
undesired linear dependence

OF  O*F

95, ~ dadby (14)

It can be seen that second-order strong identifiability implies the first-order version in Definition 1.
In addition, this condition has substantive technical and intuitive interpretations. Technically, it
helps eliminate any linear dependence among terms in the aforementioned Taylor expansion of the
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density discrepancy, which is crucial for our proofs. Intuitively, second-order strong identifiability
helps prevent potential adverse interactions among parameters, namely, where gating parameters
« interact with expert parameters 8; and [y as in Equation (14), thereby negatively parameter
estimation efficiency. In fact, when the expert function is of linear form, which violates the first-order
strong identifiability condition, Nguyen et al. (2023) showed that parameter estimation rates became
significantly slow since, they hinge on the solvability of a system of polynomial equations originating
precisely in such linear dependence interactions.
Next, by relying on the following Voronoi loss (recall it from Section 3)

P
Lo(G,GY) = Z ‘ Z exp(api) — exp(ag;)

j=1 iec;

+ 0 explan)(lleni — ol + 118 = Bill + o7 = 07?))

JE[K*]:|C4]=1 1€C;

Y S explao) (lasi — a2 + 18 - B2 + |o? — 037P2), (15)

JE[K*]:IC5|>11€C;
we are ready to capture the convergence behavior of parameter estimation in Theorem 5.

Theorem 5. Suppose that the expert function X — E(X, ) is second-order strongly identifiable.
Under Assumptions 1, 2, 3, 4, 5, and 6, the lower bound dg(9a, 9c+) 2 L2(G,G*) holds for any
mizing measure G € Ok . As a result, we obtain

lim 11 <{G € O Lo2(G,G*) > M, 1ogn/n} | (XZ-,YZ-)?:1> —0.

n—oo
in ggs-probability.

The proof of Theorem 5 is in Appendix A.5. There are three main implications of the above
result which are worth highlighting. Before going into their details, let us introduce some preliminary
notions. We call the ground-truth parameters exp(ag;), o3;, 57, 0]*-2 and experts E(X, 85) evactly-
specified if they are fitted by one component, that is, |C;| = 1, and over-specified if they are fitted by

more than one component, that is, |C;| > 1.

(i) Estimation rates for exactly-specified parameters and experts: Combining the result of Theorem 5
and the formulation of the Voronoi loss L£o(G, G*), we deduce that the rates for estimating
exactly-specified parameters exp(ozgj)7 o3 By, 0;2 are of order \/log(n)/n, which is identical
to the rate uncovered under the exactly-specified setting. As a result, from the inequality in
Equation (13), it follows that exactly-specified experts F(X, Bj*) enjoy posterior estimation

rates of the same order.

(ii) Estimation rates for over-specified parameters and experts: On the other hand, when fitted
by more than one component, the rates for estimating over-specified parameters exp(agj),
o3, B 0;2 become slower, in particular of order (log(n)/n)~'/4, and the same rate holds

for estimating the over-specified experts E(X, ﬁ;‘) Consequently, our results suggest that

one needs a faster-growing number of data points to estimate over-specified experts than

exactly-specified experts with the same error € > 0: O(e~*) compared to O(e2).
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(iii) Sample efficiency of second-order strongly identifiable experts vs. linear experts: From the
above remarks, we see that the estimation rates for second-order strongly identifiable experts
are either of order y/log(n)/n or (log(n)/n)'/*. These rates are significantly faster than those
for linear experts studied by Nguyen et al. (2023), which violate the second-order strong
identifiability condition. In particular, Nguyen et al. (2023) showed that when fitted by two
and three components, the rates for estimating linear experts are substantially slower, of orders
(log(n)/n)'/8 and (log(n)/n)'/12, respectively. Therefore, our analysis uncovers that using
second-order strongly identifiable experts is more sample-efficient than linear experts.

We conclude this section by remarking that, while expressed in the framework of Bayesian
posterior convergence, our parameter convergence results, because they arise from a fundamental
inequality between Hellinger and Voronoi losses, may be applied to any other estimation procedure
(e.g., maximum likelihood) that may be analyzed through the lenses of density convergence.

6 Model selection

So far we have focused on density and parameter estimation. Another fundamental statistical task is
selecting the model class that best describes the data-generating process. In the SMoGE setting,
perhaps the most important quantity to determine is the number of experts . Indeed, if k is too small,
the model is misspecified, while on the other hand, as shown in Section 5, an over-specified number of
experts negatively affects posterior convergence for parameter estimation, as reflected by the need to
rely on the loss Lo rather than the more favorable £1. Aside from theoretical considerations, model
selection may also be relevant in applications where interpretability is important. For example, the
number of experts may correspond to the number of latent populations across which input-response
relationships differ, and identifying this number can therefore be of direct scientific interest.

It should be noted from the outset that, in our context, the model selection problem may be ill-
defined or meaningful only within specific applications. Unless one assumes that the data-generating
process itself belongs to a SMoGE family with K* components, a “true” number of experts need not
exist. Nevertheless, one may still wish to select the number of experts that yields the best predictive
performance, or particular applications may motivate ad hoc but practically effective criteria. For
instance, Ludziejewski et al. (2024) study how the configuration of MoE models should scale with
model size and training data in large language models. Rather than directly selecting the number of
experts as a fixed architectural hyperparameter, the paper introduces a granularity parameter that
controls the size of each expert relative to the feed-forward layer in the Transformer architecture
(Vaswani et al., 2017). Increasing granularity effectively splits a standard expert into multiple smaller
experts, thereby increasing the total number of experts while keeping the overall parameter budget
comparable. Using extensive experiments, the authors derive scaling laws that relate model loss to
the number of training tokens, total model parameters, and granularity, enabling the computation of
compute-optimal configurations for a given training budget. Their results show that the commonly
used design—setting expert size equal to the feed-forward layer width—is generally suboptimal;
instead, the optimal number of experts should be determined jointly with model size and data scale
through these scaling laws, balancing the benefits of finer expert specialization against the additional
routing overhead.

In what follows, instead, we adopt the same theoretical perspective used throughout the paper
and define model selection relative to the data-generating process, investigating conditions under
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which model selection consistency can be achieved. As in the rest of our analysis, this requires
assuming that a true value K* exists, and therefore that the data-generating distribution is of
SMoGE type. We view this as a natural first step toward understanding model selection in this
flexible class of models.

Before presenting the two strategies we consider, we note that both approaches are inherently
Bayesian. In particular, both (i) learning  directly from the data and (ii) using the evidence lower
bound obtained from variational inference as a measure of model fit do not readily translate to
the frequentist procedures commonly used to estimate mixture-of-expert models. This highlights
a distinctive advantage of Bayesian methods, where coherent inference can be carried out for any
parameter of interest, including parameters that determine the model size, and can therefore be
naturally adapted to the task of model selection.

6.1 Model selection via a random-a-priori number of experts

Our first approach, similarly to Subsection 4.2, treats the number of experts x as an unknown
parameter and places a prior 7w, on it. In contrast to the earlier setting, we now allow 7, to have
potentially full support on N, so to enable model selection over an unbounded number of components.
The parameter space® on which we place the prior II is therefore

O = U oF.
keN

An application of Doob’s posterior consistency theorem (Doob, 1949; Miller, 2018), together with
arguments inspired by the analysis of traditional mixtures in Nobile (1994); Miller (2023), yields the
following result on posterior consistency for the number of experts.

Theorem 6. Let Assumptions 1 and 2 hold. Moreover, assume the following:
1. The model is identifiable, meaning that g = ge® implies G = G' for all G, G’ € Upey s
2. All priors are continuous and factorize across experts.

Then there exists a set O, C O such that I1(0,) = 1 and, for all 0, € O,,

lim II(K = K(6,) | (X;,Y)i,) =1

n—oo
a.s.-ggf(e*), where, for any 0 € O, K(0) and G(0) denote respectively the number of experts and the
mizing measure associated with 6.

Theorem 6 implies that, whenever the data-generating parameter belongs to a set O, of full
prior measure, the posterior asymptotically recovers the true number of experts. In other words, the
Bayesian procedure is consistent for model selection for such data-generating processes. The caveat,
which is typical of results based on Doob’s consistency theorem (Doob, 1949), is that the set ©, is

SWithout loss of generality, and as anticipated in Section 3, we now adopt notation in which priors and posteriors
are distributions on ©, rather than on the space of mixing measures.

SWith a slight abuse of notation, for any mixing measure G € Uj en Y, we denote by gg both the resulting SMoGE
joint density and the corresponding probability distribution. In the statement of the theorem we mean equality of the
two probability measures, which implies equality of the densities almost everywhere. See Proposition 1 above for a
characterization of the scope of this assumption.
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not characterized explicitly. Rather, it arises from the proof, which relies on martingale almost sure
convergence arguments, and as a consequence, verifying whether a specific parameter value belongs
to this set is generally impossible. This limitation is the price paid for obtaining a result of such
generality and strength in terms of model selection consistency (Nobile, 1994; Miller, 2023).

We conclude with a natural corollary of Theorem 6, which shows that, under the same setting
with a prior on k having potentially full support on N, posterior Hellinger contraction also holds for
those parameter values in ©,.

Corollary 1. Let 0, € O,, G* = G(0,), and K* = K(0,), with O, as defined in Theorem 6.
Consider the SMoGE model with a prior on the number of experts having full support on N. Then,
under the assumptions of Theorem 2 and Theorem 6, the following holds for any sequence My, — oo:

lim IT | ¢ G € U 9 . du(g9a, 96+) > Mp/logn/n p | (X;,Y)ie, | =0.

n—00 )
JjeN

in ggs-probability.

The parameter estimation results of Section 5 may also be extended to this setting, but we do
not do so explicitly here as such extensions are minimal in light of Corollary 1.

6.2 Model selection by variational inference

While computation is not the primary focus of this paper, fitting Bayesian SMoGE models would
typically rely on two main approaches: Markov chain Monte Carlo (MCMC), which constructs a
Markov chain whose stationary measure is the target posterior (Robert and Casella, 2004; Gelman
et al., 2013), and Variational Inference (VI), which approximates the posterior by finding the closest
distribution within a tractable family (Jordan et al., 1999; Blei et al., 2017). As we detail below, VI
naturally provides a mechanism for performing model selection as a byproduct of the fitting process.

Specifically, VI proceeds by selecting a variational family Q = {q, : p € M} of distributions over
the parameter space, and optimizing the evidence lower bound (ELBO),

E(p) = Epng, logp ((Xi,Y5)iz1,0) — log qu(0)],

with respect to the variational parameters p € M C R%: here, p ((X5,Y5) 1, 6) denotes the joint
distribution of the data and parameters under the Bayesian prior-likelihood model. For simpler
models and specific choices of Q, £(u) can often be maximized via closed-form coordinate ascent
updates (Bishop, 2006; Wainwright and Jordan, 2008). However, for more complex likelihoods
like the SMoGE models considered here, optimization typically requires stochastic gradient-based
methods. In this setting, the gradient of the ELBO is approximated using Monte Carlo samples
from g,,, often in conjunction with variance reduction techniques (Ranganath et al., 2014; Kucukelbir
et al., 2017).

Returning to the problem of model selection, the ELBO provides a highly practical criterion.
Because the ELBO bounds the log marginal likelihood, it serves as a computationally tractable
proxy for model evidence and can guide the selection of model complexity, such as the number of
experts in a SMoGE architecture. In our framework, we advocate complementing the prior over
the number of experts with an ELBO-based heuristic: by fitting several SMoGE models across a
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Figure 1: Model selection by VI-derived ELBO maximization. As the sample size increases,
the procedure selects the correct number of experts with high probability. Win proportions are
approximated over 50 independent simulations per sample size.

plausible range of expert counts, kK = K, we select the model that maximizes the ELBO as the one
exhibiting the highest approximate evidence.

While employing the ELBO for model selection in mixtures of experts is not a new strategy
(Waterhouse et al., 1995; Ueda and Ghahramani, 2002), rigorous analyses establishing the frequentist
consistency of this procedure have only recently emerged for non-singular models (Zhang and
Yang, 2024) and specific mixture specifications (Wang and Yang, 2024). Extending these highly
technical consistency results from simple mixtures to our more complex SMoGE formulation is
beyond the scope of this paper. Nevertheless, we view this as a highly promising strategy for future
theoretical validation, primarily because VI scales significantly better than the transdimensional
MCMC algorithms (Green, 1995) that would otherwise be required to fit SMoGE models with
a random number of experts. To support this direction, we conclude the section by reporting
preliminary empirical evidence validating the ELBO-based model selection procedure.

We conducted a series of stylized synthetic experiments, whose results we describe next. Figure 1
illustrates the procedure’s performance across two scenarios: a simpler setup with K* = 2 true linear
experts in d = 2 dimensions (Figure 1(a)), and a more complex K* = 4 linear expert architecture in
d = 6 dimensions (Figure 1(b)). For both setups, we evaluate a range of candidate model sizes by
maximizing the ELBO using black-box variational inference (Ranganath et al., 2014; Kucukelbir
et al., 2017) over 50 independent simulations. For each sample size, we record the proportion of
trials in which each candidate K achieved the highest final evidence lower bound. The results
provide empirical evidence for consistency: at small sample sizes, the ELBO’s inherent complexity
penalty conservatively favors fewer experts, but as the sample size increases, the selection procedure
overwhelmingly identifies the true number of experts K*. It is worth noting that the true data-
generating mechanisms in these simulations, as described in Appendix B, are not strictly SMoGE
models, as they employ deterministic expert assignments that introduce sharp discontinuities in
the conditional mean structure. Nonetheless, model selection consistency, in this looser sense of
identifying the correct number of underlying linear regimes, appears to hold robustly.

To further validate the robustness of the ELBO-based selection, we also evaluate its performance
on datasets generated with a logit-based gating mechanism that closely resembles the softmax
structure of true SMoGE models. In this setup, we fix the sample size to n = 500 and vary the
true number of regimes (K* € {1,2,3}), the dimensionality (d € {2,4}), and the “sharpness” of
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Table 1: Proportion of simulations in which each candidate K attained the highest ELBO over 100
independent trials. The true data-generating process relies on a max-logit gating structure evaluated
at two different separation scales. Bold values indicate the most frequently selected model size.

(a) Low gating sharpness (separation = 5.0)

d K* K=1 K=2 K=3 K=4 K=5 K=6 K=7
2 1 1.00 0.00 0.00 0.00 0.00 0.00 0.00
2 2 0.00 0.76 0.20 0.04 0.00 0.00 0.00
4 3 0.00 0.00 0.73 0.20 0.06 0.01 0.00
(b) High gating sharpness (separation = 10.0)
d K* K=1 K=2 K=3 K=4 K=5 K=6 K=T7
2 1 1.00 0.00 0.00 0.00 0.00 0.00 0.00
2 2 0.00 0.84 0.14 0.02 0.00 0.00 0.00
4 3 0.00 0.00 0.78 0.21 0.01 0.00 0.00

the boundary separating the expert regions. Table 1 reports the proportion of 100 independent
simulations in which each candidate K € {1,...,7} attained the highest ELBO. The procedure
reliably identifies the correct K* as the most frequent winner across all configurations. Notably,
selection accuracy improves when the gating sharpness is higher (Table 1b), as the clearer separation
between expert regimes naturally reduces the posterior overlap and makes the true model complexity
easier to distinguish. Furthermore, we observe that increasing the true number of regimes K*
predictably slows down the convergence of the algorithm, as the variational optimization landscape
becomes inherently more complex to navigate.

7 Extension to mixture-of-experts for classification

Throughout the article, we have focused on SMoGE models for regression tasks and have analyzed
their theoretical properties in depth. Another fundamental supervised learning problem, for which
Bayesian MoE models may be effectively employed to increase model flexibility, is classification.
Although we have not treated this setting explicitly, it can be incorporated into our framework with
only minor modifications, as follows.

Suppose that the response variable takes values in a finite set of classes {1,...,S}. In this case,
the data may be assumed to be drawn according to the following Softmax Mixture of Multinomial
Experts (SMoME) model:

K*

6" = Y exploi, g i)
7=1

far(Y =s| X) = i exp(ag; + X' af)) y exp(Es(X, 7))
2 S expleg X ol S (B 5)

for s =1,...,5, where E5(X, ) denotes the expert function associated with class s, parametrized
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by S. In this case, fg+ is a density with respect to the counting measure on {1,...,S}, and the
usual Bayesian pipeline involving prior specification and posterior computation can be implemented
without difficulty.

While we omit the details for brevity, extending much of our theoretical analysis to this setting
presents no particular difficulty. In particular, posterior contraction for density estimation may
still be established using the general theory developed by Ghosal et al. (2000), while parameter
estimation results based on Voronoi losses can be adapted from the recent contribution of Nguyen
et al. (2024a).

8 Discussion

In this paper, we have presented a theoretical study of Bayesian MoE models for Gaussian regression
with softmax gating. We focused on three key aspects: density estimation, parameter estimation,
and model selection. For density estimation, we derived posterior contraction rates for both fixed
and random numbers of experts. For parameter estimation, we established convergence guarantees
using tailored Voronoi-type losses, which account for the complex identifiability structure of MoE
models in both correctly specified and over-specified settings. Finally, we studied model selection
using a random-a-priori number of experts and variational inference.

8.1 Implications of our work

Our results have several practical implications for working with MoE models. In particular, we have
highlighted the role of Voronoi-type losses in characterizing prior support conditions that ensure
Hellinger contraction and in guiding parameter convergence; this provides a useful tool to design
priors with good asymptotic behavior and to assess convergence speed as a function of the sample
size.

Moreover, regarding model selection, our analysis shows that placing a prior with sufficiently
large support on the number of experts can lead to model selection consistency, illustrating the
robustness of the Bayesian approach for SMoGE models. At the same time, our parameter estimation
results warrant some caution: overly diffuse priors on the number of experts can harm performance,
as parameter contraction rates deteriorate when too many redundant experts are included. In
light of these considerations, our preliminary empirical results indicate that using the ELBO from
VI procedures may offer a practical alternative for model selection. This approach avoids the
computational overhead of treating the number of experts as random, while remaining effective
provided that one focuses on a reasonable range of candidate values when running VI.

8.2 Future directions

Several directions for future work remain. First, while we studied densely activated MoE mod-
els—where all experts are active for each data point—modern architectures often use sparsely
activated experts (Shazeer et al., 2017; Nguyen et al., 2024b) to increase capacity while keeping
computation manageable. Extending our theoretical results to sparse MoE models would help
provide a solid understanding of these widely used, scalable architectures.

Second, all of our results are based on an inherent well-specification assumption, which may
be hard to justify in practice. Given the remarkable practical success of MoE models in capturing
complex data-generating processes, it would be interesting to investigate their behavior under
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misspecification (e.g., in an under-specified setting with fewer components than K*), and to study
whether this class of models offers benefits, in terms of improved approximation capacity, compared
to more traditional models like mixtures with input-free gating.

Third, the connections between MoE models and Bayesian nonparametric models with covariate
dependence are still not fully explored. It would be interesting to see if the tools we developed here
for finite mixtures can be applied to more complex, infinite-dimensional settings.

Finally, while we focused on traditional Bayesian inference, recent approaches to uncertainty
quantification—sometimes called “post-Bayesian” or “generalized Bayesian” methods (Bissiri et al.,
2016; Knoblauch et al., 2022; Fong et al., 2023; Fortini and Petrone, 2024)—offer alternative ways to
perform inference using loss functions and predictive rules rather than the standard prior-likelihood
framework. These methods have been applied successfully to mixture models (Rodriguez et al., 2025)
and deep learning pipelines (Lee et al., 2023; Wu and Williamson, 2024; Ng et al., 2025; Bariletto
and Walker, 2026), which are closely connected to modern MoE architectures. Extending such
approaches to MoE models could provide scalable and robust alternatives to conventional posterior
inference.
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Appendices

A Proofs

In this appendix, we report the proofs of the theoretical results presented in the main body of the
article.

A.1 Proof of Theorem 1

As for the first statement, the assumption it requires is equivalent to the classical KL support condition
by Schwartz (1965). Moreover, one easily checks that, if a sequence of SMoGE models g, 96, - - -
converges weakly to gg+, it must converge in Hellinger distance as well. In the terminology of
Bariletto et al. (2025), the model is sequentially identifiable and consistency immediately follows
(see also Bariletto and Walker, 2025; Walker et al., 2005).

As for the second statement, if Assumptions 1 and 2 also hold, then the upcoming proof of
Theorem 3 shows that any set of the form {G € ¥k~ : K(ga+, 9a) < ¢} always includes a set of the
form {G € Yk~ : L1(G*,G) < t} for some t > 0, as long as 6 > 0 is small enough. Therefore, by the
assumption stated in the theorem, we have

I{G € Yk~ : K(ge+, 9¢) < 0}) > ({G € Yk~ : L1(G*,G) < t}) > 0.
The arguments presented in the last paragraph conclude the proof of the second statement in the
theorem.
A.2 Proof of Theorem 2
Clearly, the statement of Theorem 2 is a particular case of the statement of Theorem 3 (setting
ms({K*}) = 1), so we refer the reader to the next proof for a more general treatment.
A.3 Proof of Theorem 3

We rely on the following result, which is an adaptation of Theorem 8.11 in Ghosal and Van der Vaart
(2017).

Theorem 7 (Ghosal and Van der Vaart (2017)). Let (en)nen and (En)nen be such that ey, &, > n~/?
for all large n € N. Moreover assume that, for all large 7 € N and some sequence of sets O™ C Ok,
the following conditions are satisfied:

1. sup.s. log N(e/2,{G € 0" : du(gc,gc+) < 2¢},dm) < ne,;

2. % = o(e*D"”E_%) for some sequence D,, — oo;

N{Geo™: jen<dn(9c.9c+)S2jent)  ,ne?j?/16
¥ TR Rlggr ac)=en ) = © :

Then, for any positive sequence M,, — oo, we have

lim I({G € Ok : du(9a,9¢+) > Mpen} | (X4,Yi)i,) = 0.

n—o0

in geus-probability.
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Preliminarily, we note that the statement of Theorem 8.11 in Ghosal and Van der Vaart (2017)
is based on distances more general than dg, as long as they satisfy certain testing conditions for
some parameters { and K (in the notation of the book). Nevertheless, on page 197, the authors
show that for the Hellinger metric these conditions are satisfied for £ = 1/2 and K = 1/8, which we
directly incorporate in the above version of the result.

In what follows, we show that Conditions 1, 2, and 3 in Theorem 7 are satisfied by our SMoGE
model under Assumptions 1, 2 and 6 and the following choices:

e ¢, =&, = M/logn/n for some large enough M > 0
o 0" =0k for all n € N

Condition 1. We begin by noting that

sup log N(¢/2,{G € 0" : du(9c,9c+) < 2¢c},dn) < sup log N(¢/2, Ok, dp)

e>en e>en

=log N(en/2, Ok, dp),

so it is enough to show
log N(en/2, %, dgr) < nel.

Moreover, it is easily checked that, by choosing M large enough, the above condition is implied by
log N(e, Ok,dp) < log(1/e)  for all e > 0.

Finally, a further simplification comes from noting that d%,(f, f') < ||f — f'|l. ¢ for any two density
functions f, f’, where || - || 1 denotes the .Z! norm on the space of integrable functions. In particular,
this implies that we are left to show

IOgN(€7 ﬁK? || ’ Hipl) 5 10g(1/€)

We now proceed as follows. We will explicitly construct an e-cover of ¥k in || - || &1, whose
cardinality Nx we show to be O(¢71). Because this O(¢~1) result does not depend on the specific
choice of K € N, it holds for all k € {1,..., K}. Therefore, we will have shown that O = Ule “G
itself has an e-cover in || - || &1 of cardinality Zszl Ni, = O(e71). Therefore, Condition 1 will be
satisfied.

So let

A= {(ap, 1) € R 3(8,0%) e RPT L sit. (o, a1, 8,0%) € o},
I:={(B8,0%) € RP™ : 3(ag, 1) € R s.t. (ag, a1, B8,0%) € O}

be the projections of © onto the subspaces of gate parameters and expert parameters, respectively.
Because © is compact in the Euclidean norm || - ||, so are A and Q. This implies that one can cover
them with at most C'/e?*1 and C’/eP*! Euclidean balls of radius € > 0, where C, C’ > 0 are scaling
constants (Wainwright, 2019). Denote by Oa and Or the sets of centers of these e-covers and, for
each G € ¥ such that

K

G= Zexp(aoj)é(a1j7ﬁj70?) for some (aoj,alj,ﬁj,a?)]f-(zl c oF,
j=1
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define G € ¥k as

K
Z 041],,3], )’

where

(o), a15) € arg  min_ [|(a1, a2) — (aoj, a1y)]|-
(ap,a1)€0a

for all j =1,..., K. In turn, for the same G € %, define

K
Go = Zexp(@oj')5(d1jﬁjf’?)’

j=1
where
, € arg min b,s%) — (B;,5%)].
(o) € arg | min [0.5%) = (3.0
for all j =1,..., K. Intuitively, G; replaces the gate parameter vectors with the closest ones among

the centers Oa, and G9 further replaces the expert parameter vectors with the closest ones among
the centers Or.
Now denote

SoftMax : RE — [0,1]%
s ( ep(a) el )
i1 exp(2r) i1 exp(2¢)

which is a 1-Lipschitz continuous function in the Euclidean norm (Gao and Pavel, 2017), meaning
that
||SoftMax(z) — SoftMax(2')|| < ||z — /|

for all 2,2’ € RX. From this and the boundedness of X, we deduce
o6 =96,z = [ [ 15601 ) = for (v | X)laY p(x)dX

exp Oéoj + X alj) exp(doj + Xlej)
0414) 25:1 exp(@()g + XT&M)

p(X)dX

=/X

<VK /X HSoftMax (s + X ) ) — SofeMax ((ioy + X ") ) H p(X)dX

((aoj + XTalj)ﬁil) — SoftMax ((doj + XT&U)]K:I) )T lK‘ p(X)dX

< \/E/ H(Omj + X Tany) i) — (G + XT@U)JKle p(X)dX
X

< \/E/x || (cr0j — aioy) i || + H(XT(alj - dlj))gl‘(:lH p(X)dX

K K
L2l = a0 + [ |57 1XT (@ - an)a0ax
i=1

=1
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Moreover

llga, — 9.1 £ (16)

expa0]+X aij) A E(X.8.).62) — N(- | B(X.B.). 52 L OdX
/Zze exp( aoe+XTau)HN(’ (X, B;),0%) = N(- | E(X, B;),52)|| 1 p(X)dX.

Forall j=1,...,K and X € X|

IN( | E(X,B)),05) = N(-| E(X,B;),57)|| ¢
< E(X,8),07) =N (- | B(X,B;),07)|| 21
+ V(| E(X, B)),07) =N (- | E(X, B;),57)|| 21-

Using a first-order Taylor expansion on the mean of the normal density around E(X, Bj) and invoking
the boundedness of X and the Lipschitz property of E(X,-), we get

INCIE(X, B)),05) = N(- | E(X, B;),07)]l 21

< |E(X,B;) — E(X, B))] /

—N (- ,02- dY
gV n\m

< e.

~

In a similar fashion, we obtain
INC | E(X, 8)),05) = N(- | E(X,5),0})ll.n Se

and therefore, by Equation (16), ||gc, — 9a,|l.e1 < €. Thus, for all G, we have shown the existence
of a measure G € ¥ such that

l9c — 9.l < |lga — 96,122 + llgar — 9aallen S e

with G2 belonging to the set
Zexp aoj (a1;,b; ) € Yy - ((Loj,alj) € O, (bj,s]) € Or

Therefore, for some large enough C7 > 0, = yields a Che-cover of ¥, with respect to || - ||.¢1. Moreover,
recalling that the cardinalities of Oa and Or are upper-bounded respectively by C/e%+! and C”/eP+!,
the cardinality of Z is at most Cy K /eP+2 for some constant Cy > 0. This yields the desired result

logN(Engv || : HL”I) S log(l/g)

Condition 2. Because O = 0" for all n € N, Condition 2 is trivially satisfied.
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Condition 3. We begin by noting that Condition 3 is implied by
II({G € Ok : K(ga,96) < €2}) > e /16,
and moreover that

H({G S ﬁ}( : K(gg*,gg) < 6%}) > H({G S g}(* : K(gg*,gg) < 6721})

Therefore, we focus on proving that
I({G € Y+ : K(ga+,96) <e5}) > e nen/16

Notice that, for any G € $g~, we have
Klgar.06) = | K| X). fol- | X)) plX)A,

where, for each fixed X, fo« (- | X) and fg(- | X) are Gaussian mixture densities with K* components.
The means and variances lie in compact sets (and the variances are bounded away from 0, so say they
belong to [v, V] with 0 < v < V < 00). We now aim to show that there exists ¢ € (0, 1] (depending
on the parameter space and G*, but not on G nor X) such that

Because of the compactness of the space of means and the Gaussianity of each component, there
exists Y7 > 0 such that, for all Y > Y7, we have supycx for (Y | X) Se” . Similarly, there exists

Y2 < 0 such that, for all Y < Y and G, we have supyex fa(Y | X) Se gT where the constant in
the inequality depends only on the parameter space, but not X nor G. Deﬁning Y3 = max;—1 2 |Y;],
we can then write

00 4
+ fG*(Y!X)> qv

fG*(Y'X)<fG<YrX>
B for (Y | X)\° for (VY | X)\°
= /ygyg fo- (Y1 X) ( fo(V ] X) > s /Y>y3 fo- (V' X) < fe(V ] X) ) ¥

+oo
<C +/ e (G- gy

—00

—0o0

for some constant C' > 0, where the bound on the first addendum comes from compactness of
the parameter space and truncation. The second addendum is then made finite by choosing
§ € (0,min{1, [V —v]"1v}). Because these inequalities are uniform over values of X, we also obtain

+oo
gG*(YX)
* <
/Rd/ g+ (Y, X) <gG(YX) dYdX < Ms < oo

where Mjs is constant across G.
The above result allows us to invoke Theorem 5 in Wong and Shen (1995), which yields that, for
all G and ¢ such that d% (g, go+) < €% < 3(1 — e~ 1), we have K(ga+, g¢) < Ce?log(1/e) for some
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C > 0 depending on the parameter space. Now define the function H(e) := ¢/4/21log(1/e), which is
such that H?(g)log(1/H(g)) < €2 for all € > 0 small enough. Therefore, for n large enough,

B(G*,ep) = {G € Y~ : K(g9a+,9a) < 531}
2 {G € Yk« : K(gg+, 96) < H*(e,) log(1/H(e,))}
2 {G € Yk~ : dy(g9a+90) S H?(en)}
2 {G ek : 9o — gcllor S H?(en)}
2 {G e Yk : LIG*,G) S H(en)},

where the last inclusion holds for any loss function
L(G,G) 2 llga — gall 21- (17)
In that case, we get
H(B(G", &) > T ({G € s < £(G,C") £ HPen)}).
So it suffices to require
I ({G e % : L(G,G*) S H?(e,)}) > e "0/16,

or equivalently, given our choice &, = M +/log(n)/n,

DM? logn 1\ M?/16
* . * < > —
H({GegK L6, < n logn—loglogn—2logM}> - <n> 7

where D is an explicit constant. Because the fraction is of constant order, we can simply update D

and require
DM? 1 M1
n({ae%{* L(C.C") < }) > () .

n n

Moreover, choosing M large enough and requiring
* c 1
H({GG%K* L L(G,GY) < f}) > -
n n

for some ¢ > 0, we would obtain

2

P eneea === ()

Hence, replacing ¢t with 1/n, it is sufficient to require

I ({G € T : £(G, G < 2

I ({G € Y+ : L(G,G*) < ct}) >t

for some ¢ > 0 and all ¢t > 0 small enough.
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We are left to show that Equation (17) holds by taking £ = £; as defined in Equation (3). To
that end, it suffices to show that the relation holds for || fg«(- | X) — fa(- | X)|l.¢1 for all X. For
any j=1,...,K*and i =1,..., K*, define

exp(ak. - 1 Y - E(X,* 2
TP .C iR P S S (( 2<*2 5)) +XTQL,)
> —1explag, + X o)) 2o *? g
; = Y - E(X, 3))?
ﬁZ(X) — - eXP(OéO ) - ’ fz(Y | X) — exp <_( (2 75 )) + XTali) 7
> =1 explaoe + X Tavy) 27T0'i2 20;
so that
K*
(1 X) = fa 1 X0l = [ ST {5051 X) = S a0i %) ) |av
j=1 1€C;

gi(R;-*(Y|X)dY>ﬁj*-(X)—Zi5i( IED )t ) L1

Fr(v 1 X) = Ji(y | X)|ay

=1 i€C;y j=11€eC;
K* K*

ST = m0| + 33 esplaon) (Jlasi — ol + 16 = 1+ lo? = 0771,
=1 i€C; j=11i€C;

where the last inequality follows from the boundedness of 1/ Zf:*l exp(age + X Targp) and a first
order Taylor expansion of [ fj*(Y | X)) — fi(Y] X)‘ dY around (ay;, Bi,07) = (o35, 85, aj*»?). As for
the first term, the triangle inequality yields

K* K*
Z ﬁ;(X) - Zﬁi(X) S Z eXP(Oth) - Z exp(ap;)
J=1 ieC; j=1 ieC;
30 explon) : !
0 —
j=11i€C; SiCiexplag, + XTat,) T explaor+ X Tau)

As for the last term above, using the Lipschitz property of ¢ — 1/t over a domain bounded away
from 0 and an appropriate triangle inequality replacing X "aqe with X Tofl*g), one shows that is it is
less than (up to a multiplicative constant)

K*
g exp(ag;) — g exp(ag;)| + E g exp(aoi) [l — ajj]-
j=1 ieC; Jj=11ieC;

Combining all of the above, we obtain

-
Ifor (- 1 X) = fo(- | X)gr S

J=1

K*
+ 33" exvlao) (llass = afll + 18 = 81l + lo? = o721))

j=1ieC;

Z exp(ao;) — exp(agj)
i€C;

as desired.
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A.4 Proof of Theorem 4

Overview. Following from the result of Theorem 2, it suffices to prove that

dH(gGa gG*) 2, El(Ga G*)7 (18)

for any mixing measure G € ¥x+. For that purpose, we first demonstrate that

. . dr(9a,9a+)
| f ——— > (. 19
51{% Ge%,(*;gll(e,c*)gs L1(G,G*) (19)

Assume that the above equation holds for now. Then, there exists a positive constant €’ such that
infaey, ..o (c,6n<er du (96, 9a+) / £1(G,G*) > 0. As a consequence, we can complete the proof by
showing that

du(9a, 9c+)

inf > 0. 20
GG%K*:LI?(G,G*)>5’ L1(G,G*) (20)

Given these arguments, we will provide the proofs for Equation (19) and Equation (20), respectively,
in the sequel.

Proof of Equation (19). Note that the Hellinger distance is bounded below by the .#!-norm,
that is, dg(g,9") 2 ||lg — ¢'|| 1. Therefore, it is sufficient to show that

: : lga — 9G+ .21
| f —_— = > (. 21
EI{,% GEG e :}:?(G,G*)gs L1(G,G*) (21)

We will use a proof-by-contradiction method to prove this result. In particular, assume that
Equation (21) does not hold true. Then, there exists a sequence of mixing measures (G,) of the
form G, = Zfil exp(anvofi)é(an 1B 02 ) that satisfies £1(Gp, G*) — 0 and

n,i

Han - gG*Hfl/[’l(Gm G*) — 0, (22)

as n — o0o. Note that there are only a finite number of distinct sets CT' x ... x Cf. over the range
of n € N. Thus, up to replacing G,, by its subsequence, we may assume without loss of generality
that C; = C}' does not change with n for all j € [K*]. Additionally, since K* is known under the
exactly-specified setting and £1(G,, G*) — 0 as n — oo, each Voronoi cell C; has only one element
for any j € [K*]. Without loss of generality, we assume that C; = {j} for simplicity. Thus, the
Voronoi loss L1y, := L£1(Gp, G*) can be written as

K*
L1y = Z ‘ exp(an,05) — exp(ag;)
=1
K*
+ Y exp(ano;)(lan; — ol + [18n; — B + lon ; — 7)), (23)
=1

Since L1, — 0 as n — 0o, we have exp(an,0;) — exp(ag;) and (an,15, Bn,j, 072%]-) = (a3, 57, U]*-Z) as
n — oo, for all j € [K*]. Next, we divide the rest of this proof into three main steps.
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Step 1 - Density Decomposition. In this step, we decompose the density discrepancy
96, (Y, X) =g~ (Y, X) = [fa, Y | X) = fax(Y | X)]p(X) into a combination of linearly independent
terms. In particular, let us denote

K*
Dy, := ZGXP(O@ + XT(aTj)) ) [an(K X) — gar (Y7 X)]?
j=1
F(Y | X;a1,8,0%) = exp(X Ta)N(Y | E(X, 8),07),
Ho(Y | X;a1) = exp(X ") fa, (Y | X).

Then, we can decompose D,, as D, = A, — B, + C,,, where

n:_zexp anﬂj Y‘X an1]75’n727 n]) (Y‘X;a’{jjﬂ;,azfz)]p<X),

B := Zexp(an,Oj)[Hn(Y | X5 an,15) — Ho(Y | X;07;)]p(X),

K*
Cr =Y [exp(an1j) — exp(ai))] [F(Y | X;a3;, 85,05°) — Ho(Y | X;07;)p(X).
j=1
Next, we will further decompose A,, and B,,. Let Aay 15 := o,15 — a’l‘j, ABnj = Bnj — 5;, and

Ao? j= o2 i~ a]*-2. By means of a first-order Taylor expansion, we have

K*
1
Ap =Y explang) Y E(Aan,u) H(AB)2 (Ao )
j=1 pilpl=1""

el

 Bagraprais | PO o0 F a7 Xp(X)

Above, we denote p = (p1, p2, p3) € N% x NP x N Addltlonally, for any vectors a = (ay,...,az) € R?
and b= (by,...,bg) € N% we let a® = a¥'...a"7, |a| = a1 + ... + ag, and bl = by!...bgl. Lastly,
R,1(Y | X)is a Taylor remainder such that Ry1(Y | X)/Eln — 0 as n — o0. By taking the
first-order partial derivatives of F(Y | X; a1, 3,02) with respect to its parameters, we have

%(Y | Xia1,8,0%) = X exp(XTa)N (Y | B(X, 8),0%),

3F 6E 0/\/
oF 1 o
OB | Xian,B.0%) = 5e>q:><XToq> 8;‘2/ (¥ | B(X.5).0%) (24)

for all u € [d] and u’ € [d']. Based on these derivatives, we can rewrite A, ; as

=Yy A

Jj=1~=0

YIE(X B),0%)p(X) + R (Y | X)p(X),
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where

d
Ag%) := exp(am,05) Z(Aan,Oij)(“)X(“) eXp(XTa’{j),
u=1
: & OF
Anj,)l = eXp(Oé'/LO]) Z( ﬁn,]) alB(u/) (X /8 )eXp(XTalj),
u'=1
. 1 «
AT(Z)Q = eXP(amOj)i(AU?LJ) exp(XTozlj),

for all j € [K™*].
Next, by applying a first-order Taylor expansion, we rewrite B,, as

* d
Bp =Y explang) Y (Aan1)WXWH, (Y | X;a1)) + Raa(Y | X),
= u=1

where Ry, 2(Y | X) is a Taylor remainder such that R, 2(Y | X)/L1, — 0 as n — oo.

Step 2 - Non-vanishing coefficients. In this step, we prove by contradiction that at least
one among the coefficients in the representations of [A, — Ry, 1(Y | X)|p(X)/Lin, [Bn — Rn2(Y |
X)|p(X)/Lin, Cn/Liyn does not go to zero as n — co. Assume that all these coefficients converge to
zero. From the coefficients of the terms:

o exp(XTalj) (Y[X;a3;, 85,0 *2) for j € [K*], we get
E Z ‘ exp(an,0j) — exp(aj;)| — 0;
1in =1

o X® exp(XTozlj) (Y[X; 03, B85, 0] *2) for j € [K*] and u € [d], we get

K*
1
you Y explan,05)|| A, 1] = 0;

0,8(“/) exp(XTalj)aAf(ﬂX a7, B, 0] *2) for j € [K*] and u’ € [d'], we get

K*

o . Zexp(an,oj)HAIijH — 0

o exp(XTalj) N(Y|X; ay;, 85,0 *2) for j € [K*], we get
K*

1 2
Yo . ;exp(an70j)]Aan’j — 0;
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By taking the sum of these limits, we have 1 = L - L1, — 0 as n — oo, which is a contradiction.
Therefore, not all the coefficients in the representations of [Ap,—Rp1(Y | X )] (X)/Lin, [Bn—Rn2(Y |
X)p(X)/Lin, Cn/Liy converge to zero as n — oo.

Step 3 - Fatou’s argument. In this step, we will point out a contradiction to the results of
Step 2. To begin, we denote by m, the maximum of the absolute values of the coefficients in the
representations of [A, — R, 1(Y | X)|p(X)/Lipn, [Bn — Rn2(Y | X)p(X)/Lin, Cn/L1pn. Then, the
results of Step 2 indicate that 1/m,, 4 oo as n — oo. Next, let us denote

! * 1
mpLin ' <6Xp(an7oj) N eXp(an)) — toj, mpLip ‘exp(amoj)(AamU)( R tg 3)7
- explon ) (A8 ) ™) 5 157 explan ) (A2 ) >
mnﬁln VI 5] 2,5 mnﬁln U7 n,j g

for all j € [K*] as n — oo. It follows from Step 2 that not all these limits are zero. Next, recall that
we have ||gq, — g9a+||.¢1/L1(Grn, G*) = 0 as n — oo. Then, by means of the Fatou’s lemma, we have

— gol| ¢ Y, X)— g+ (Y, X
lim Han ga Hfl > /hmlnf |an( ) ) 9G ( ; )|d(}/, X),

n—00 mpLin n—00 mpLin

which implies that [gq, (Y, X) — gg+ (Y, X)]/[mnL1y] — 0 asn — o0 along a subsequence (focus on
such a subsequence from now on). Since the term Z —p exp(ag; + X Ta 7;) is bounded, we deduce
D,,/ImnL1y] — 0 as n — oo, for almost every (Y, X). From the decomposmon of D, it follows that

1

mnLin

(Ap — B, +Cy) — 0. (25)

For ease of presentation, let us denote F, ; := exp(XToclj)gLﬂ/\f(Y | X504, 85,0 *2) and H;(Y |

X) = limy o0 Hn (Y | Xj07;), for all 0 <y <2 and j € [K*]. Then, we have

lim = Z [Z W x () Fo;(Y]X) + Z t2y aaE (X, B7)F1,;(Y]X)

n—00 mn 1n — ﬁ

1
+ §t3,jF2,j(Y|X) p(X),

lim mnﬁm ZZt H;(Y|X)p(X),

j=lu=1
K*

lim " Zto,j [Fo (Y]X) — H; (V| X)]p(X).

n—00 mnﬁln

Note that for almost every X, the set {F%j(Y\X), H;(Y|X):0<~y<2, j€ [K*]} is linearly
independent with respect to Y. Therefore, it follows that the coefficients of these terms in the limit
in Equation (25) become zero.

For j € [K*], by considering the coefficients of

o [1;(Y|X), we have to; + Z u)X( ) =0, for almost every X. Then, we deduce to; =
tgu]) =0 for all u € [d];
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o F1;(Y]|X), we have Zgl,zl t%)%(X, B7), for almost every X. As the expert function E is

first-order strongly identifiable, we get t%) =0 for all ' € [d'];

° FQJ(Y|X), we have t37j =0.
Putting the above results together, we have tg ; = tguj) = tgf;) =t3; =0 for all j € [K*], u,v € [d]
and v/, v’ € [d']. This contradicts to the fact that at least one among them is non-zero. Therefore,
we achieve the result in Equation (19).

Proof of Equation (20). Assume by contrary that Equation (20) does not hold. Then, we can
find a sequence of mixing measure (Gy,) such that £1(G,, G*) > &’ and ||g¢, — 9¢+ || .#1 / L£1(Gp, G*) —
0 as n — 0o. These two properties imply that

l9c, — gc+|l.2r — 0.

Since the parameter space © is compact, we can substitute the sequence (G,,) with its subsequence
(G})) that converges to some mixing measure G'. Recall that £;(G,,G*) > €', then we also have
L1(G',G*) > £’. On the other hand, by the Fatou’s lemma, we get

0= lim g0, — ge-llon > / lim inf |ga; (Y, X) — g (Y, X)[d(Y, X)
n—oo n—oo

- / 96 (Y, X) — g (Y, X)|d(Y, X).

This inequality indicates that go/ (Y, X) = g+ (Y, X) for almost every (Y, X). Since the SMoGE
model is identifiable, we deduce G’ = G*. As a result, we get £1(G’, G*) = 0, which contradicts the
previous result that £1(G’, G*) > & > 0. Hence, the proof is completed.

A.5 Proof of Theorem 5

Overview. Following the result of Theorem 3 and using the same arguments for the proof of
Theorem 4 in Appendix A.4, it suffices to establish the following inequality

: : l9c — g || 21

21\1‘% GeﬁK:[gl(fG,G*)gs L2(G,G*) > 0. (26)
Assume by contrary that Equation (26) is not true, that is, we can find a sequence (G,,) such that
Lo(Gr,G*) — 0 and ||gg, — ga+|| #1/L2(Gr, G*) — 0, as n — oo. Since K,, < K for all n, there
exists a subsequence of GG, such that K,, does not change with n. Therefore, up to replacing G,
by this subsequence, we may assume that K,, = K’ < K for all n. Similarly, since there are only a
finite number of distinct sets CT' x ... x Cf. over the range of n € N, we may assume without loss of
generality that C; = C}' does not change with n for all j € [K*]. Then, we can rewrite the Voronoi
loss Loy, := Lo(Gr, G*) as

P
Lon = Z ’ Z exp(an,0i) — exp(ag;)

j=1 iECj

+ > > explano)(lona: — ol + 1Bai — Bl + lon; — 03]

JE[K*]:|C4]=1 i€C;

+ > > explomod) (o — 1> + 18ni — B + lon, — o7, (27)
JEUKTIC 1> 14€C;
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Recall that we have Lo, — 0 as n — oo, which implies Zz‘ecj exp(an,0i) — exp(ag;) and
(an,li,ﬁm,aii) — (a’l‘j,ﬁ;,a]*-z) as n — oo, for all i € C; and j € [K*]. Subsequently, we sep-
arate the rest into three main steps.

Step 1 - Density Decomposition. First, we decompose the density discrepancy gg,, (Y, X) —
gV, X) = [fa, (Y | X) — fex(Y | X)]p(X) into a combination of linearly independent terms
through the quantity

K
Dy = | > explaj; + X (af))| - 96, (Y, X) = g+ (Y, X)].
j=1
In particular, let F(Y | X;a1,83,0%) == exp(X Ta)N(Y | E(X,f),0%) and H,(Y | X;0q) :=
exp(X Ta1)fg, (Y | X). Then, the quantity D,, can be represented as D,, = A, — B,, + C,,, where
we define

= Zzexp OCnOz F(Y | X; Qn,1iy Bnis nZ)—F(Y’X;a{j,ﬁ;,J;Q)]p(X),
j=11i€eC;

K
n ‘= Z Z exp(am()i)[Hn(Y ‘ X; Oén,li) - Hn(Y ‘ X§ Offj)]p(X),

j=14ieC;
K*

Coi=> | D explamui) —explai)) | [F(Y | X;al;, 87, 07%) — Ha(Y | X;af;)]p(X).
j=1 |iec;

Next, we rewrite A, as A, = A, 1 + Ay 2, where

An,l - Z ZQXP Oén OZ Y ‘ X Oén 1Z7/8n i, O nz) - (Y | X; aleBO]? ;7 ;2)]p(X)7
JElKT1C; =1 i€C;
An,2 = Z Z eXP A, 01 Y | X; A, 117/871 i O, nz) - (Y | X; O‘ljvﬁO]) ;) ;2)]p(X)

JEIRATIC;|> 1 i€C;

Let us denote Ay, 145 := 15 — a’{j, ABnij = Bni — BJ*», and Aan i = UTQL’Z- - J]*-2. By applying
first-order and second-order Taylor expansions, we get

1 .
A= Y > explans) ) E(Aan,uj)pl(Aﬁn,ij)”(ﬁai,zj)”
JEIK]:|Cs|=11€C; plpl=1
olel
" 90l 0 (02)Ps
1
Ana= > ) explanoi) Y E(Aamm)f’l(Aﬁn,ij)m(Aai’ij)PB
JEIK*:|C5|>11€C; pilpl=2
olrl
W 5775 (
197002

(Y | B(X, 8)),0;%)p(X) + R (Y | X)p(X),

Y | E(X,5),07%)p(X) + Rua(Y | X)p(X),

Above, we denote p = (p1, p2, p3) € N? x NP x N. Additionally, for any vectors a = (ay,...,az) € R?
and b = (by,...,b5) € N?, we let ab = = b ab—d, la| = a1 + ... +ag and b! = by!...b;l. Lastly,
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R, (Y | X), for ¢ € {1,2}, are Taylor remainders such that R,, (Y | X)/L2, — 0 as n — oco. Recall
that the first-order partial derivatives of F'(Y | X;aq, 3, 02) with respect to its parameters have been
provided in Equation (24). Meanwhile, the second-order partial derivatives of F(Y | X; a1, 3,02)
with respect to its parameters are given by

2
P 3)5 oV 1 Xa1,6,0%) = XWX exp(X Ta) N (Y | (X, B),07),
oy "0
O*F . 2 O*’E T N
W(Y | X501, 8,07) = W(X,B)eXp(X O‘l)aE Y | B(X,B),0 )
OFE OFE T PN
+W(X /3)8&1,/) (X, B) exp(X al)aEQ (Y | E(X,B),0%),
O’F 1 N
o2V [ X0, 8,0 5 = Zexp(xwl)aE4 (Y | E(X,B),0%),
and
O*F OF ON
: (w) Y2
Pal ) (V| X;01,8,0%) = X 3567 7(X, 8) exp(X T a1) 55 (V | B(X, 8),0%),
0’F . 2y L) T PN 2
6a§u)8y(Y | X1, 8,0%) = S X exp(X 1) 5rg (Y | E(X, §),07),
0’F . 1 OE T ON 5
m(y | X;0q,8,0%) = 295 (X, B) exp(X al)aEg (Y | BE(X,B),0%),

for all ¢ € [d] and «’ € [d']. From these derivatives, A, 1 can be written as

Api= > Z n,lﬂaE,y YIE(X,6)702)p(X)+Rn,1(YIX)p(X%
JEETIC;|=17=0

where

b
q: S
s’
k=)

Il
"
ho)
—~~
o
3

=)
N
=
>
o
3

=)
S
=
o
o]
o
—~
P

4
o)
&

for all j € [K*]: |Cj| = 1. Analogously, we can write A, o as

Ao = > Z aE,y NV 1 BX,8),02)p(X) + Rua(Y | X)p(X),
JE[K*]:C;|>1v=0
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where

‘ [ )@ (A (v)
@ . , u (Aam,1i5)" (Aan i) o (u) g (0 T
An7270 = Zexp(an,gl) Z(Aan,h] w) x () 4 Z T X x (@) exp(X afj),
1€C; L u=1 u,v=1
-
i oF
b= Y explano) | D2 (A" 5205 (X,8))
iECj Lu'=1

d’ ’ ’
" Z (ABnij ) “(ABi)Y) O
1+ 1{11/:1/} 85(“’)85(”

(X, 87)

u’,v’:l

OFE
+ Z Z AO‘n 11] Aﬂn 1]) X(u) (X /6 )] eXp(XTaTj)a

u=1v'=1 Bt
d’ ’ /
4 1 (ABnii) N (ABLi) ) OE OF
AV o) | =(Ac? . n,ij 1] X, X,
n,2,2 ;exp(a ,0) 2( Un,z]) + ,Z:l 1+ 1{u’:v’} 8B(ul ( 6 )8ﬂ ( /B )
1€C; u’w'=
49
+ Z §(Aan,1ij)(u)(AUT2z,ij)X( )] exp(X " af;),
u=1
) 4 1 OF
L ) (! 2 * T
Anj,2,3 T EZC eXp<an,OZ) ,Zl §(AB7M])( )(A nz])aﬂ(u/) (X 5 )exp(X al])
1 j u =
j 1
Ay =Y explono) (Ao ) exp(X o).
iEC]'
for all j € [K*]:|C;| > 1.
Next, we rewrite B, as B, = By 1 + By 2, where
By = Z Z exp(an,0) [Hn (Y | X5 an1i) — Ho(Y | X;a8;)]p(X),
JEIKT|C;|=11€C;
Bpai= > Y exp(ano)[Ha(Y | Xian1i) — Ho(Y | X;ai))]p(X).
JEIK]:|Cs|>14€C;
By applying first-order and second-order Taylor expansions, we have
d
Bui= > > explomo) ¥ (Aapui) XYW H, (Y | X;0f;) + Ra(Y | X),
jE[K*]:le‘:l iGCj u=1
d

Bia= Y Zexp(an,ol-)[Z(Aan,h-j)@))((")ffn(y\X;a;j),

jE[K*]:|C-\>1i€C~ u=1

Aanh] Aan 12])() (w) 3 (v) L%
4 Z U XWX H,(V | X;01,)] + RaalY | X),

u,v=1

where Ry, o(Y | X), for £ € {3,4}, are Taylor remainders such that R, (Y | X)/La, — 0 as n — oo.
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Step 2 - Non-vanishing coefficients. In this step, we prove by contradiction that at least
one among the coefficients in the representations of [A,, 1 — Rp1(Y | X)|p(X)/Lapn, [An2 — Rp2(Y |
X)|p(X) /Lo, [Bni — Rn3(Y | X)|p(X)/Laon, [Bnz — Rna(Y | X)p(X)/Lan, Cn/Laoy does not go

to zero as n — oo. Assume that all these coefficients converge to zero. From the coefficients of the
terms:

o eXp(XTalj) (Y[X;a3;, 85,0 *2) for j € [K*], we get

£2n Z ‘ Z eXp Qnp Oz exp(alj) O

j=1 1ieC;

o X exp(XTozlj) (Y[X; a3, 85, 07 *2) for j € [K*] :|C;| = 1 and u € [d], we get

1
= . Z Zexp A 0i ||A04n 11]“ — O

L
ek e, =11€C;

exp(XTalj)gAE/(ﬂX;a{j,ﬁ;,a]*?) for j € [K*] :|Cj| =1 and u’ € [d'], we get

L Z Z exp(an,0)|

L
I elkTIC; =1 i€C;

ag(u’)

o exp(XTon]) N(Y|X; o1, 85,07 ¥2) for j € [K*] :|C;| = 1, we get

L Z Z exp(am,0i)|Aaj ;5| — 0;

L
I eKTIe =1 i€C;

o XWX exp(XTar INYIX; 075, 85,07 ¥2) for j € [K*] :|C;j| > 1 and u,v € [d], we get

1
> S explane) [ Aan]® - 0;

L
2 jelKe > 1 ieC;

3 [827E(X, B;)]Qexp(XTa’fJ) NY|X; ai;, By, 0%2) for j € [K*]: €] > 1 and o' € [d'], we get

ap)
L Z Z exp(an,0)

L
e [KTIC > 1€

o exp(XTaL)aAlN(Y\X of;, 5,0 *2) for j € [K*] 1 |Cj| > 1, we get

1
oo 2 2 elana)lAo -0

C
el |1 ieC
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By taking the sum of these limits, we have 1 = £ - Lo, — 0 as n — oo, which is a contradiction.
Therefore, not all the coefficients in the representatlons of [Apg — Rpa1 (Y | X)[p(X)/Laon, [An2 —
Rna(Y | X)[p(X)/Lan, [B nt = Bna(Y | X)Ip(X)/Lon, [Bnz — Rua(Y | X)|p(X)/Lon, Cn/Lon

converge to zero as n — o0.

Step 3 - Fatou’s argument. In this step, we will show a contradiction to the results of Step
2. To begin with, we denote by m, the maximum of the absolute values of the coefficients in the
representations of [Ay 1 — Ry 1(Y | X)p(X)/Lan, [An2 — Rn2(Y | X)|p(X)/Lon, [Bni — Rna(Y |
X)p(X)/Lon, [Bn2 — Rna(Y | X)|p(X)/Lapn, Cn/L2y,. Then, the results of Step 2 indicate that
1/m,, # oo as n — oo. Next, let us denote

mn£2n <Z€ZC: exp( n, 0:) exp(aaj)) — oy, mnlﬁgn ’ ig(;j eXP(an,Oi)(Aan,uJ‘)(u) — tgqu),
mn£2n Z exp(an,0i) (ABn, zg) ) téu])7 mnlﬁgn ) 7% exp(an,0i) (Ao, ;) = t35,
mTLlCQn zezczj exp(an,,Oi)(Aan,uj)(u)(Aan,u‘j)(“) — tiif;)’ m,ngn lezc: exp(oznﬁoi)(Aﬂn’ij)(u/)(Aﬂn,ij)(v') . té;
m”1£2" ; exp(n00) (An15)" = o, mnlﬁzn ZGZC: exp(ctn01) (A, 155) ™ (ABn,is) ) = ty
mnlﬁ% 3 exp(am,0)(Bag1i) ™ (A0 ) — 1, mnlﬁh > exp(m,00) (ABni) " (A2 ;) — 1),

iECj zEC

for all j € [K*] as n — oo. The results of Step 2 indicate that not all these limits are zero. According
to the Fatou’s lemma, we have

—ga+l ¢ Y X)—ga- (Y, X

n—o0 mp Lo, n—00 mp Loy

Since ||ga,, — 9a+ || #1/L2(Gr, G*) — 0 as n — oo, we get (g, (Y, X) — 9o+ (Y, X)]/[mnL2n] — 0
as n — oo along a subsequence for almost every (Y, X) (work on this subsequence from now on).
Furthermore, as the term ZJK: L exp(af; + X Tat;) is bounded, it follows that Dy, /[my,Lan] — 0 as
n — oo, for almost every (Y, X). From the decomposition of D,, in Step 1, we have

1

myLop

(A1 +An2—Bpi— Bypa+Cpl — 0. (28)

For ease of presentation, let F, ; := exp(XTalj)gwE/\W/(Y | X;a3;,85,0 *2) and H;(Y | X) :=
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limy o0 Hn (Y | Xj07;), for all 0 <y <4 and j € [K*]. Then, we have
d
Anq ) oF N
Jﬂwﬂ%_m;”ﬂti‘mym §¥w%waﬂwmwm
jE[K* u w

1
+ *fs,szj(YlX) p(X),

lim Anz Z [(it ) x () 4 Z t(uv () x (v) )FOJ(Y|X)

n—oo
mnLon JEIKTIC 51 et ol

/ 82E
( Z t2J (95

Z t5;/)W( , B5)

/ / 1

+ Z Z o E e (X80 P (Y1)
u=1v'=1
( ts; + Z t(“” ) XB) X, ) +Z X )FQJ(Y|X)
d’
(Z % wy X 5*))F37J(Y|X) + étﬁ,jF4,j(Y|X)]p(X),

and

lim —2ml 3 Zt“)X (Y1 X)p(X),

FEIKC;|=1 u=1

d
lim 22 3 <Zt“)X +thx<u)x<v>) (Y ]X)p(X),

JEIK*]:|Ci|>1  u=1 u,v=1
K*
B T = 2 0alFs (V1) — H Y 1X)lp(X),

Note that for almost every X, the set {Fw-(Y\X), H;(Y|X):0<~y< 4, je [K*]} is linearly
independent with respect to Y. Therefore, it follows that the coefficients of these terms in the limit

in Equation (28) become zero.
For j € [K*] such that |C;| = 1, by considering the coefficients of

o [(;(Y|X), we have to; + ij:l tngj)X(“) = 0, for almost every X. Then, we deduce ty; =
tgu]) =0 for all u € [d];

e I ;(Y|X), we have Z i1ty JI) 500 (X, B}), for almost every X. As the expert function E is
second-order strongly identifiable, we get t; j) =0 for all «’ € [d];

o 5 ;(Y|X), we have t3 ; = 0.
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For j € [K*] such that |C;| > 1, by considering the coefficients of

o Fo;(Y[X), we have to,; +Zd* t( +Zu 1 t4] X x®) =0, for almost every X. Then,
we get tg; = t(u) (uv) for all u,v € [d].

e F1;(Y|X), we have

* 82 *
ZtZJ aﬂ Xﬁ ;ltu’)d 85 (X’ﬁj)
+ZZ#§” X < (X 57) =
u=1v'=1

for almost every X. As the expert function £ meets the second-order strong identifiability
condition, we get t(u) t(u ) = t(;ff ) =0 for all W/, v/ € [d'] and u € [d];

o [ ;(Y|X), we have

OF
,tg,]+ Z t" )(Xﬁ)aﬁ (X,8)) +Z tgj W =,

' v'=1
for almost every X. Since t( ") = 0 for all o/, v/ € [d'], it follows that §t3 ; . 2t8J)X(“) =
0, for almost every X. Then, we get 3 = té?} =0 for all v/,v" € [d] and u € [d];

o % ,;(Y|X), we have Z 1_1 2t(,31)85(u’) (X, B5) =0, for almost every X. As the expert function

E is strongly identifiable, we get t.t(J, j) for all v’ € [d'];
e I ;(Y|X), we have tg ; = 0.

Combining the above results, we deduce tg; = tgu]) = t%) =t3; = tfffj?’) — t%v/) =tp; = t%ul) =

tf(;? = téu]{) =0 for all j € [K*], u,v € [d] and v/,v" € [d']. This contradicts the fact that at least
one among them is non-zero. Therefore, we achieve the result in Equation (26). Hence, the proof is
completed.

A.6 Proof of Theorem 6

Following the proof strategy of Miller (2023) for simple mixture models, we prove the result by
leveraging the famous posterior consistency theorem by Doob (1949).”7 However, the latter requires a
stronger notion of identifiability with respect to SMoGE parameters. This, despite the identifiability
of SMoGE densities with respect to mizring measures, does not hold on O, because mixing measures
are invariant under (i) permutations of expert labels, and (ii) mergers and separations of equal
mixing measure atoms. Therefore, we first construct a restricted space O where the assumptions of
Doob’s theorem (measurability of the model and parameter identifiability) hold; then we show that

"Throughout the proof, we refer to the formulation of Doob’s theorem presented in Miller (2018) (Theorem 2.4),
requiring measurability of the model with respect to parameters and parameter identifiability.
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consistency on that space implies consistency on the original space O, thanks to the assumptions
on the prior.

Before delving into the proof, here is some useful notation. Given any 6 € ©F C O, and
any permutation p : {1,...,k} — {1,...,k}, define 0[p] := (6,01),---,0,x)). Moreover, recall the
decomposition © = Q x A, where  denotes the space of parameters w = (a1, 3,02), and A is the
space of gating bias parameters ag. Therefore, for all k € N, ©F can be identified with ©F = QF x AF.
Also, for all 0,60’ € O, let

de.. (0,0") =

otherwise.

{min{H@ — 05,1} if K(0) = K(6),

By Propositions A.1 and A.2 of Miller (2023), this definition makes (O, de_ ) a Borel measurable
subset of a Polish space, which we endow with the corresponding Borel sigma-algebra.

Construction of the restricted model. For all k € N, define the restricted expert space
Qo= {(w1,. ., wp) €ty < < Wi,

where, for all w,w’ € Q, w < ' means that w precedes w’ lexicographically, and w # w’. Now
define Oy, := QO x A* and O, := Uren ©¢- For all k € N and 6 € ©F, let T'(0) = 60[p], where the
permutation p is chosen such that 0[p] € Oy if possible (that is, if no two or more experts in € share
the same w parameters), otherwise A[p] = 6. Then, denoting @ ~ II, we obtain II(T(8) € O4) = 1
because the subset of Q¥ where two or more experts share the same parameters has prior probability
zero by the assumptions of the Theorem. Denoting B[p] = {0 € ©F : 0[p] € B} for all B C O, the
definition of T implies

T-'(B)={0c©":T(0) € B} = | B, (29)

PER

where Ry, denotes the space of all permutations of {1,...,k}. Letting Q denote the pushforward of
IT through T (i.e., the distribution of 7'(@) when 0 ~ II) restricted to O, we obtain the restricted
model®

iid .
(X3,Y:) | T(0) ~ ga(rey, i=1,...,n

T(0) ~Q

by Theorem 10.2.1 of Dudley (2002). This is because ggg) = ga(r(9)) and, for all measurable
C C (X xR)" and B C O, the following holds:

(30)

P((X;, YLy € C. T(6) € B) = B((X,, V)i € C. 0 € T-B) = [ gt0(€) Q)

where measurability of  — ggl()@)(C) for all measurable C' C (X x R)" follows from the measurability

of 6 = gae)(C’) for all measurable ¢’ € X x R (shown in the next paragraph) and from an
application of Lemma 5.2 of Miller (2018).

8We denote by P the joint probability measure over infinite data sequences and parameters implied by this model.
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Proof of measurability. Let C' C X x R be measurable and let C'x denote its section at X € X.
Then for any k € N and § € ©F, by Fubini’s theorem we can write

6 go)(C) = /X /C feo) (Y | X)aY p(X)dX. (31)

By the compactness of X and the Gaussianity of the expert densities, fg(s)(Y | X) can be bounded
above by a function of Y (constant across X) that is integrable on R (e.g., a large enough multiple
of a Gaussian density with high enough variance). So the dominated convergence theorem and the
continuity of 6 — fg)(Y | X) for all (X,Y) € X x R imply the continuity (hence measurability) of
0 = 9ga ) (C) as a function on ©F. Therefore, this mapping is also measurable as a function on Oy,
and, as a consequence, it is measurable as a function on O (since the pre-image of a measurable
subset of R is a union of measurable subsets of ©1,0,, ..., and is thus measurable by Proposition
A.2 of Miller (2023)).

Proof of parameter identifiability. Choose § € O}, C O, 0 € O} C O such that 9a(o) =
gG(el)’ where

0= (041;',51'70]2',040;')? 1= (wjaOJOj)k': 1

0 = (O/lj’ﬁ;v aé)j)? 1= (wgvaé)j)k
By the identifiabilty assumption in the statement of the Theorem, this implies G(0) = G(¢'). By
the definition of O, we have w;j # wy and w;r # wy for all j # £ and j' # ¢ (with j,¢ € {1,...,k}
and j/, ¢ € {1,...,k'}). Moreover, the boundedness of A implies that all weights of G(#) and G(6")
are strictly positive and finite. This implies that k = k', (a1, ..., q) = (a()p(l)’ o ,a{)p(k)), and
(Wi, wg) = (w;(l), . 7u)"o(k,)) for some p € Ry,. Further, because wy < -+ < wp and wj < -+ < wy,
by the definition of O, it must be the case that p is the identity function, implying 6 = 0'. Therefore,
parameter identifiability holds on the restricted space ©

Application of Doob’s theorem on the restricted model. We have shown that the restricted
model in Equation (30) satisfies the conditions of Doob’s theorem. Therefore, there exists ©, C O
such that P(T'(8) € ©,) = 1 and the restricted model is consistent at all T(d,) € ©,. Equivalently,
for any neighborhood B C O, of T'(6,), we have P(T'(0) € B | (X;,Y;)P_,) — 1 a.5-93 (). NOW

define O, := (Jycy UpGRk( N ©y)[p]. Then, by Equation (29),

I1(6,) =PO cO,) =P(T(0) € O,) =1.

Implications for the unrestricted model. Let 6, € O, and define K* = K(0,). Let (X;,Y;) ~ s
0,1

9o, for i € N, and define B := {0 € Ouo : do. (0,T(0,)) < e} C Ok for e € (0,1). Observe that
UpGRK* Blp] C B(by,¢), where

B(by,€) = |J {0 € Ou :do.,(0,6:p]) <}

PER i+
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So by Equation (29),
(6 € B(6s) | (Xi,Yi)[oy) =P(0 € B(b,e) | (X3, Yi)iLy)

>2(0e | Bl (XYL

pPER K
=P(T(0) € B| (Xi,Y))l,)
—1 asn— oo,

a.s.—gg‘j(e*), since gg(o,) = 9a((0,)) and the restricted model is consistent at all T(0,) € O,. Finally,
consistency for the number of experts follows immediately from Equation (32), since € < 1 implies

B(H*,s) C ©KX" and therefore

(K = K* | (X;,Y)[L,) =P(0 € 05 | (X;,Y)))
P(6 € B(0.,¢) | (Xi,Y3)iy)
1

>
— as n — o0,

a.s.—gg‘j(e*)

A.7 Proof of Corollary 1

Note that

I|{GelJ9: dulge,g90+) = Ma/logn/n p | (X, Yi)iey

jEN

=> n({Ge%: dulgo.96-) = Ma/lognfn}y | (Xi, Yy ) UK = | (X3, Vo))
JEN

<11 ({G € % : dulgg96+) > Mai/logn/n } | (X;, Yoy
+I(K # K* | (X3, Y3)1),

where the second addendum asymptotically vanishes almost surely by Theorem 6, while the first
term can be dealt with exactly as in the proof of Theorem 2.

A.8 Proof of Proposition 1
Firstly, we expand equation gg(Y, X) = gg+ (Y, X) for almost every (Y, X) as follows:
i eXp(Oéoj + XTOQJ')

K
j=1 Zé:l eXp(QOZ + XTO[I()
K*

N | E(X, B)),07)

exp(ag; + XTozfj)

K*
o s exp(ag, + X Tag)

N(Y | E(X, 5)),0;7). (33)
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As the mixture of location-scale Gaussian distributions is identifiable (Teicher, 1963), it follows that
K = K* and

{ exp(a0j+XTOélj) : :jE[K]}Z{ eXp(&Sj_FXTO[L) ] 2j€[K]}7

K K*
> = explaoe + X Tang 2= explag, + X Tay,
for almost every X. Without loss of generality, we may assume that

exp(agj + X Teqj)  exp(ag; + XTC“L‘)
- * )
Yy explaoe + X Taw) Y00 exp(ag, + X Taj,)

for almost every X and for all j € [K]. Since the softmax function is invariant to translation, we
deduce ag; = ag; +to and aq; = af; + ¢, for some ¢p € R and ¢ € R? for all j € [K]. Thus, we
can rewrite Equation (33) as

Zexp (a0))F(Y|X; a1, 8,02 ) Zexp (i) F(Y[X; a1, 87,0 ), (34)

for almost every (Y, X), where we define F(Y|X; a1, ,02) := exp(X "a1)N(Y|E(X, B8),0?). Next,
we partition the index set [K] into m subsets Ji,Ja, ..., Jy, such that exp(ag;) = exp(ag;) for
any j,7* € J; and for i € [m]. Meanwhile, if j and j* are not in the same subset, then we let
exp(ao;) # exp(agj). Then, we rewrite Equation (34) as

ZZexp o)) F(Y|X; 15, 85,07) ZZexp o)) F(Y|X; 15, B}, 037),
i=1 jeJ; =1 j€J;
for almost every (Y, X). The above equation implies that
{(B(X,8;),03) : j € Ji} = {(B(X,5}),05) : j € Ji},

for almost every X for all ¢ € [m]. Since the expert function E is identifiable, it follows that
{(Bj 03 15 € Jiy ={(B},03?) : j € J;} for all i € [m]. As a result, we have

m m
G=2 D exp(00))0(ay 800 = D D P(0G; + 10)3(ag, 17,07 = Gl

i=1jeJ; i=1 jeJ;

Hence, the proof is completed.

B Experiment Details

This appendix details the experimental design and variational inference methodology used to generate
the model selection results presented in Section 6 of the main text.
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B.1 Black-Box Variational Inference Implementation

To fit the candidate models, we utilize a black-box variational inference (BBVI) framework across
all experiments.

Variational family: We specify a fully factorized (mean-field) Gaussian variational family Q
over the transformed parameter space. Specifically, we place Gaussian variational distributions over
the gating intercepts oy, gating slopes a1, regression coefficients 3, and the log-variances log o2. The
variational parameters p therefore consist of the means and log-standard-deviations for each of these
independent Gaussian distributions.

Optimization: The ELBO is maximized using a pathwise (reparameterization) gradient estima-
tor. During training, we draw standard normal samples € ~ A(0,1) and apply the location-scale
transformation (e.g., § = pg + eexp(logoy)) to obtain differentiable samples from the variational
posterior. We perform full-batch optimization using the Adam optimizer.

Hyperparameters and evaluation: Zero-mean Gaussian priors are placed on the gating and
regression parameters (with prior variances 7 = 7 = 73 = 10.0), alongside an Inverse-Gamma(2, 2)
prior for the expert variances. Upon completion of the optimization routine, the final ELBO for
each candidate model is estimated using 200 Monte Carlo samples from the optimized variational
posterior g,+. The model attaining the highest estimated ELBO is selected as the winner for that
simulation round.

B.2 Figure la experiment

For the first experiment, we simulate covariates uniformly from a two-dimensional square, X; ~
U(—1,1)2. The true gating mechanism assigns observations to the first expert if X;; > Xjo, and to
the second expert otherwise. Conditional on the expert assignment, the responses Y; are drawn from
a Gaussian linear regression model. The true parameters for the first expert are set to intercept
Bo,1 = 2.0, slopes f1,1 = [1.0, 1.O]T7 and variance 0% = 1.0. For the second expert, the parameters are
Bo,2 = —2.0, slopes 12 = [-1.0, —1.0]", and variance 03 = 2.0. This creates a sharp discontinuity
in the conditional mean surface.

We evaluate candidate models K € {1,2,3,4} across sample sizes n € {10, 25, 50,100}, running
50 independent replications per size. For this setup, the Adam optimizer is run for 50,000 iterations.
To ensure stable convergence, learning rates are tailored to each (n, K) pair, ranging from 0.0036 to
0.015.

B.3 Figure 1b experiment

For the more complex experiment, we increase the dimensionality to d = 6 and simulate covariates
uniformly, X; ~ U(—1,1)°. The true model relies on K* = 4 experts. The gating mechanism
is deterministic and assigns each observation based on the maximum value among the first four
covariates: Z; = argmaxycy 934} Xi k-

Conditional on the assignment Z; = k, the responses Y; are drawn from a Gaussian linear
regression model. The true intercepts alternate in sign, set to By = 2(—1)*=1. The slope vectors
B1,k are predominantly diagonal, with the k-th component set to 2(—1)*=1 while all components
are additionally perturbed by independent Gaussian noise N(0,0.22). The expert variances O']% are
linearly spaced between 1.0 and 2.0.

We evaluate this configuration across larger sample sizes n € {100,500, 1000,2000}, running
50 independent replications per size. Candidate models are extended to K € {1,...,6}. Due to
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the increased complexity and larger sample sizes, the Adam optimizer is run for 10,000 iterations
per model, and the base learning rates are scaled linearly with the sample size to ensure stable
convergence.

B.4 Table 1 experiment

We simulate n = 500 covariate vectors uniformly, X; ~ ¢(—1,1)?, and evaluate three combinations
of dimensionality and true expert counts: (d =2, K* =1), (d =2,K* =2), and (d = 4, K* = 3).
The gating assignments are determined by evaluating a set of linear logits, X;WW T + b. The weight
matrix W is strictly diagonal for the first K* dimensions, with W, ;. set to a predefined ‘separation’
constant. The biases are set to by = —0.2 X separation X k. The final expert assignment relies on
a hard-max over these logits: Z; = argmax (X;W " + b)x. We test two separation scales: 5.0 (low
sharpness, Table 1a) and 10.0 (high sharpness, Table 1b).

Conditional on the assignment Z; = k, the responses Y; are drawn from a Gaussian linear
regression model. The true intercepts are linearly spaced in [—2.0,2.0]. The slopes /31 j, are given by
a base diagonal value of 2(—1)¥~!, corrupted by independent Gaussian noise N'(0,0.32) across all
dimensions. The true variances are fixed at ai = 0.8 for all experts.

Candidate models evaluated range from K =1 to K = 7. BBVI is run for 4,000 iterations per
model (10,000 for models evaluated against the K* = 1 baseline to ensure adequate convergence).
The Adam learning rate is set to an adaptive schedule, 0.1 + 0.000015n + 0.001 K, with the exception
of the K* = 1 baseline models, which are fixed at a rate of 0.06. Each configuration is run over 100
independent replications.
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