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Abstract

Digital twins of natural systems must remain aligned with physical systems
that evolve over time, are only partially observed, and are typically modeled by
mechanistic simulators whose parameters cannot be measured directly. In such
settings, model adaptation is naturally posed as a simulation-based inference
problem. However, sparse and indirect observations often fail to identify a unique
and optimal calibration, leaving several simulator parameterizations compatible
with the available evidence. This article presents a GFlowNet-based approach to
model adaptation for digital twins of natural systems. We formulate adaptation
as a generative modeling problem over complete simulator configurations, so that
plausible parameterizations can be sampled with probability proportional to a
reward derived from agreement between simulated and observed behavior. Using
a controlled environment agriculture case study based on a mechanistic tomato
model, we show that the learned policy recovers dominant regions of the adap-
tation landscape, retrieves strong calibration hypotheses, and preserves multiple
plausible configurations under uncertainty.
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1 Introduction

Digital twins have become an important technology for the monitoring, prediction, and
control of complex systems, particularly in industrial and cyber-physical settings [1, 2].
More recently, the concept has also been extended to natural systems in domains such
as smart farming [3] and health sciences [4]. This extension raises distinct modeling
challenges. In natural systems, observations are often sparse, noisy, delayed, destruc-
tive, or costly to acquire, while uncertainty remains central throughout model updating
and downstream use [5].

In such settings, digital twin services rely on mechanistic simulators that encode
domain knowledge about the underlying physical, chemical, or biological processes.
Their usefulness depends on whether they remain consistent with the physical system
being twinned. This raises a model-adaptation problem: simulator parameterizations
must be updated so that simulated behavior remains credible in the target con-
text, for example under local environmental conditions, cultivar-dependent traits, or
configuration-specific responses. Because the objective is to infer parameter settings
from observed outputs rather than predict outputs from known parameters, this is
naturally an inverse problem. In digital twins of natural systems, however, sparse and
indirect observations often fail to identify a unique calibration. Several parameteriza-
tions may remain compatible with the same observed behavior, especially when many
parameters are not directly measurable [6].

This motivates the use of simulation-based inference, which addresses parameter
inference in simulator-based models when the likelihood is unavailable or intractable.
Candidate parameterizations can be proposed, instantiated in the simulator, and
evaluated through their discrepancy with observed trajectories without requiring
an explicit analytical likelihood. Within this setting, Generative Flow Networks [7]
(GFlowNets) are appealing because they learn reusable stochastic policies that gen-
erate complete configurations with probability proportional to a reward. This makes
them well suited to adaptation settings in which several high-quality parameteriza-
tions may remain plausible and should be preserved explicitly rather than collapsed
into a single fitted solution.

This article studies GFlowNet-based model adaptation in a digital twin setting
for greenhouse crop modeling, where a mechanistic tomato growth simulator [8] is
adapted to new observational contexts from sparse trajectories. The greenhouse set-
ting provides a useful testbed because it allows the approach to be analyzed first in
a fully enumerable regime, where all candidate parameterizations in the considered
search space can be evaluated exactly, and then in a larger regime where exhaus-
tive characterization is no longer feasible. The main contributions of this work are as
follows:

• We formulate mechanistic model adaptation in digital twins of natural systems as
a simulation-based inference problem, and position it as a dedicated service within
the digital twin lifecycle under sparse observations and structural non-identifiability.

• We introduce a generative adaptation mechanism based on GFlowNets that pre-
serves and samples multiple plausible simulator parameterizations, rather than
reducing adaptation to a single fitted calibration.
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• We report an empirical study on a smart farming model, examining candidate
retrieval, alignment with an enumerable target landscape, and the behavior of the
approach as the adaptation space becomes larger and less tractable.

The remainder of this article is organized as follows. Section 2 reviews digital
twins of natural systems and GFlowNets. Section 3 formulates model adaptation as a
simulation-based service within the digital twin lifecycle and introduces the require-
ments that guide our approach. Section 4 presents the proposed generative formulation
and its GFlowNet-based implementation. Section 5 showcases our results and discusses
their implications for the model adaptation service, Section 6 presents the related
works, and Section 7 concludes the paper.

2 Background

This section reviews the two main concepts framing our approach. We first introduce
digital twins of natural systems and the particular challenges they raise for model
adaptation under uncertainty. We then present GFlowNets as generative models for
structured spaces.

2.1 Digital twins of natural systems

Digital twins are virtual representations of physical systems that remain linked to
their real-world counterparts through data exchange and model updating, enabling
monitoring, prediction, and decision support [9]. Recent work in model-driven engi-
neering further distinguishes digital twins by the nature of the system being twinned,
separating engineered from non-engineered contexts and explicitly including biological
systems within the latter [10]. This distinction matters because moving from artifacts
whose structure is largely known by design to natural systems introduces forms of
variability, partial observability, and uncertainty that are not controlled in the same
way. Natural systems may evolve through phases such as plan, growth, life, and end-
of-life [10]. Across these phases, the digital twin must coordinate model artifacts,
contextual data, and downstream services while the underlying biological or environ-
mental system continues to change. Unlike many engineered systems whose relevant
structure is largely fixed by design, natural systems may vary substantially over time
as a result of development, environmental exposure, or management conditions. The
models embedded in the twin then cannot be treated as static artifacts calibrated once
and reused unchanged. They must remain suitable for the current lifecycle phase and
operating context of the physical system.

Digital twins for natural systems have recently gained attention in domains such as
ecology [11], and medicine [12]. In smart farming, they are commonly associated with
the integration of sensing, simulation, and data-driven services to support monitoring,
what-if analysis, and operational decision-making across greenhouses, fields, and live-
stock systems [13]. At the same time, the literature suggests that these systems remain
comparatively immature, and that robust predictive and prescriptive capabilities are
still limited in many practical deployments [14].
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Maintaining the twin involves more than synchronizing observations with a virtual
replica, it also requires updating the underlying models so that they remain suitable for
the current environmental context. This is especially difficult in natural systems, where
observations are often partial, noisy, delayed, destructive, or costly to obtain, and
where uncertainty propagates through both model updating and downstream decision-
making [15]. As a result, several model parameterizations may remain consistent with
the available evidence. Model adaptation is therefore more naturally viewed as an
inference problem over a set of plausible configurations than as a straightforward
search for a single fixed calibration.

2.2 GFlowNets

GFlowNets [16] are generative models designed for problems in which complete solu-
tions are constructed through a sequence of dependent decisions and where several
distinct high-quality solutions may all be relevant. Given a positive reward R(x)
defined over complete solutions x, a trained GFlowNet samples terminal objects with
probability proportional to a reward function, so that higher-reward solutions are
sampled more frequently while lower-reward alternatives retain proportionally smaller
but non-zero mass. They are therefore well suited to multimodal inference settings in
which the objective is not only to identify one good candidate, but also to represent
and sample multiple plausible ones.

Formally, a GFlowNet operates on a directed acyclic graph whose nodes represent
states, corresponding to partial objects under construction, and whose edges represent
actions that extend one state into another. An initial state encodes an empty or default
configuration, while terminal states correspond to complete candidate solutions. A
GFlowNet learns a forward policy over this construction graph such that terminal
objects are sampled in proportion to the reward. That is, for policy π(x):

π(x) ∝ R(x) (1)

The term flow refers to the propagation of probability mass through the graph
from the initial state toward terminal states, with training encouraging local transition
probabilities to induce this reward-proportional distribution over complete objects [7].

This reward-proportional sampling distinguishes GFlowNets from methods
designed to return a single optimum, such as gradient-based optimization or reward-
maximizing reinforcement learning. Rather than concentrating search around one
maximizer, GFlowNets learn a reusable policy whose sampling frequencies are cali-
brated to reward magnitudes across the entire solution space. This makes them useful
both in multimodal search problems and in settings where samples must be gener-
ated repeatedly without solving a new search problem from scratch each time. Such
uses have been reported, for example, in multi-objective optimization [17], posterior
approximation over graph structures in Bayesian structure learning [18], and amor-
tized inference for large language models [19]. These properties are directly relevant to
simulator adaptation. When observations are sparse and several parameterizations can
reproduce the observed trajectories with similar fidelity, the objective is not only to
identify a strong candidate, but also to represent and sample multiple plausible ones.
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In this sense, GFlowNets provide a natural bridge toward the generative adaptation
perspective developed in Section 4.

3 Simulation-based model adaptation in digital twins
of natural systems

This section positions model adaptation as a service within the lifecycle of a digital
twin of a natural system. We first situate this service with respect to the model
artifacts and downstream services that depend on it. We then describe the internal
simulation-based workflow through which candidate parameterizations are generated,
evaluated, and refined from observations collected in the target context. On this basis,
we finally identify the requirements that motivate the generative approach developed
in Section 4.

3.1 Model adaptation in the digital twin lifecycle

Because digital twins of natural systems are tied to physical systems that evolve
through phases such as plan, growth, life, and end-of-life [10], they must coordi-
nate model artifacts and services across that lifecycle. These artifacts include model
specifications, mechanistic simulators, configuration data, and contextual observations
collected from the physical system. On top of them, the twin supports services such
as monitoring, forecasting, what-if analysis, synchronization, and operational decision
support. In the setting considered here, the mechanistic simulator is a central artifact
because several downstream services depend on it as their behavioral model. As the
natural system evolves, the twin must maintain coherence between the current obser-
vations, the simulator configuration, and the services that consume it. This is where
model adaptation becomes necessary: not as an isolated calibration exercise, but as
the mechanism through which the simulator remains suitable for the current context
and lifecycle phase of the physical system.

Accordingly, model adaptation is best treated as a service within the digital twin
lifecycle rather than as a calibration step performed only once during initialization.
Its role is to take a base simulator together with contextual observations and produce
an adapted model configuration that can be consumed by downstream digital twin
services. In practice, this service maintains the operational relevance of the mechanistic
simulator as new evidence becomes available, operating conditions change, or the
natural system moves from one lifecycle phase to another.

Fig. 1 situates this service within the design and initialization phase of the digital
twin lifecycle, where a model specification and observations collected in the target con-
text are combined to produce an adapted model. This adapted model is then passed
to simulation services, including forecasting and what-if analysis, and ultimately sup-
ports downstream operational activities. The figure emphasizes that adaptation is not
an isolated preprocessing step, but a model-management service that sustains the link
between simulator specification, simulation, and use.

This role is especially important in natural systems, where the information required
to update the simulator is often incomplete [20]. Many simulator parameters cannot
be measured directly, while observations may be sparse, noisy, delayed, destructive,
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Fig. 1 Model adaptation as a service within the lifecycle of a digital twin for a natural system. During
design and initialization, the service combines a model specification with contextual observations
to produce an adapted simulator that can be consumed by downstream simulation and operational
services.

or costly to obtain. Moreover, similar observed trajectories may remain consistent
with several simulator parameterizations. For this reason, model adaptation is not
necessarily invoked continuously in real time. It may instead be triggered when new
observations become available, when the physical system enters a new lifecycle phase,
or when discrepancies between simulated and observed behavior indicate that the
current simulator is no longer adequate for the target context. Model adaptation is
thus a recurring service that supports the continued use of the simulator across the
lifecycle of the natural system.

3.2 Simulation-based model adaptation

Having situated model adaptation within the digital twin lifecycle, we now turn to the
internal workflow through which this service operates. In the present setting, adap-
tation is formulated as a simulation-based inference problem. Starting from a base
mechanistic simulator and observations collected in a target context, the service seeks
parameterizations whose simulated behavior remains consistent with the available evi-
dence. Here, the target context denotes the conditions under which the physical system
is observed and the simulator is intended to be used, for example a given growth stage,
environmental regime, or management setting.

Fig. 2 summarizes this workflow. The process begins from a base simulator that
has been calibrated on an original context. Candidate parameterizations are then
instantiated by the service and are then simulated to produce trajectories under the
target context. These simulated trajectories are compared with the observed trajec-
tories through a discrepancy measure that reflects adaptation quality. The resulting
scores are used to update a distribution over calibration hypotheses and to guide the
generation of subsequent candidates. Through repeated simulation and evaluation,
the service refines the set of plausible parameterizations and returns an adapted sim-
ulator configuration, or more generally a set of plausible adapted configurations, for
downstream use.
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Fig. 2 Simulation-based workflow of the model adaptation service. Starting from a base simulator
and observations collected in the target context, the service iteratively generates candidate param-
eterizations, executes the simulator, compares simulated and observed trajectories, and refines a
distribution over plausible calibration hypotheses. The resulting adapted simulator, or set of plausi-
ble adapted configurations, can then be consumed by downstream digital twin services.

This workflow is simulation-based because candidate hypotheses are assessed
through forward execution of the mechanistic simulator rather than through an explicit
analytical likelihood model [21]. This is well suited to the types of simulators consid-
ered here, where the relevant quantities can be generated by execution but the inverse
mapping from observations to parameters is unavailable in closed form. Here, the infer-
ence target is the simulator parameterization rather than the time-evolving hidden
state of a fixed model. The objective is to identify mechanistic parameter settings that
make the simulated trajectories consistent with the observed system behavior with
sufficient fidelity for downstream digital twin services.

This formulation highlights two consequences that motivate the remainder of the
paper. First, because observations constrain parameters only indirectly through simu-
lated behavior, adaptation must proceed through repeated hypothesis generation and
evaluation. Second, because the available evidence may remain insufficient to isolate
a unique calibration, the service must reason over a set of plausible configurations
rather than over a single fitted parameter vector. These observations motivate the
requirements introduced next.

3.3 Requirements of the model adaptation service

Model adaptation in digital twins of natural systems must proceed from partial and
indirect observations of the physical system. The data available for adaptation do not
consist of direct measurements of simulator parameters. Instead, they take the form
of observed outputs or trajectories, such as harvest, biomass accumulation, or other
aggregate metrics shaped by the joint action of multiple system configurations over
time. As these measurements reflect the combined effects of several interacting parame-
ters, they provide only indirect evidence about which internal simulator configurations
remain plausible. For example, a crop exposed to warmer daytime temperatures and
cooler nights may reach a similar observed harvest outcome as one exposed to a milder
but more stable temperature regime, even though the underlying trajectories differ.
Thus, the adaptation service must infer which parameterizations remain consistent
with the observed system behavior, rather than recover parameter values directly
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from the data. This inverse relation is often underdetermined: several distinct simu-
lator configurations may remain compatible with the same evidence, especially when
observations are sparse, aggregated, or restricted to a subset of system variables. We
identify two requirements that the model adaptation service must satisfy.

Requirement 1 (R1): Simulation-based model adaptation. During the
design phase of a digital twin of a natural system, model adaptation must remain
grounded in the mechanistic simulator that will support downstream digital twin ser-
vices. At this stage, the objective is not only to improve agreement with available
observations, but to establish a simulator configuration whose parameters remain
consistent with the model and whose behavior remains credible for subsequent use
in forecasting, what-if analysis, and decision support. This is particularly important
in natural-system models, where the effects of many parameters are correlated and
expressed through only partially observed dynamics. The contribution of any single
parameter may then be difficult to isolate, since measured outputs reflect the com-
bined action of several interacting processes over time. Under these conditions, direct
statistical inference of model parameters is unsuitable for adaptation. The service
must instead update its beliefs over plausible parameterizations through likelihood-
free methods such as simulation-based inference. Because these parameterizations are
evaluated through forward simulation of a mechanistic model, they preserve the inter-
pretability and internal consistency required for use in other digital twin services,
while keeping the model aligned with the twinned natural system.

Requirement 2 (R2): Preservation of plausible parameterizations. Model
adaptation in natural systems must avoid collapsing unresolved ambiguity into a sin-
gle calibrated solution. A single retained calibration may appear well supported while
masking other parameterizations that are equally consistent with the observed system
behavior, and better reflect the dynamics of the natural twin. Thus, the objective of
the adaptation service should not be limited to selecting one best-fitting configuration,
but should aim to preserve multiple plausible simulator parameterizations that remain
compatible with the target context. Making an early commitment to one model config-
uration would hide epistemic uncertainty that has not been resolved by the evidence.
In a digital twin, that uncertainty matters for downstream services, since forecasting,
what-if analysis, and decision support may depend on which plausible parameteriza-
tion is retained. Preserving several compatible parameterizations allows the twin to
quantify uncertainty over model adaptation and make it available to downstream ser-
vices, whose sensitivity to that uncertainty may differ across monitoring, predictive,
and prescriptive tasks.

Taken together, these requirements define adaptation not as the recovery of a single
calibrated parameter vector, but as the identification and maintenance of plausible
simulator configurations supported by observed system behavior. This view motivates
the generative approach developed in the next section.
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4 GFlowNet-based model adaptation

The previous section established two requirements for model adaptation in digital
twins of natural systems: adaptation must remain grounded in the mechanistic sim-
ulator, and it must preserve multiple plausible parameterizations when the available
evidence does not justify a unique calibration. We address these requirements by cast-
ing model adaptation as a generative modeling problem over simulator configurations.
Section 4.1 develops this perspective, Section 4.2 specializes it to GFlowNets, and
Section 4.3 presents the corresponding training and inference procedure.

4.1 Generative modeling for model adaptation

Standard simulation-based inference methods are often framed as posterior-estimation
problems: given observations, the objective is to recover a distribution over parameters
that is consistent with the simulator and the data. In the present setting, however, the
adaptation service must do more than characterize which parameter regions are plau-
sible. It must also produce complete simulator configurations that can be simulated,
compared, and subsequently used by downstream digital twin services. This becomes
particularly important when the relation between observed behavior and simulator
parameters is underdetermined, so that several disconnected or structured regions of
parameter space may remain plausible.

A generative modeling perspective addresses this need by shifting the objective
from posterior recovery to parameter generation. Here, generative modeling refers to
learning a model that can construct complete simulator configurations and sample
them from a distribution over plausible parameterizations. The mechanistic simulator
remains the object being adapted, and candidate configurations are still evaluated
through their simulated agreement with observations. The generative model therefore
does not replace the mechanistic structure with a purely statistical surrogate. Its role
is to represent and sample plausible simulator configurations in a form that preserves
uncertainty over adaptation while remaining directly usable for downstream digital
twin services.

Among generative models, GFlowNets are particularly well suited to the present
problem because they learn to construct structured objects while sampling them
approximately in proportion to a reward function. In the present setting, that reward
is derived from agreement between simulated and observed system behavior, which
makes GFlowNets a natural candidate for representing and exploring the space of
plausible simulator parameterizations.

4.2 GFlowNet model for parameter inference

Our GFlowNet defines a stochastic policy over the discrete space of candidate simula-
tor configurations, so that complete parameterizations are generated with probability
proportional to a positive reward. In the present setting, terminal states correspond
to complete simulator parameterizations, and the learned policy acts as a generative
adaptation mechanism over mechanistic model configurations. The resulting object
is not a single calibrated parameter vector, but a sampler over plausible simulator
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parameterizations whose probabilities are shaped by agreement with observed system
behavior.

Let X denote the discrete space of simulator configurations induced by the pertur-
bation scheme used for model adaptation. Each terminal state x ∈ X corresponds to
a complete parameterization θ(x) obtained from a reference configuration θ0 through
a sequence of bounded perturbations. A non-terminal state st represents a partial
construction after t decisions, and a trajectory

τ = (s0, a1, s1, . . . , aT , sT = x) (2)

corresponds to the sequential construction of one full simulator configuration. In the
setting considered here, actions are defined over mutually exclusive parameter groups,
and each action applies a discrete perturbation to one group. Parameter inference is
thus formulated as a structured parameter-set construction problem.

The learnable space induced by this construction is illustrated in Fig. 3. Rather
than selecting a complete simulator parameterization in a single step, the GFlowNet
constructs it sequentially through a series of decisions over parameter groups. Partial
states correspond to intermediate configurations in which only a subset of decisions has
been made, whereas terminal states correspond to complete simulator parameteriza-
tions. This sequential construction defines the space explored by the adaptation policy.
During training, probability mass is progressively concentrated along branches that
lead to higher-reward parameterizations, while alternative branches remain accessible
when they also correspond to plausible mechanistic configurations.
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Fig. 3 Structured learnable space induced by the GFlowNet adaptation process. Starting from an
initial state, the policy constructs a complete simulator parameterization through sequential deci-
sions over parameter groups. Intermediate nodes represent partial configurations, and terminal nodes
represent complete parameterizations.

Let C = {1, . . . , C} denote the set of observational contexts used for adaptation,
and let yobs

c denote the observations associated with context c ∈ C. For a candidate
configuration x, the mechanistic simulator M produces

M(θ(x), c) 7→ ysim
c (x) (3)

More precisely, let θt denote the current parameterization after t group-level deci-
sions, with initial state θ0 equal to the reference configuration. For a decision taken at
cycle c on group gt with action at, each affected parameter p is updated according to

θt+1,p = clip
(
θt,p + ηc · sf · signat,p(x) · (up − lp), lp, up

)
. (4)

where sf ∈ (0, 1] is the step fraction, signat,p(x) ∈ {−1, 0,+1} encodes the direction
of the perturbation prescribed by the selected group–action pair for parameter p,
and (lp, up) are the admissible bounds of parameter p. The operator clip(·, lp, up)
ensures that updated values remain within the valid parameter range. Parameters for
which signp(x) = 0 remain unchanged. In the multi-cycle setting, the effective update

magnitude is annealed across cycles through ηc = 2−(c−1), so that later passes refine
earlier decisions more conservatively. Repeated application of this update rule over
the ordered parameter groups yields the complete simulator parameterization θ(x)
associated with terminal state x.
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Adaptation quality is evaluated jointly across contexts rather than from a single
trajectory. Thus, we define the contextual discrepancy

ℓc(x) = D
(
ysim
c (x),yobs

c

)
(5)

where D(·, ·) denotes the trajectory-level discrepancy used for calibration. In practice,
D is computed from normalized residuals so that variables or time points with larger
magnitudes do not dominate the adaptation criterion purely because of scale. The
resulting contextual loss vector is

ℓ(x) =
(
ℓ1(x), . . . , ℓC(x)

)
(6)

which summarizes how well one simulator configuration agrees with the observations
in each context.

A difficulty in this setting is that raw contextual losses can be highly heterogeneous.
Some contexts are systematically easier to fit than others, and the scale of the dis-
crepancy may vary substantially across contexts and across the explored state space.
If used directly, these differences can make the reward either too flat or overly concen-
trated, which weakens the ability of the GFlowNet to preserve meaningful diversity. To
regularize this effect, each contextual loss is normalized through empirical quantiles:

ℓ̃c(x) =
ℓc(x)− q

(c)
lo

q
(c)
hi − q

(c)
lo + ε

(7)

where q
(c)
lo and q

(c)
hi denote lower and upper quantiles estimated from the distribution of

losses in context c, and ε > 0 avoids numerical instability. The normalization in Eq. (7)
makes contextual losses more comparable and makes reward shaping less sensitive to
context-specific scale effects.

Robustness across contexts is then incorporated directly into the adaptation cri-
terion. Rather than aggregating the normalized losses in Eq. (7) by a simple mean
alone, we sort them in decreasing order,

ℓ̃(1)(x) ≥ ℓ̃(2)(x) ≥ · · · ≥ ℓ̃(C)(x) (8)

and define a tail-sensitive score over the K worst contexts:

Ltail(x) =
1

K

K∑
j=1

ℓ̃(j)(x) (9)

The overall adaptation loss is then written as

L(x) = (1− λ)
1

C

C∑
c=1

ℓ̃c(x) + λLtail(x) (10)
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where λ ∈ [0, 1] controls the importance of robustness to hard contexts.
Eq. (10) makes the adaptation objective tail-risk-sensitive. That is, parameteriza-

tions are favored not only for good average fit, but also for avoiding poor performance
on the worst-performing contexts [22]. This is useful here because digital twin models
may need parameterizations that remain credible across several operating conditions
rather than configurations that perform well only on average. This makes model
adaptation more robust to parameterizations that perform poorly on a subset of
contexts.

Following the standard GFlowNet formulation, the terminal reward defines a posi-
tive unnormalized target distribution over complete parameterizations. We instantiate
this target in Boltzmann form from the contextual loss in Eq. (10):

R(x) = exp
(
−β L(x)

)
(11)

so that parameterizations with lower risk receive exponentially higher reward, and
β > 0 controls how strongly probability mass is concentrated around them.

Under this construction, the GFlowNet learns to sample complete parameteriza-
tions with frequency proportional to the reward in Eq. (11). This proportionality
biases sampling toward the best-performing regions of the reward landscape, while still
assigning probability mass to alternative plausible configurations according to their
relative quality.

This formulation differs from point calibration in a crucial way: the objective is not
to identify one parameterization that minimizes a global discrepancy, but to learn a
generative policy over complete mechanistic configurations whose sampling probabili-
ties reflect both fit and robustness across contexts. In this way, the GFlowNet satisfies
R1 by keeping inference grounded in the mechanistic simulator, while operationalizing
R2 through explicit generation of multiple plausible simulator configurations.

4.3 Training and inference procedure

Training proceeds by repeatedly sampling trajectories in the GFlowNet state space,
evaluating the terminal parameterizations reached by those trajectories, and updating
the forward policy so that terminal sampling frequencies align with the reward-defined
target distribution. For a terminal state x, this requires simulating the mechanistic
model across the observational contexts in Eq. (3), computing the contextual dis-
crepancies in Eq. (5), normalizing them according to Eq. (7), and aggregating them
into the tail-risk-sensitive adaptation loss defined in Eqs. (9) and (10). The resulting
score is then transformed into the terminal reward through the Boltzmann construc-
tion in Eq. (11). Simulator execution is the most expensive component of the training
pipeline, since it provides the trajectory-level evidence from which terminal reward is
constructed.

Depending on the size of the terminal state space, reward construction can be
handled in two ways. When the set of complete parameterizations is small enough to
enumerate, simulator outputs, contextual losses, and terminal rewards can be com-
puted offline and cached for all terminal states. In larger settings, these quantities are
obtained on demand when terminal states are encountered during training. In both
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cases, the optimization problem remains the same: the GFlowNet is trained so that its
terminal distribution matches the reward-induced target distribution over complete
simulator configurations.

Let PF (τ) and PB(τ) denote the forward and backward trajectory probabilities
associated with a complete construction trajectory τ in Eq. (2), ending in terminal
state x. The model is trained with the trajectory balance objective [23], which relates
trajectory probabilities and terminal rewards through

logZ + logPF (τ)− logPB(τ) ≈ logR(x), (12)

where Z is the normalizing constant of the target distribution. In practice, training
minimizes the squared trajectory balance residual associated with Eq. (12) over sam-
pled trajectories. In the discrete perturbation setting considered here, the construction
graph is a tree, since each complete parameterization is reached by a unique sequence
of decisions. Each non-initial state has a single parent, which makes the backward
policy deterministic. As a result, PB(τ) is fixed and resolves to one, thus no learned
backward policy is required. The training signal is determined solely by the forward
construction policy, the terminal reward in Eq. (11), and the learned normalizing
constant.

Operationally, this separates offline adaptation from deployment-time sampling.
During the design or update phase, observations from the target context are used
to construct the reward landscape and train the GFlowNet, so that the mechanistic
simulator remains consistent with the target system in accordance with R1. Once
training is complete, the learned policy can be queried at low cost to generate multiple
plausible parameterizations on demand, which supports R2 by making uncertainty
over model adaptation available to downstream digital twin services without repeating
the full adaptation procedure.

5 Evaluation

To assess the proposed generative model adaptation mechanism, the experimental
study is organized around the following research questions:

• RQ1 - Mode Discovery: to what extent can the proposed GFlowNet recover
distinct high-quality regions of the adaptation landscape, thereby enabling the
generation of diverse and plausible simulator parameterizations under sparse
observations?

• RQ2 - Retrieval Performance: how effectively does the proposed approach
retrieve strong adaptation hypotheses, and how does it compare with baseline search
methods under matched simulator-evaluation budgets?

• RQ3 - Scalability: how does the proposed approach behave as the adaptation
problem moves from an enumerable regime to larger and more computationally
demanding settings, and what practical limitations emerge for real-system model
adaptation?

The rest of this section is organized as follows: Section 5.1 presents the case studied
in our experiments, Section 5.2 details our experimental setup, Section 5.3 showcases
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our results, Section 5.4 discusses the relevance of our approach to the requirements
presented in Section 3.3, and Section 5.5 describes threats to validity.

5.1 Case Study

Controlled environment agriculture refers to crop production systems in which key
environmental variables such as temperature, light, humidity, CO2, irrigation, and
nutrient supply are actively regulated in order to shape plant development and resource
use. Greenhouse horticulture is one of the most established forms of Controlled envi-
ronment agriculture, and it provides a particularly relevant setting for model-based
reasoning because crop performance emerges from the interaction between biologi-
cal processes and tightly managed climate-control strategies. Controlled environment
agriculture has also been recognized as a relevant setting for digital twin develop-
ment, where models, observations, and decision-support services must be combined
in a coherent operational framework [24]. These characteristics make greenhouse pro-
duction an informative application domain for the present work: it is mechanistically
rich, operationally data-intensive, and representative of the broader class of natural
systems for which digital twins must integrate heterogeneous models and observa-
tions [3]. Recent reviews further suggest that smart farming remains a useful testbed
for studying such model-based digital twin mechanisms in practice [25].

The empirical study is based on data from the second edition of the Autonomous
Greenhouse Challenge, conducted in six high-tech glasshouse compartments at the
Wageningen Research Centre in Bleiswijk, The Netherlands [26]. The production cycle
spans approximately six months and concerns cherry tomato cultivation of cultivar
Axiany. Five compartments were operated remotely by multidisciplinary international
teams, while a sixth compartment was managed manually by commercial Dutch grow-
ers and used as a reference. The objective of the challenge was to maximize net
profit by balancing production and fruit quality against resource consumption, includ-
ing water, nutrients, heating, electricity, and CO2. For the purposes of the present
study, we use the subset of the challenge data that is relevant to simulator adapta-
tion, namely production data and environmental measurements collected under the
different greenhouse control strategies.

This dataset is well suited to the present study because it exposes the adaptation
mechanism to several observational contexts generated under different control policies.
From the perspective of simulator calibration, each compartment provides a distinct
realization of the same crop-production process under a different management regime.
The inference problem is therefore not to match a single trajectory in isolation, but to
identify simulator parameterizations that remain compatible with multiple observed
trajectories collected under heterogeneous operating conditions. This setting is closely
aligned with the motivation of the paper: sparse and noisy observations may support
several plausible mechanistic explanations, so a useful adaptation mechanism should
support not only good fit, but also the recovery of multiple strong hypotheses.

The mechanistic simulator used in our study is derived from the tomato yield
model of Vanthoor et al., originally developed for model-based greenhouse design [8].
The model describes tomato production as a function of indoor climate, with particu-
lar emphasis on the effects of temperature, light, and CO2 concentration on yield. Its
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internal structure is organized around a carbohydrate buffer that mediates assimilate
allocation to fruits, leaves, and stems, while temperature-dependent growth inhibition
functions account for both instantaneous and mean temperature effects on crop pro-
duction. This makes it a suitable mechanistic basis for the present experiments: the
model remains physiologically interpretable, yet can be simulated repeatedly under
many candidate parameterizations.

5.2 Experimental Setup

This subsection describes the calibration problem, the compared methods, and the
evaluation protocol used throughout the empirical study. The experiments are designed
to assess the three research questions introduced above, namely mode discovery,
retrieval performance under matched simulator-evaluation budgets, and scalability as
the adaptation space becomes too large for exhaustive analysis.

5.2.1 Crop Simulator and Observation Protocol

In the present study, adaptation is carried out over six observational contexts, each
corresponding to one greenhouse compartment from the dataset introduced in the case
study. For each candidate parameterization, the simulator is executed independently
on all six observed contexts. The resulting simulated trajectories are compared with the
corresponding observations. Rather than matching the full simulated time series, the
adaptation signal is constructed from a finite set of observation points extracted from
each trajectory. These points are concentrated near the end of the simulation horizon,
where accumulated differences between parameterizations become most informative
for the crop-production variables of interest. In practice, the observations correspond
to crop yield dry mass measured according to the greenhouse collection schedule,
namely once every two weeks.

The six context-specific discrepancies are then combined into the contextual loss
defined in Section 4.2. A parameterization is considered good only to the extent
that it provides coherent agreement across the full observation set rather than fitting
one context in isolation. This makes the adaptation problem more constrained than
single-trajectory fitting while preserving the possibility that several distinct parame-
terizations remain plausible under sparse observations. The rationale is that adapted
simulator parameters should capture crop-growth variation across contexts rather than
overfit a single greenhouse trajectory.

5.2.2 Parameter Grouping and Search-Space Construction

Calibration is performed by perturbing a baseline simulator parameterization rather
than by estimating all simulator parameters freely and independently. The chosen
baseline parameterization corresponds to the parameters derived by Vanthoor et al. [8]
for their model. The adjustable parameters are organized into five mutually exclu-
sive groups obtained from a physically motivated functional decomposition. More
specifically, this decomposition follows a physical interpretation of the growth process
encoded by the simulator: incoming radiation first interacts with the canopy, which
affects canopy temperature, absorption, and subsequent physiological processes that
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Order Group #
Params.

Possible perturbations Vanthoor model parameters

1 Leaf and canopy
geometry

3 none, increase,
decrease

LAI max, SLA, n plants

2 Photosynthetic
potential

9 none, increase,
decrease,
higher sensitivity,
lower sensitivity

J max leaf, Jpot activation,
Jpot deactivation, Jpot entropy,
alpha, deg curv elec transport,
Tcan CO2 comp point,
CO2 air stomata, net ass rate

3 Temperature inhi-
bition

8 none, shift warm,
shift cold,
widen optimum,
narrow optimum

k sw min Tcan, s min Tcan,
k sw max Tcan, s max Tcan,
k sw min Tcan24, s min Tcan24,
k sw max Tcan24, s max Tcan24

4 Temperature and
development

7 none, increase,
decrease,
higher sensitivity,
lower sensitivity

bias g Tcan24, slope g Tcan24,
TS start, TS end, c dev1, c dev2,
r fruit Set

5 Biomass growth
and maintenance

12 none,
more fruit growth,
more veg growth,
lower resp cost,
higher resp cost,
higher sensitivity,
lower sensitivity

G max, c fruit growth,
c leaf growth, c stem growth,
c fruit maintenance,
c leaf maintenance,
c stem maintenance,
Q 10 maintenance, rg fruit, rg leaf,
rg stem, c rgr

Table 1 Grouped model parameters used to construct the discrete adaptation space. Each group
is associated with a finite set of canonical perturbations that define coordinated updates over the
parameters in that group. The grouping follows the ordered decomposition implemented in the
perturbation scheme, from canopy-level traits to biomass growth and maintenance.

ultimately determine growth and yield. The groups are defined so that each one corre-
sponds to a coherent component of this progression rather than to an arbitrary subset
of coordinates. As a result, perturbations correspond to coherent model modifications
rather than arbitrary coordinate changes. Table 1 summarizes this grouping.

This grouping serves two purposes in the experiments. First, it preserves inter-
pretability by ensuring that each decision can be related to a meaningful component of
the mechanistic model. Second, it induces a structured discrete search process in which
complete parameterizations are built progressively through a sequence of group-level
perturbations. Each state in the search process represents a partially specified sim-
ulator parameterization. Starting from a reference configuration, an action applies a
discrete perturbation to one parameter group and updates the current model instance
accordingly. Because the groups are mutually exclusive, each decision modifies exactly
one component of the decomposition and does not overlap with the effects of previ-
ous decisions on other groups. A terminal state corresponds to a complete calibration
candidate obtained after all required group-level perturbations have been assigned.

Several state-space configurations are considered in order to study both calibra-
tion quality and scalability. In the smallest configuration, each parameter group is
perturbed once, yielding an enumerable state space of 2625 terminal states. We refer
to this baseline as the 1-cycle setting. This makes it possible to precompute the com-
plete calibration landscape and to compare the learned GFlowNet distribution against
the exact reward-defined target distribution. Larger configurations are obtained by
allowing repeated perturbation cycles over the same five groups. This preserves the
grouped construction principle while increasing the combinatorial size of the terminal-
state space, eventually reaching a regime in which exhaustive enumeration is no longer
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feasible. In the experiments, this larger regime is represented by a 2-cycle setting with
4.8 × 106 possible states, and is used to assess the scalability and limitations of our
proposed approach under more demanding combinatorial state-spaces.

5.2.3 Compared Methods and Implementation Details

The primary method under study is a GFlowNet trained over the grouped discrete
perturbation space described above. The forward policy is implemented as a multilayer
perceptron with three hidden layers of width 256 and is trained with the trajectory
balance objective. Optimization uses a learning rate of 5× 10−4. Because the grouped
construction graph is a tree, each terminal state is reached by a unique action sequence,
so the backward trajectory probability is fixed to 1 and no learned backward policy is
required.

The reward used for training follows the formulation introduced in Section 4.2.
For each terminal state, the simulator is evaluated independently on the six obser-
vational contexts, the resulting contextual discrepancies are quantile-normalized, and
the normalized losses are aggregated into the tail-risk-sensitive adaptation loss L(x).
In the present experiments, the tail component Ltail(x) is defined from the two worst-
performing contexts, and the robustness weight is fixed to λ = 0.25. Terminal reward
is then obtained through the Boltzmann construction R(x) = exp(−βL(x)), so that
the concentration of probability mass around low-loss regions is controlled by the
parameter β.

Two experimental factors are varied systematically. The first is the grouped per-
turbation magnitude, controlled through the step fraction, for which we consider
sf = 0.15 and sf = 0.3, corresponding respectively to finer and coarser grouped
moves in parameter space. The second is the reward concentration parameter β. In
the 1-cycle setting, we evaluate β ∈ {2, 4, 8}. In the 2-cycle setting, we retain the best
1-cycle value, β = 4, since a full ablation becomes prohibitively expensive once simu-
lator evaluations are no longer cached. For repeated perturbation cycles, the effective
perturbation magnitude is annealed across cycles by halving the update size at each
pass over the parameter groups. This preserves the grouped construction principle
while allowing later cycles to refine earlier decisions more conservatively.

Training budgets are adjusted to reflect the computational difference between the
enumerable and non-enumerable settings. In the 1-cycle setting, the full reward land-
scape can be precomputed and cached, so training scales well and could in principle be
extended further; in practice, models are trained for 1000 steps with a batch size of 16.
In the 2-cycle setting, simulator evaluations become the main bottleneck, so training is
limited to 2000 steps as a compromise between convergence and wall-clock cost. This
larger setting is therefore used not only to test scalability, but also to expose the prac-
tical limits of the current adaptation mechanism under realistic simulation-evaluation
constraints.

Two baseline search methods are used for comparison. The first is random search
over the same grouped discrete perturbation structure as the GFlowNet. The second
is Optuna’s Tree-structured Parzen Estimator [27, 28] (TPE) adapted to the same
grouped discrete search space. TPE was chosen as a strong adaptive baseline because
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it performs well in structured discrete optimization and provides a competitive alter-
native to unguided exploration, as it was designed for structured discrete spaces. For
retrieval comparisons, methods are evaluated under budgets that reflect the com-
putational regime being studied. In the enumerable 1-cycle setting, comparisons are
made under matched sampling budgets, since accounting for GFlowNet training cost
would allow adaptive baselines to cover a large fraction of the finite search space
directly. In the 2-cycle setting, where simulator evaluation becomes the dominant bot-
tleneck, methods are compared under matched simulator-evaluation budgets to assess
scalability.

5.3 Results

This subsection reports the empirical results with respect to the three research ques-
tions introduced in Section 5. We begin with mode discovery in the enumerable 1-cycle
regime, where the exact reward landscape makes it possible to compare the learned
GFlowNet distribution against the target landscape and its dominant basins. We
then examine retrieval performance under fixed budgets through ranked distributional
comparisons, top-k recovery, and best-so-far behavior. Finally, we turn to the larger
2-cycle regime, where exhaustive analysis is no longer feasible and evaluation focuses
instead on retrieval quality, diversity among strong retrieved candidates, and qualita-
tive agreement with the observed trajectories. Together, these results assess whether
the proposed generative adaptation mechanism can recover high-quality regions of
the adaptation space, retrieve strong calibration hypotheses, and remain useful as
simulator-evaluation costs increase.

5.3.1 Mode discovery

RQ1 examines whether the proposed GFlowNet recovers distinct high-quality regions
of the adaptation landscape, thereby enabling the generation of diverse and plausible
simulator parameterizations under sparse observations. This question is studied in the
enumerable 1-cycle regime, where the exact reward landscape is available and can be
used as ground truth. We focus here on the representative setting β = 4, and compare
two step fractions, sf = 0.15 and sf = 0.3, in order to show how the structure of the
adaptation landscape changes with the granularity of the grouped perturbations.
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(a) Exact target distribution,
sf = 0.15

(b) Mean GFlowNet
distribution, sf = 0.15

(c) Mass difference, sf = 0.15

(d) Exact target distribution,
sf = 0.3

(e) Mean GFlowNet
distribution, sf = 0.3

(f) Mass difference, sf = 0.3

Fig. 4 Mode-discovery analysis in the enumerable 1-cycle setting for β = 4 under two step fractions.
Panels (a)–(c) correspond to the finer perturbation regime sf = 0.15, while panels (d)–(f) correspond
to the coarser regime sf = 0.3. In each row, the left panel shows the exact target distribution, the
middle panel shows the mean GFlowNet terminal distribution across seeds, and the right panel shows
the difference between the two.

Fig. 4 compares the exact target distribution, the mean GFlowNet terminal distri-
bution across seeds, and the corresponding mass difference for the two step fractions.
In both settings, the learned policy recovers the overall structure of the exact target
distribution and places mass on the same dominant high-reward regions. We observe
that the GFlowNet tends to concentrate slightly more mass on the highest-reward
areas of the landscape, while assigning less mass to lower-reward states. This effect
is limited in the sf = 0.15 setting, where the target landscape is largely dominated
by a single basin, and remains localized in the sf = 0.3 setting, where the landscape
becomes genuinely multimodal. Overall, the learned distribution closely tracks the
exact target while exhibiting a mild preference for its most rewarding regions.
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(a) Basin map for sf = 0.15, β = 4 (b) Basin map for sf = 0.3, β = 4
Fig. 5 Comparison of basin structure in the enumerable 1-cycle setting for β = 4 under two step
fractions. Basins are obtained from the exact enumerable landscape by assigning each terminal state
to the local mode reached by ascent on the full 1-cycle neighborhood graph. The projected maps
show, for each displayed cell, the dominant basin contributing the largest share of mass in that region.

Modes are showcased more explicitly in Fig. 5. Here, basins are not defined directly
in the projected heatmaps. Instead, they are obtained from the exact enumerable 1-
cycle landscape by representing terminal states as a neighborhood graph and assigning
each state to the local mode reached by repeated ascent toward higher target prob-
ability. Basin mass is then obtained by summing the probability mass of all member
states assigned to that mode. The basin comparison shows that the finer step frac-
tion yields a landscape dominated by a single basin, whereas the coarser step fraction
reveals four dominant basins. This difference helps explain why the sf = 0.3 setting
is the most informative one for evaluating mode discovery.

(a) Basin masses for
sf = 0.3, β = 2

(b) Basin masses for
sf = 0.3, β = 4

(c) Basin masses for
sf = 0.3, β = 8

Fig. 6 Comparison of probability mass assigned to the dominant target basins in the enumerable
1-cycle setting for sf = 0.3 under three reward sharpness settings. From left to right, the panels show
β = 2, β = 4, and β = 8.

The basin-level comparison in Fig. 6 shows that the proposed approach consis-
tently recovers the dominant target modes across all three reward sharpness settings.
In other words, mode discovery is not restricted to a particular choice of β. The overall
concentration of probability mass across the principal basins remains broadly simi-
lar from β = 2 to β = 8, which suggests that changing the reward sharpness has
only a limited effect on the basin-level allocation itself. What remains stable across
these settings is that the GFlowNet places mass on the same dominant basins as the
exact target distribution, rather than collapsing onto a single optimum or dispersing
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mass arbitrarily. This provides further evidence that the learned policy captures the
principal mode structure of the adaptation landscape.

Taken together, these results show that the proposed approach preserves multiple
plausible high-quality parameterizations rather than collapsing onto a single solution.
This is especially clear when the grouped perturbation space induces a genuinely multi-
modal target distribution, as in the sf = 0.3 setting, where the GFlowNet recovers the
dominant basins of the exact landscape. In that sense, these results provide evidence
for R2: the learned policy does not merely identify one strong calibration, but main-
tains several plausible regions of the parameter space from which diverse simulator
configurations can be sampled.

5.3.2 Retrieval performance

RQ2 investigates whether the learned GFlowNet policy is useful not only as a gener-
ative model of the adaptation landscape, but also as a practical retrieval mechanism
for high-quality simulator parameterizations. This question is again studied in the
enumerable 1-cycle regime, where the exact target distribution is available and can
be used as a reference. We evaluate retrieval from two complementary perspectives.
First, we compare the ranked probability profiles induced by the learned and exact
distributions in order to assess whether the GFlowNet preserves the global allocation
of mass across terminal states. Second, we measure retrieval quality directly through
top-k recovery, best-so-far performance, and qualitative overlays against the observed
dry-mass measurements.

(a) sf = 0.15, β = 2 (b) sf = 0.15, β = 4 (c) sf = 0.15, β = 8

(d) sf = 0.3, β = 2 (e) sf = 0.3, β = 4 (f) sf = 0.3, β = 8
Fig. 7 Probability-rank comparison between the exact target distribution and the learned GFlowNet
distribution in the enumerable 1-cycle setting under two step fractions and three reward sharpness
settings. In each panel, states are ordered by decreasing probability and the ranked profiles of the
two distributions are compared directly.
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Fig. 7 shows that the learned distribution remains closely aligned with the ranked
probability structure of the exact target distribution across all six settings. This indi-
cates that the GFlowNet preserves not only the dominant modes identified in RQ1, but
also the broader allocation of mass across high-quality terminal states. For sf = 0.15,
this agreement is strong for all three values of β, and the learned distribution closely
matches the exact target distribution. For sf = 0.3, the match becomes less exact,
which suggests that the learned normalization constant Z shifts the overall allocation
of probability mass. However, even in that case the proportionality to the underlying
reward landscape is preserved. The ranked comparisons show that the learned policy
remains globally consistent with the exact target distribution, with the main devia-
tions appearing at the level of normalization rather than in the ordering of high-quality
states. As a result, the highest-scoring candidates receive more probability mass under
the learned distribution than they would under the exact target landscape, and are
therefore sampled more often.

(a) sf = 0.3, β = 2 (b) sf = 0.3, β = 4 (c) sf = 0.3, β = 8
Fig. 8 Recovery of unique target top-k states in the enumerable 1-cycle setting for the multimodal
sf = 0.3 regime under three reward sharpness settings.

This distributional agreement is reflected in retrieval behavior. Fig. 8 measures how
many distinct target top-k states are recovered by each strategy in the representative
multimodal sf = 0.3 setting. Across all three β values, the GFlowNet consistently
recovers more unique target top-k states than the competing methods. By contrast,
the tree-structured Parzen estimator (TPE) recovers little or none of the exact target
top-k set in this setting, while random search recovers only a limited number of top
states at larger k. This is important because it shows that the learned distribution is
not merely similar to the target in aggregate. It is also useful in practice for retrieving
states that belong to the exact high-quality subset of the landscape.
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Fig. 9 Retrieval performance in the enumerable 1-cycle setting for sf = 0.3 and β = 4. The left
panel reports the best-so-far optimality gap, while the right panel reports the corresponding reward
of the best-so-far state. Curves are aggregated across seeds.

The retrieval curves in Fig. 9 provide a budget-aware view of the same phenomenon
in the representative multimodal setting sf = 0.3, β = 4. In this setting, the GFlowNet
reaches strong configurations rapidly and remains competitive throughout the evalu-
ation budget. At the same time, random search also performs surprisingly well. This
should be interpreted jointly with Fig. 7. The target distribution in this setting remains
relatively flat, so many terminal states have similar losses. Combined with the size of
the enumerable state space, this makes strong configurations comparatively easy to
encounter by uninformed sampling alone, which in turn favors random search in the
retrieval curves. The idea is not that random search reveals useful structure in the
landscape, but that the learned policy remains competitive even in a regime where
the landscape offers a comparatively weak separation between strong and mediocre
candidates.
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(a) Best-state overlay for sf = 0.15, β = 4

(b) Best-state overlay for sf = 0.3, β = 4
Fig. 10 Best-state overlays in the enumerable 1-cycle setting for the representative β = 4 case
under two step fractions. For each team, observed dry-mass measurements are compared against the
trajectories produced by the best retrieved state of each method and by the initial configuration.

Finally, Fig. 10 reconnects the retrieval results to the controlled environment agri-
culture setting. Rather than evaluating states only through ranked probabilities or
loss values, these overlays show how the best configurations retrieved by each method
reproduce the observed dry-mass measurements across teams. In both settings, the ini-
tial configuration remains clearly misaligned with the observations, while the retrieved
states move the simulator trajectories toward the measured behavior. At sf = 0.15,
the differences between retrieved trajectories remain relatively modest, whereas the
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sf = 0.3 setting makes the contrast clearer: the retrieved configurations remain much
closer to the observations than the initial state, while the adaptive baseline tends
to overshoot cumulative dry mass more strongly. In that sense, the figure provides
an interpretable bridge between state-space retrieval quality and the physical-system
trajectories that motivate adaptation.

Taken together, these results show that the learned policy is not only capable
of reproducing the dominant structure of the target distribution, but is also useful
as a retrieval mechanism for strong simulator parameterizations. The close agree-
ment in ranked probability profiles, the repeated recovery of target top-k states, and
the improved best-so-far performance all indicate that the GFlowNet supports R1
in practice: it remains sufficiently grounded in the adaptation landscape to retrieve
parameterizations that are well aligned with the observations. At the same time,
because this retrieval performance is achieved through a learned distribution rather
than through a single deterministic calibration, the approach satisfies R2.

5.3.3 Scalability

RQ3 explores how the proposed approach behaves when the adaptation problem is
scaled beyond the enumerable 1-cycle regime. To study this question, we consider the
2-cycle setting, where the number of reachable terminal configurations increases sub-
stantially and the exact target distribution is no longer available. In this regime, the
evaluation focuses on retrieval quality, diversity among the strongest retrieved candi-
dates, and qualitative agreement with the observed trajectories rather than on exact
distributional fidelity. We restrict the analysis to β = 4. This choice was motivated by
the need to keep the reward landscape smooth enough to remain conducive to learning
while still sharp enough to retrieve high-reward samples.
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(a) Equal-budget comparison for sf = 0.15, β = 4

(b) Equal-budget comparison for sf = 0.3, β = 4
Fig. 11 Equal-budget comparison in the 2-cycle setting for the representative β = 4 case under two
step fractions. Best loss and median top-20 loss evaluate the quality of the retrieved states, while the
mean Hamming distance among the top retrieved states measures how broadly each method explores
distinct high-quality regions of the search space.

Fig. 11 evaluates retrieval quality and diversity after the same simulation budget.
The two loss-based quantities capture complementary aspects of retrieval quality. Best
loss measures the quality of the single strongest state found by each method, whereas
median top-20 loss indicates whether good performance is limited to one isolated
configuration or extends to a broader set of strong candidates. The mean Hamming
distance among the top retrieved states measures diversity: larger values indicate that
the strongest retrieved candidates are distributed across more distinct regions of the
search space rather than concentrated around near-duplicate solutions, since their keys
differ by a greater amount.

Under this equal-budget comparison, the GFlowNet remains competitive with TPE
on the quality measures while maintaining a substantially broader spread of high-
quality candidates. At sf = 0.15, the two methods remain close in terms of best loss
and median top-20 loss, but the Hamming distance clearly separates them, showing
that the learned policy explores a more diverse set of promising configurations. At
sf = 0.3, the GFlowNet becomes more favorable on the quality measures as well, while
still preserving this broader diversity. This indicates that, even in the larger 2-cycle
regime, the learned policy does not collapse onto a narrow subset of configurations, but
continues to retrieve strong candidates from multiple regions of the parameter space.

At the same time, random search performs strongly in both settings, and especially
in the coarser sf = 0.3 regime. This should not be read as evidence that uninformed
sampling is intrinsically competitive with a learned retrieval policy, but rather as a
consequence of the enlarged 2-cycle state space and of the limited simulator budget
available to train the GFlowNet. In this regime, the learned policy can still retrieve
states with lower loss than random search, but it no longer separates itself as clearly
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as in the enumerable 1-cycle setting because it has not amortized enough of the larger
search space. This is reflected in the diversity results as well. Random search attains the
largest Hamming distances, which is expected from an uninformed sampling strategy,
while the GFlowNet achieves comparable diversity with consistently better loss values.
Read in that light, the main result is not that random search reveals useful structure
in the landscape, but that the learned policy remains competitive even though the
enlarged search space makes it much harder to improve decisively over a flat reward
landscape.

Step fraction Method Best loss Median top-20 loss Mean Hamming top-20 Training time
sf = 0.15 TPE 0.542± 0.003 0.560 ± 0.009 5.19± 0.31 1:37:46 ± 17:22
sf = 0.15 GFN 0.539 ± 0.002 0.561± 0.001 6.81± 0.12 12:51:33± 2:14:28
sf = 0.15 Random 0.547± 0.006 0.709± 0.045 7.41 ± 0.06 —
sf = 0.3 TPE 0.595± 0.031 0.670± 0.027 6.39± 0.59 1:46:29 ± 18:13
sf = 0.3 GFN 0.535 ± 0.001 0.611 ± 0.012 7.61± 0.04 8:42:14± 3:43:30
sf = 0.3 Random 0.570± 0.024 0.671± 0.022 7.66 ± 0.07 —

Table 2 RQ3 summary in the 2-cycle setting under an equal retrieval budget for β = 4. Lower is
better for best loss and median top-20 loss; higher is better for mean Hamming top-20.

Table 2 highlights the main trade-off that emerges in the 2-cycle setting. At
sf = 0.15, the GFlowNet only marginally improves upon TPE on best loss, while
TPE attains a nearly identical median top-20 loss and fits about six times faster. At
sf = 0.3, the distinction becomes clearer: the GFlowNet achieves the best values for
both best loss and median top-20 loss, which indicates that it retrieves not only a
strong single candidate, but also a stronger set of high-quality candidates under the
same budget. The diversity column complements this comparison. Random search
attains the largest Hamming distances in both settings, which is expected from an
uninformed strategy that spreads samples broadly across the state space. More impor-
tantly, the GFlowNet maintains higher Hamming distances than TPE while remaining
competitive, or favorable, on the quality measures. This suggests that the learned pol-
icy continues to cover several distinct promising regions of the search space rather than
concentrating exclusively on one narrow optimum. At the same time, this broader cov-
erage comes at a substantial computational cost: fitting the 2-cycle GFlowNet requires
roughly 9 to 13 hours, whereas TPE typically completes in under 2 hours. During
training, our GFlowNet caches candidates and their score, causing subsequent seeds
to train faster, which explains the observed variance in training times.

28



(a) Best-state overlay for sf = 0.15, β = 4

(b) Best-state overlay for sf = 0.3, β = 4
Fig. 12 Best-state overlays in the 2-cycle setting for β = 4 under two step fractions. For each
team, observed dry-mass measurements are compared against the trajectories produced by the best
retrieved state of each method and by the initial configuration.

Finally, Fig. 12 reconnects the scaling results to the greenhouse domain. Compared
with the enumerable 1-cycle regime, the retrieved trajectories now display a much
wider range of shapes across teams, which reflects the additional degrees of freedom
introduced by the 2-cycle setting. In principle, this larger space should make better
fits possible, since the simulator can express a broader set of cumulative dry-mass tra-
jectories. In practice, however, this also makes the adaptation problem substantially
harder to solve. In both settings, the retrieved configurations improve clearly over the
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initial state, which remains visibly misaligned with the observations, but the differ-
ences between methods become more modest and more team-dependent than in the
1-cycle case. At sf = 0.15, many of the retrieved trajectories remain fairly close to one
another, which is consistent with the small separation observed in the equal-budget
comparison. At sf = 0.3, the contrast becomes clearer, but no single method domi-
nates uniformly across all teams. This supports the broader interpretation of RQ3:
scaling increases the expressive flexibility of the search space, but with simulation as
the main bottleneck, identifying those better-fitting regions reliably becomes a much
more difficult problem.

Taken together, these results show that the proposed approach continues to sup-
port both R1 and R2 when the adaptation problem is scaled to the 2-cycle regime,
but that its practical effectiveness is currently limited by amortization cost. Under a
matched retrieval budget, the GFlowNet remains competitive and continues to pre-
serve a broad set of plausible candidate states, which is consistent with R2. At the
same time, it remains capable of retrieving parameterizations that are well aligned
with the observations, which supports R1, albeit in a lesser capacity than the 1-cycle
case. However, the time required to fit the learned policy remains substantial, and this
now constitutes the main performance bottleneck of the approach. In that sense, the
2-cycle results do not contradict the generative objective of the method. They show
instead that further improvements in evaluation efficiency, batching, or surrogate sup-
port will be needed before amortized generative retrieval can be fully exploited at this
scale.

5.4 Discussion

This study examined whether GFlowNet-based adaptation can satisfy R1 and R2
for digital twins of natural systems, where sparse and noisy observations often make
simulator calibration underdetermined. The results suggest that the answer is positive
in the enumerable 1-cycle regime, and only partially so at larger scale. In the 1-
cycle setting, the learned policy recovered the dominant structure of the adaptation
landscape, remained closely aligned with the exact target distribution, and retrieved
parameterizations whose simulated trajectories matched the observations. In the 2-
cycle setting, the same qualitative behavior persisted, but amortization costs grew
substantially with the size of the search space.

The clearest evidence for R2 comes from RQ1. In the enumerable regime, the
learned policy did not collapse onto a single optimum and instead preserved several
plausible high-quality regions of the landscape. This property is essential for digital
twins of natural systems, where multiple simulator parameterizations may remain con-
sistent with the available evidence. Preserving several plausible candidates is therefore
not incidental to adaptation, but part of what makes it useful for downstream tasks
such as monitoring, prediction, and prescription.

Conversely, RQ2 provides the clearest support for R1. In the 1-cycle setting, the
ranked probability comparisons, top-k recovery results, retrieval curves, and best-
state overlays all indicate that the learned policy remains sufficiently grounded in
the adaptation landscape to recover parameterizations whose simulated trajectories
are well aligned with the observations. This complements the interpretation of RQ1
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directly. If RQ1 shows that the learned policy preserves the relevant structure of
the landscape, RQ2 shows that this structure is not merely descriptive, but can be
exploited to retrieve strong, observation-aligned configurations in practice.

RQ3 then shows how both conclusions change when we increase the possible state
space. In the 2-cycle regime, the learned policy continues to retrieve strong candidates
and to maintain a broader spread of promising configurations than TPE, which sug-
gests that R2 is retained at least in part in the enlarged search space. Support for R1,
however, becomes more conditional. The learned policy remains competitive under a
matched retrieval budget, but its separation from TPE and from random search is sub-
stantially reduced. We interpret this not as a breakdown of the formulation itself, but
as evidence that the available simulator budget is insufficient to amortize the enlarged
landscape to the point where the retrieval advantage remains decisive.

The main limitation revealed by these results is computational rather than con-
ceptual. The 2-cycle regime substantially increases the number of reachable terminal
configurations, and simulator evaluation becomes the dominant bottleneck. In the
present setup, fitting the GFlowNet required many hours of training, yet this invest-
ment was still insufficient to fully amortize the larger landscape. A second limitation
concerns the induced reward landscape itself. When the landscape is relatively flat,
many states achieve similar losses, which weakens the separation between informed
and uninformed exploration and can make random search appear more competitive
than it would under a sharper regime. This flatness also affects the learned sam-
pler. If such a landscape were matched exactly, very high-reward states could remain
rarely sampled simply because of the sheer size of the state space. The GFlowNet
mechanism addresses this to some extent through proportional sampling over the
reward landscape. As observed in RQ2, different values of β affected the norm of the
learned distribution. By adjusting this norm, probability mass can be concentrated
more strongly on top-ranked states, which helps support the sampling of high-reward
calibration hypotheses in downstream digital twin services.

Even with these limitations, the results remain encouraging for digital twins of
natural systems. They show that a generative adaptation service can preserve multi-
ple plausible parameterizations while still retrieving strong ones, which is precisely the
combination required when observations are destructive, costly, or sparsely distributed
in time. The main challenge exposed by the present study is therefore efficiency:
progress at larger scale will depend on better batching, stronger caching strategies, or
surrogate support that enables more effective amortization of larger search spaces.

5.5 Threats to validity

Internal validity. The reported results depend on several experimental choices. The
adaptation landscape is induced by a specific grouped perturbation design, reward
formulation, and simulator-based loss definition, all of which affect the relative diffi-
culty of the retrieval problem for GFlowNet, TPE, and random search. In addition,
the 1-cycle and 2-cycle regimes support different forms of evidence: the former ben-
efits from an exact enumerable target distribution, whereas the latter can only be
assessed through retrieval-based comparisons. The number of seeds and computational
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budgets also remains limited, and caching affects wall-clock time by reducing simula-
tor effort unevenly across runs. Further, our experiments were performed on clusters
with shared access across our institutions, thus computing power was not consistent
throughout model training. Finally, flatter reward landscapes reduce the separation
between strong and mediocre candidates, which can make random search appear more
competitive than it would under a sharper target distribution.
External validity. The evaluation was conducted on a single mechanistic green-
house simulator in controlled environment agriculture, with one grouped perturbation
design, two step fractions, a narrow range of reward sharpness settings, and baselines
centered on TPE and random search. The conclusions therefore support the feasibil-
ity of GFlowNet-based adaptation for digital twins of natural systems in this setting,
but they do not establish that the same results will transfer unchanged to other sim-
ulators, crops, sensing regimes, or adaptation services. Broader generality will need
to be assessed across other natural-system domains, other simulator structures, and
larger search spaces where the computational bottlenecks identified here may manifest
differently.

6 Related Works

This section situates the proposed approach with respect to three complementary lines
of work. We first review model-driven engineering research on digital twins, focusing
on lifecycle management, adaptation, and the role of model artifacts and services.
We then discuss digital twins of natural and biological systems, where uncertainty,
indirect observations, and evolving operating contexts make simulator adaptation
particularly challenging. Finally, we examine simulation-based inference and recent
generative approaches for likelihood-free parameter inference in mechanistic models,
in order to clarify how the present work differs from existing posterior-estimation and
calibration-oriented formulations.

6.1 Model-driven engineering for digital twins

Systematic engineering of digital twins has emerged as a distinct MDE research
agenda, with early work outlining its foundational challenges around model het-
erogeneity, synchronization across abstractions, and lifecycle-wide coordination [29].
Recent synthesis work extends this agenda by aligning MDE capabilities with digital
twin engineering needs across the lifecycle [10], by providing a systematic mapping of
MDE techniques applied to digital twins [30], and by mapping the broader software
engineering landscape [31]. On lifecycle management and self-adaptation, declarative
formulations treat the twin and its physical counterpart as a coupled system evolv-
ing across lifecycle stages [32], while notational approaches reason about continuous
digital twin evolution [33]. Our work contributes to this line of research by treating
model adaptation as an explicit digital twin service and as the inference mechanism
that refreshes the mechanistic simulator when new evidence justifies it, while locating
this service within the design phase of the digital twin lifecycle.
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6.2 Digital twins of natural and biological systems

Digital twins of natural systems remain less established but are directly relevant to
our setting. Prior work in greenhouse-based cyber-biophysical systems identifies simu-
lator construction, uncertainty handling, and adaptation as central challenges [3], and
has produced self-adaptation architectures that distinguish behavioral from structural
adaptation [34]. Our contribution sits in the behavioral layer and replaces pointwise
parameter tuning with reward-proportional sampling over complete simulator configu-
rations. In smart farming more broadly, control-oriented digital twin frameworks have
been proposed [35], though recent reviews report that robust predictive capabilities
remain limited in practice [14]. In biomedicine, digital twins have been grounded in
probabilistic graphical models [9], with uncertainty quantification discussed as a cen-
tral concern across the lifecycle [15]. Despite their domain differences, these systems
share a common modeling difficulty: observations are typically partial, heterogeneous,
and obtained at the level of system behavior rather than directly at the level of
simulator parameters. Maintaining several plausible simulator configurations is thus
valuable because it preserves adaptation uncertainty in a form that can still support
downstream prediction, what-if analysis, and decision-making.

6.3 Simulation-based inference and generative modeling

Calibration under intractable likelihoods is typically addressed through approximate
Bayesian computation [36] or neural posterior estimation [37], as surveyed in [21].
Recent work applies these techniques directly to digital twins, using neural posterior
estimation for amortized parameter inference in physiological digital twins [38] and
formulating probabilistic digital twins through measure-theoretic constructions [39].
These approaches target posterior estimation over parameters. We instead learn a
generative policy that constructs complete simulator configurations, preserving the
compositional structure of the mechanistic model. Generative Flow Networks pro-
vide the formal basis for reward-proportional sampling of compositional objects, with
mode-covering behavior that distinguishes them from reward-maximizing reinforce-
ment learning and mode-seeking variational inference, and have been surveyed as
tools for scientific discovery [40]. Established applications include Bayesian structure
learning [18] and multi-objective optimization [17], with training stabilized through
trajectory balance [23]. To our knowledge, prior work has not applied GFlowNets to
mechanistic simulator adaptation within a digital twin setting.

7 Conclusion

This work investigates model adaptation as a service within the lifecycle of digital twins
of natural systems, with generative modeling as an inference mechanism. The objective
was not simply to recalibrate a mechanistic simulator, but to maintain its operational
usefulness as new evidence becomes available. To that end, the adaptation service was
framed around two requirements: R1, the ability to retrieve parameterizations that
remain well aligned with the available observations, and R2, the ability to preserve
several plausible high-quality parameterizations rather than collapse prematurely onto
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a single solution. These requirements are especially important in natural systems,
where observations are sparse, noisy, and often insufficient to identify one unambiguous
explanation of the physical process.

Our results show that this objective is attainable when the parameterization is
characterized by a small state space. The learned model policy recovered the dominant
structure of the adaptation landscape, remained closely aligned with the exact target
distribution, and retrieved parameterizations whose simulated trajectories matched
the observations. In that setting, the method provided strong support for both R1 and
R2: it remained grounded enough to recover observation-aligned configurations while
also preserving several plausible alternatives that can support downstream digital twin
services.

Results on a larger parameter state-space showed that achieving better perfor-
mance is limited by computational costs. Under a matched retrieval budget, the
GFlowNet remained competitive and continued to preserve a broader spread of plausi-
ble candidates than baselines. However, the enlarged search space made amortization
substantially more difficult, and simulator evaluation emerged as the dominant bot-
tleneck. The main limitation identified by this study is thus not conceptual, but
computational.

Taken together, our results suggest that GFlowNets are a promising foundation
for model adaptation in digital twins of natural systems. They support both retrieval
of observation-aligned parameterizations and preservation of plausible alternatives,
which is precisely the combination required in underdetermined natural-system set-
tings. Future work should therefore focus on improving scalability through more
efficient simulator use.
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