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Accurate condition monitoring of industrial equipment requires inferring latent degradation pa-
rameters from indirect sensor measurements under uncertainty. While traditional Bayesian methods
like Markov Chain Monte Carlo (MCMC) provide rigorous uncertainty quantification, their heavy
computational bottlenecks render them impractical for real-time process control. To overcome this
limitation, we propose an Al-driven framework utilizing Simulation-Based Inference (SBI) powered
by amortized neural posterior estimation to diagnose complex failure modes in heat exchangers. By
training neural density estimators on a simulated dataset, our approach learns a direct, likelihood-
free mapping from thermal-fluid observations to the full posterior distribution of degradation pa-
rameters. We benchmark this framework against an MCMC baseline across various synthetic fouling
and leakage scenarios, including challenging low-probability, sparse-event failures. The results show
that SBI achieves comparable diagnostic accuracy and reliable uncertainty quantification, while
accelerating inference time by a factor of 82x compared to traditional sampling. The amortized
nature of the neural network enables near-instantaneous inference, establishing SBI as a highly scal-
able, real-time alternative for probabilistic fault diagnosis and digital twin realization in complex

engineering systems.
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I. INTRODUCTION

The operational integrity and thermal efficiency of
complex industrial systems are paramount to the eco-
nomic performance and safety of modern process plants,
driving a paradigm shift toward advanced predictive
maintenance (PdM) and condition monitoring [T, 2]. A
foundational challenge in industrial asset management
is that critical process or health parameters such as ef-
ficiency or degradation coefficients, internal component
wear, or leak rates often cannot be measured directly
with standard instrumentation. Instead, these latent
variables can be inferred from observable sensor streams
by leveraging mathematical models that simulate the
physical behavior of the equipment, often by a costly
manual trial-and-error process. While this model-based
approach is broadly applicable to a wide range of in-
dustrial equipment relying on first-principles or empir-
ical simulations, it is particularly vital for systems where
internal states are inaccessible during operation [3] @].
Within this context, direct Bayesian inference provides
a rigorous framework for estimating these latent param-
eters from sensor data, enabling the uncertainty-aware
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calibration of physical simulators and digital twins to ac-
curately reflect the true equipment or process state.

Heat exchangers serve as a prototypical example of in-
dustrial equipment where health parameters must be in-
directly determined. Machine learning and deep learning
methods have been extensively studied in the last decade
for condition monitoring of heat exchangers failures [5H9],
with recent momentum heavily favoring time-series net-
works like LSTMs, explainable gradient boosting (XG-
Boost), neural networks [10] and hybrid ML ensembles
[IIHI6]. For these units, essential variables such as the
fouling resistance (Ry), the effective heat transfer area
(A), and internal mass-loss fractions are unobservable
directly. Instead, these parameters are estimated from
observable data, such as inlet and outlet temperatures
or fluid mass flow rates, utilizing thermal-fluid simula-
tion tools to bridge the gap between sensor readings and
the underlying equipment state [I7), [I8]. Bayesian in-
ference provides a rigorous mathematical framework for
resolving this inverse problem by treating these unob-
servable parameters as random variables [I9]. This al-
lows for the quantification of uncertainty through a pos-
terior probability distribution, which is essential for risk-
aware decision-making and predicting Remaining Use-
ful Life (RUL) [20H22]. However, the practical applica-
tion of traditional Bayesian tools, such as Markov Chain
Monte Carlo (MCMC) |23, 24] or Sequential Monte Carlo
(Particle Filtering) [25], is severely constrained by com-
putational overhead when scaled to complex systems.
To ensure convergence, MCMC samplers typically re-
quire thousands of iterative evaluations of the underlying
physical simulation model for every single inference call.
This computational bottleneck renders MCMC imprac-
tical for online monitoring scenarios where rapid, high-
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frequency diagnostics are required for real-time process
control. To address these limitations, modern Artificial
Intelligence (AI) paradigms, including normalizing flows
and neural-networked variational inference [26H28|, and
specifically Simulation-Based Inference (SBI) [29] B0],
have emerged as scalable alternatives to bypass high-
dimensional Bayesian inverse bottlenecks. The primary
advantage of SBI is its ability to perform likelihood-free
inference by leveraging the forward process of the simula-
tor itself. By generating a comprehensive dataset pairing
parameter inputs and simulation outputs in a one-time
offline phase, SBI employs neural density estimators to
learn the direct mapping from observed data to the full
distribution of the posterior, likelihood or likelihood ra-
tio [29]. Once the neural network is trained, the compu-
tational burden is effectively amortized; subsequent in-
ference calls for new sensor measurements require only
seconds, allowing the method to scale across complex in-
dustrial systems and multiple assets simultaneously [31].
Simultaneously, the neural network can be easily updated
with additional simulations if observations drift beyond
the range covered by the originally sampled pairs of pa-
rameter input and simulation output. While SBI is es-
tablished as a scientific method [29], the literature lacks
examples of industrial applications and performance on
such systems. In this study, we present a probabilistic
framework for the automated diagnosis of failure modes
in a shell-and-tube heat exchanger, focusing specifically
on fouling and leakage scenarios. We establish stochas-
tic models for two primary failure mechanisms, progres-
sive fouling and internal leakage, governed by latent pa-
rameters to be determined in a Bayesian fashion. A
systematic comparison is conducted between traditional
MCMC sampling and amortized SBI, specifically utiliz-
ing sequential Neural Posterior Estimation (NPE, [32]) to
identify the onset and evolution of these failures. Our re-
sults demonstrate that the SBI approach is orders of mag-
nitude faster than MCMC, providing near-instantaneous
posterior characterization without sacrificing diagnostic
depth. By highlighting this significant gain in compu-
tational efficiency, this work establishes a scalable work-
flow for deploying high-fidelity Bayesian condition mon-
itoring in real-time thermal-fluid applications. Further-
more, we remark how this approach is transferrable to
the condition monitoring of other multi-parameter in-
dustrial processes and equipment making it exceptionally
well-suited for legacy systems or "black-box" simulators
where the underlying governing equations are inaccessi-
ble [33]. Alternative methods include learning fast ap-
proximations for the simulator [34] to speed up classi-
cal MCMC implementation, replacing legacy simulators
with their differentiable counterparts [35], or leveraging
Physics-Informed Neural Networks (PINNs) to embed
governing physical constraints directly into the learning
architecture [36] [37].
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FIG. 1: Schematic of a counterflow heat exchanger with
key variables. The hot fluid (red) enters at Tjot,in With
mass flow rate 7ot and specific heat ¢, hot, and exits at
Thot,out- The cold fluid (blue) enters at Teolg,in With
Meold and ¢p cold, and exits at Teold,out- Heat, @, is
transferred across the exchanger wall with overall
conductance U A.

II. METHODS

As physical basis for our diagnostic model, we study
a deterministic heat exchanger model (Sec. [T A]) with
stochastic failures (Sec. [[TBJ).

A. Deterministic Heat Exchanger Model

For the deterministic model, we consider a steady-state
counterflow heat exchanger as illustrated in Fig. [} The
heat capacity rates for the hot and cold fluid streams are
defined by their respective mass flow rates 7 and specific
heat capacities cp:

Chot = mhotcp,hot ’ CYcold = 7hcoldcp,cold . (1)

For a counterflow heat exchanger, the energy (heat) bal-
ances are given by

Q = mhot Cp,hot (Thot,in - Thot,out) ) (2)
Q = mcold Cp,cold (Tcold,out - Tcold,in) ) (3)

as well as the heat transfer equation,
Q=UA- ATy, (4)

where ATy denotes the log-mean temperature differ-
ence (LMTD) between the two streams, defined as

(Thot,in - Tcold,out) - (Thot,out - Tcold,in) (5)

ln (Thot,in_ Cold,out)

Thot,out —Tcold,in

While the heat transfer rate @ is traditionally solved
using the LMTD method, the nonlinear nature of the
LMTD requires iterative root-finding for unknown outlet
temperatures. To facilitate efficient Bayesian inference,
we utilize the effectiveness-NTU (e-NTU) method [38],
which provides an explicit analytical solution. The heat
transfer is expressed as:

Q = ECVmin(jﬂhot,in - Tcold,in) 3 (6)

Tcoldjn



where Cpin = min(Chet, Ceola). The heat exchanger ef-
fectiveness, €, represents the ratio of actual heat transfer
to the maximum thermodynamic limit. Here, € is deter-
mined by the Number of Transfer Units (NTU) and the
capacity rate ratio r:

UA Crnin

NTU = c— TT (7)

1 —exp[-NTU(1 — )]
‘T1- rexp[-NTU(1 —r)] ®)

The product of the overall heat transfer coefficient U and
the exchange area A is denoted as U A, which character-
izes the heat transfer capability of the equipment. The
outlet temperatures are then directly recovered from the
energy balance:

9
C(hot

Thot,out = Thot,in -

Tcold,out = Tcold,in + =
C'cold

B. Stochastic Modeling of Failure Mechanisms

For each of the failure mechanisms object of this
study, degradation is modeled by introducing a stochastic
time-dependency into the parameters of the determinis-
tic model in Sec. [[TA] aligning with recent reliability
frameworks for stochastic degrading devices [39]. These
stochastic formulations are selected not because they nec-
essarily provide a more accurate physical representation
of degradation than existing deterministic models, but
rather as tunable, multi-parameter frameworks for fail-
ure evolution. By adjusting the event frequency and the
severity scales of the failure mechanisms, we can gener-
ate a wide spectrum of failure scenarios. This flexibility
allows for the systematic creation of datasets that vary
in their level of difficulty for anomaly detection and pa-
rameter identification. Consequently, the model serves
as a rigorous testbed for evaluating the robustness of the
Bayesian inference framework across scenarios ranging
from subtle, continuous degradation to sporadic, high-
impact failure events. In general, we assume failures ini-
tiate at an unknown changepoint 7. To maintain differen-
tiability for gradient-based inference, we utilize a logistic
sigmoid transition S(¢) to model the induction period:

1
S(t) = , 9
*) 1+ exp(—k(t—1)) )
where k is the transition sharpness. Two primary failure
mechanisms are considered:

1. Tube Fouling. In this work, grounded in recent
analyses of physical deposition mechanisms [40], fouling
is modeled as a reduction in the overall conductance U A
via a non-negative, dimensionless fouling factor R(t):
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FIG. 2: Fouling and Leakage evolution in time with the
effect of the failure parameters (A, 8y, 8;) over the
trajectories at a fixed failure onset time .

To capture the sporadic, burst-like nature of industrial
scaling, R(t) is modelled as a discretized and relaxed
Compound Poisson Process [41]. The total fouling at
time ¢ is the accumulation of stochastic increments:

AR; =S()-L;- J;-gr, (11)

where gy € {0,1} is a binary fouling indicator determined
by the sampled failure mode z. Specifically, gy = 1 when
the selected mode includes fouling and gy = 0 other-
wise. The term S(i) represents a steep sigmoid function
centered at the random failure time 7, acting as a tem-
poral gate that activates the process for ¢ > 7. The



stochastic occurrence of a jump is governed by the re-
laxed gating variable I;. At each time step, a jump prob-
ability is calculated from the Poisson arrival rate X\ as
Pjump = 1 —exp(—A). The operator is defined by passing
a latent uniform sample w; ~ Uniform(0,1) through a
steep sigmoid function:

1

I, = . 12
T oxp( Py — 1) (12)

The magnitude of the potential jump, J;, is drawn from
an exponential distribution. To ensure a mean jump size
of B, the distribution is parameterized by the rate 1/3;:

Ji ~ Exp (51) . where E[J;] = ;. (13)
!

Overall, the fouling process depends on the arrival rate
A and the strength parameter 8¢. As A increases, the
frequency of stochastic events grows, while a higher 3
increases the average magnitude of each individual jump.
The expected growth of the fouling factor can be an-
alyzed via the linearity of expectation. For the post-
induction phase (i > 7), where the temporal gate S(i) =~
1, the expected increment is the product of the expected
jump probability and the expected jump magnitude:

E[AR] =E[L]-E[J;] - gf =(1—e ) Bp-gs. (14)

For t > 7, the total accumulated fouling is the sum of
these independent increments over the active duration of
the failure. Thus, by Wald identity, the expectation of
R(t) is linear in time:

E[R®)] ~ [(1—e ) Bras] (t—7). (15)

compatibly with the well known Ebert-Panchal model
[42]. This derivation shows that the process is linear in
time relative to the random failure point 7. This formu-
lation is consistent with the first-order behavior of deter-
ministic fouling laws while retaining the random-event
structure necessary to represent the intermittent and un-
predictable nature of industrial fouling.

2. Leakage with Fluid Loss. Internal leakage is
modeled as a diversion of fluid from the primary hot-
stream flow path, representing a shell-side bypass or a
loss of integrity in the tube-to-header seals. We define
a time-dependent leak fraction L(t) € [0, 1) that reduces
the effective mass flow rate participating in the heat ex-
change:

— L(t)). (16)

This reduction in the hot-side thermal mass decreases the
heat capacity rate Chos, altering the capacity rate ratio .
This results in a simultaneous reduction in outlet mass
flow and a decrease in Thot,out-

In our probabilistic framework, the evolution of the
leak fraction L(t) is modeled as a continuous stochastic

mhot,out (t) = mhot,in(l

growth process. Following the changepoint 7, the cumu-
lative degradation is driven by exponential increments:

). o

where Lp.x = 0.95 represents the physical saturation of
the leak and g; € {0,1} is a binary leakage indicator
determined by the sampled failure mode z. The incre-
ments AL; are sampled from an exponential distribution
AL; ~ exp(1/p;), where the scale parameter ; deter-
mines the growth rate of the failure.

L(t) = Luax (1 — exp l— > S8(i) - gi- AL;
i=1

C. Bayesian Inference and Probabilistic Modeling

Bayesian inference offers a rigorous mathematical
framework for quantifying uncertainty in model param-
eters 6 given observed data y. In the case of industrial
simulations, it solves the inverse problem of determin-
ing the distribution p( | y) representing the probability
that a set of parameters 6 produce the observed sensor
data y. The cornerstone of the Bayesian approach is the
posterior distribution,

oy [0)p(6)

p(@1y) o)

: (18)

where p(6) is the prior, p(y | ) is the likelihood, and
p(y) = [p(y | 0)p(#)do is the model evidence. In the
context of heat exchanger modeling, 6§ may include pa-
rameters such as the effective heat transfer coefficient,
fouling factor, mass flow rates, and failure mode indica-
tors. The likelihood is typically constructed based on a
well-defined physical model such as the one in Sec. [[TB]
incorporating measurement noise and potential process
disturbances:
yi = f(0,x;) + €, ei ~ N(0,0%), (19)

where f(-) denotes the deterministic model mapping, x;
are covariates or known inputs, and ¢; are independent,
normally distributed errors.

Posterior inference enables both point and interval esti-
mation, as well as predictive uncertainty. The predictive
distribution for new data y* given new input x* is

p(y" | y) = / p(y* | 0.x%)p(60 | y)dd,  (20)

fully accounting for parameter uncertainty. In most re-
alistic settings, this integral cannot be evaluated ana-
lytically. Instead, posterior inference must rely on nu-
merical methods such as Markov Chain Monte Carlo
(MCMC, [43]) or variational inference [44]. MCMC con-
structs a Markov chain whose stationary distribution is
the posterior p(f | y), which enables asymptotically ex-
act sampling-based inference for both continuous and dis-
crete latent variables. In this work, we use Hamiltonian



Monte Carlo through the No-U-Turn Sampler (NUTS)
for continuous parameters [45]. For the discrete failure-
mode formulation we combine NUTS with a Gibbs up-
date over the categorical mode variable. MCMC meth-
ods provide a strong posterior benchmark, but becomes
computationally expensive as it requires a new sampling
procedure for every observation.

D. Simulation-Based Inference (SBI)

Simulation-Based Inference (SBI), also known as
likelihood-free inference, is a family of techniques for
Bayesian inference in models for which the likelihood
function p(y | 0) is analytically intractable or unavail-
able, but simulation of synthetic data ygm ~ p(y | 6) is
feasible [29]. This is particularly relevant for nonlinear
physical systems with complex failure dynamics such as
the heat exchanger.

One classical SBI approach is Approximate Bayesian
Computation (ABC) [46], which defines an approximate
posterior as

pe(8 | y) o p(0) / 1(d(y, Yeum) < € P(Ysim | 0)dysim,

(21)
where d(-,-) is a distance metric and € is a user-defined
tolerance. More recent methods leverage neural density
estimators to approximate either the posterior p(6 | y),
the likelihood p(y | 0), or the likelihood-to-evidence ratio,
typically via simulated data sets [32]:

Po(0 [ y) = p(0 |y), (22)

where pg denotes the neural network approximation pa-
rameterized by ¢. These methods permit inference even
in complex models for which classical Bayesian updat-
ing is not tractable, provided that forward simulation is
possible. For recent advances and theoretical guarantees,
see [29]. We apply an amortized sequential neural pos-
terior estimation (NPE) [47] as implemented in the sbi
toolkit software package [48]. Details on the SBI ap-
proach can be found in Figure 3] and Section [ITC]

E. Summary statistics

In Bayesian inference such as MCMC and SBI, the data
and models are compared on so-called summary statis-
tics. For high-dimensional data, lower dimensional repre-
sentations that preserve the relevant information about
the parameters of interest enable comparison to simu-
lated data. In particular, they are crucial when the sys-
tem is complex and the likelihood function is intractable.
The lower dimensional representation can be designed
from knowledge or learned through an embedding neu-
ral network. In this study, we construct a set of sum-
mary statistics tailored to the heat exchanger measure-
ments. Features are derived from the hot-side tempera-
ture difference Thot,in —Thot,out, the cold-side temperature

difference Ttoid,out — Tcold,in, the hot-side mass-flow loss
Mhot,in — Mhot,out, and the outlet temperatures Thos,ous
and Ttold,out. For each of these five signals, the mean,
standard deviation, early-to-late change, dynamic range,
and a linear trend measure are computed to yield a 25-
dimensional summary statistic vector. These summaries
are designed to capture the temporal signatures most in-
formative for both failure-mode identification and esti-
mation of the associated degradation parameters.

F. Scoring and distance measures

To compare performance of SBI against MCMC, we

use metrics that assess both the similarity between in-
ferred posteriors and their quality with respect to the
ground-truth parameters. The Wasserstein distance be-
tween the SBI and MCMC posteriors quantifies the dis-
crepancy between the amortized SBI posterior and the
MCMC reference posterior. The Continuous Ranked
Probability Score (CRPS) and credible-interval coverage
are used to evaluate the quality of each inferred posterior.
These metrics are evaluated separately for each continu-
ous parameter of interest.
CRPS is a generalization of the Mean Absolute Error
(MAE) for probabilistic predictions [49]. It is calculated
by comparing the empirical cumulative distribution func-
tion (ECDF) of posterior samples with the step function
CDF at the true value. Lower CRPS indicates a posterior
that is sharper and better aligned with the ground-truth.
The Wasserstein distance is instead a similarity metric
between two probability distributions. The convergence
rate of empirical Wasserstein estimators typically be-
haves as n~ /¢, where n is the number of samples and d is
the dimension, implying that standard empirical Wasser-
stein distance becomes a poor measure of similarity for
high-dimensional data. It is also sensitive to extreme
outliers.

III. EXPERIMENTS

The aim is to evaluate the robustness of the Bayesian
diagnostic framework by identifying the failure mode
and determine the failure parameters: induction time 7
(Eqn. @7 fouling jump scale 55 (Eqn.[13), leakage growth
B (Eqn. and fouling intensity A. In the model setup,
failure mode is represented by a discrete categorical vari-
able z € {none, fouling, leakage, both}, rather than a con-
tinuous simplex Dirichlet prior over mode probabilities.
This avoids the confounding present in the Dirichlet for-
mulation, where the mode weights also scale degradation
magnitude. As a result, the categorical formulation leads
to clearer failure-mode identification.
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FIG. 3: The applied SBI scheme. Blue: training data (priors) and process, orange: input data, green: inferred
output posteriors. In this work n=>50,000 simulations.

Scenario Failure 7 ff Bi A
Weak Fouling Fouling 18 0.005 - 5.0
Batch SD Fouling 18 0.030 - 0.5
Boiler FW Fouling 18 0.050 - 3.0
Mild Leak Leakage 18 - 0.0005 -
Severe Leak Leakage 18 - 0.0010 -

TABLE I: Failure parameters for synthetic failure
scenarios. 7 denotes the failure changepoint (induction
time); B and f; represent the scale parameters for
fouling jumps and leakage growth, respectively; and A
defines the fouling arrival rate (intensity).

A. Test scenarios

For evaluation purposes, we define five distinct fail-
ure scenarios representing a spectrum of industrial oper-
ational conditions. These scenarios are generated using
the stochastic model described in Sec. [[I} with spe-
cific parameters detailed in Table[[] The scenarios are de-
signed to test the model’s ability to distinguish between
quasi-continuous degradation and sporadic, high-impact
events:

Weak Fouling (Scenario 1): This represents a well-
maintained system where fouling is slow and pro-
gresses in a quasi-continuous manner. The high
arrival rate (A = 5.0) combined with a low jump
scale (8¢ = 0.005) simulates frequent, minor depo-
sition events that approximate a linear degradation

trend. This is typical of systems with high fluid ve-
locity or effective surface conditioning, presenting a
challenge for early-stage anomaly detection due to
the subtle signal-to-noise ratio of the degradation
increments.

Batch Process Shutdown (Scenario 2): This sce-
nario simulates fouling that occurs primarily
during stagnant periods or process shutdowns
(Batch SD). The low arrival rate (A = 0.5) and
high jump scale (By = 0.03) result in rare but
severe “shocks” to the heat transfer efficiency. The
diagnosis of such low-probability, time-dependent
rare events remains a recognized challenge in
industrial fault detection [50], particularly under
few-shot observability constraints where Bayesian
uncertainty calibration is vital [51].

Boiler Feedwater System (Scenario 3):
Representing aggressive scaling in systems with
high mineral content (Boiler FW), this scenario
utilizes both high frequency and high severity
scales. The combination of A = 3.0 and 3y = 0.05
creates a rapid loss of heat transfer capability.
This scenario tests the model’s ability to track
high-gradient failure progression and its reliability
in predicting the remaining useful life of the
equipment.

The leakage scenarios represent progressive structural
failures, such as tube pitting or gasket degradation. In
both cases, the failure is characterized by a gradual loss



of mass flow and a corresponding thermal fingerprint in
the outlet temperatures.

Mild Leak (Scenario 4): A slow-onset failure where
the leak fraction grows moderately (8; = 0.0005).
This scenario tests the sensitivity of the Bayesian
framework to distinguish small mass-flow discrep-
ancies from measurement noise.

Severe Leak (Scenario 5): A rapid loss of system in-
tegrity (8; = 0.0010). This scenario creates a sig-
nificant and fast-evolving divergence between inlet
and outlet mass flow, requiring the model to main-
tain stability while the heat capacity rate ratio r
shifts rapidly.

Finally, we also include a baseline no-failure case:

No Failure (Scenario 6): This scenario represents
normal heat exchanger operation without fouling
or leakage. It serves as a baseline for assessing
whether the inference framework can correctly
identify the absence of failure and avoid false-
positive diagnoses.

For each scenario, an ensemble of 500 synthetic datasets
was generated to ensure statistical significance in the
evaluation of the inference methods. For scenario iden-
tification, each discrete failure mode is handled by pre-
dicting logits, which are transformed via a softmax func-
tion to obtain mode probabilities. At inference time,
we draw posterior samples, assign each draw the label
with the highest softmax probability, and thus obtain
discrete samples of the latent realized trajectory, z, anal-
ogous to the MCMC output. A scenario is considered
correctly identified if the most frequent posterior label
matches the true simulated label. In addition to the fail-
ure mode status label, we also infer the failure parameters
{7, A, By, i} directly from the data and independently of
the failure category.

B. Priors

For the operational scenario detection, a categorical
prior is required. As heat exchangers operate normally
more often than they experience failures, we assign higher
prior probability to the no-failure mode: p(failure mode)
=1[0.4;0.2; 0.2; 0.2] (none, fouling, leakage, both). We
note that the scenario where both failure mechanisms are
active, is a very unlikely situation: albeit we still consider
it in defining the categorical prior, we do not generate
data with both leakage and fouling and consider it only
as a confounding scenario.

For the changepoint (7), we assume a uniform prior over
the interval 7 € [1,T — 1], excluding boundary cases in
which the failure is either already present (7 < 0) or does
not occur within the observation window (7 > T'). The
positive degradation parameters are assigned log-normal

0.020

o
=
=
o

0.010

7 Prob. Density
e
(=
(=)
ot

o
=
S
S

'S
o

w
(=}

B¢ Prob. Density
o .
(=}

=
(=}

00.000 0.025 0.050 0.075 0.100 0.125 0.150
B
2500
el
Z 2000
=]
)
A 1500
3
£ 1000
(=W
& B, = 0.0005
=500 !
B = 0.001
%9.400 0.001 0.002 0.003
B
0.4
b
‘@
203
=)
<£0.2
R N A=5
<01 4 i\ - A=0.5
fffff A=3
0.0 2
00 25 50 75 100 125 150

FIG. 4: Prior probability densities for the changepoint
time 7, fouling strength 8¢, leak rate 3;, and
fouling-event arrival rate A used in the heat-exchanger
model. Vertical dashed lines mark true parameter
values for the study scenarios reported in Table m

priors:

B¢ ~ LogNormal(log 0.015, 1.0),
B ~ LogNormal(log 0.0004, 0.4),
A ~ LogNormal(log 2.0, 0.5).

These priors enforce positivity while remaining broad
enough to cover the range of fouling and leakage behav-
iors considered in the study as shown in Fig. [4



C. Experimental setup

Process data were generated by modelling the heat ex-
changer in a two-stage procedure. In the first stage, we
specify a parameter vector = that characterizes the sta-
tionary properties of the system, such as the failure mode,
failure strength, time constant 7, and related quantities.
Given these parameters, we generate a trajectory z from
a stochastic process. This trajectory represents the latent
(unobserved) timeseries for fouling and leakage dynam-
ics. In the second stage, the latent trajectory z is used
as input to a simulator of the heat exchanger to generate
the observable time series y, such as temperatures, flows,
and other measured signals.

In its most vanilla form, simulation-based inference (SBI)
is trained by providing it with query access to the simula-
tor, yielding pairs (z,y). At inference time, SBI produces
an approximation to the posterior distribution p(z | y).
Since the latent trajectory z is never observed and the
inference procedure is not informed about the internal la-
tent structure of the simulator SBI has no opportunity to
directly infer the realized trajectory z. This is in contrast
to MCMC methods, which have access to the full prob-
abilistic model. A practical SBI approach is therefore to
infer x given y, and then sample trajectories z from the
simulator conditioned on the inferred parameters. How-
ever, if the latent variable is stochastic this procedure can
never recover the actual realized trajectory, only samples
from its conditional distribution as implied by the simu-
lator. Alternatively, one could modify the inference setup
and train SBI on pairs (z, z) mapped to observations y.
At inference time, conditioning on y would then yield a
joint posterior over both x and the trajectory z. In prin-
ciple, this allows direct estimation of latent trajectories
rather than only their distributional family. In practice,
however, this substantially increases the complexity of
the inference problem, as SBI must explore a very high-
dimensional latent space corresponding to the full time
series z.

We benchmark the amortized SBI approach against a
MCMC baseline. For MCMC, the stochastic degrada-
tion model is implemented in NumPyro [52], 53], and the
No-U-Turn Sampler [45] draws joint samples of the dis-
crete failure mode z and the continuous degradation pa-
rameters. This requires extensive simulator evaluations
for every new observation. We found sufficient a setup
made of 4 chains, each of 2,000 warm up steps and 3,000
samples, for a total of 20,000 MCMC evaluations per in-
ference task. For SBI, we employ the scheme depicted in
Figure [3| and in Ref.[32]. The neural density estimator is
trained offline on a conservative 50,000 forward simula-
tions, learning a direct mapping from the 25-dimensional
summary statistics of the observed parameters to an
approximate posterior distribution for the failure mode
and failure parameters. For the neural density estima-
tor within the Sequential Neural Posterior Estimation
(SNPE) framework, we employed a Neural Spline Flow
(NSF) architecture [47, [54]. Unlike simpler affine autore-
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FIG. 5: Scatterplot comparing posterior median
parameter estimates inferred by MCMC and SBI across
the 2,500 failure-case observations (500 realizations for

each of Scenarios 1-5). Colors denote scenarios: blue

(Weak Fouling), orange (Batch Shutdown), green

(Boiler Feedwater), yellow (Mild Leakage), and lilac
(Severe Leakage). The dashed identity line indicates
perfect agreement between the two inference methods.

gressive flows, NSFs utilize monotonic rational-quadratic
splines, providing the high representational capacity re-
quired to map the 25-dimensional summary statistics
to the complex, potentially multimodal posterior distri-
butions of the heat exchanger’s latent degradation pa-
rameters. The normalizing flow was configured with a
standard multivariate normal base distribution and com-
prised 5 sequential transforms. The underlying condi-
tioner network was implemented as a multi-layer per-
ceptron (MLP) featuring 2 hidden layers with 50 hid-
den units each, utilizing Rectified Linear Unit (ReLU)
activations. The neural network was trained using the
Adam optimizer with an initial learning rate of 5 x 1074
and a batch size of 256. To prevent overfitting during
the offline amortization phase, training was subject to
an early stopping criterion, halting if the validation log-
probability failed to improve over 20 consecutive epochs.
All inference architectures were built and trained utiliz-
ing the PyTorch-based sbi toolkit [48)].

To evaluate robustness, we use the six benchmark sce-
narios described in Sec. [[I For each scenario, we evalu-
ate 500 independent observation records generated with
the same ground-truth parameters but differing measure-
ment noise realizations.
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FIG. 6: The marginalized distributions of the posterior medians inferred via MCMC (orange) and SBI (blue) across
500 noisy observations per scenario. The red dashed lines indicate the ground-truth parameter values. Each row
represents a single continuous parameter, while each column corresponds to a specific failure scenario.

IV. RESULTS

This section compares SBI and MCMC over the six
benchmark scenarios using 500 noisy realizations per sce-
nario. We first assess failure-mode identification, then
compare continuous-parameter inference quality and pos-
terior shape agreement, and finally discuss Scenario 2 as
a representative stress test under weak observability. Ta-
ble [[ shows that both MCMC and SBI identify fouling
and leakage scenarios with near-perfect reliability, assign-
ing most posterior mass to the correct failure mode across
the 500 datasets per scenario. The healthy state (Sce-
nario 6) is slightly more challenging, as transient sen-
sor noise can emulate weak degradation and occasion-
ally shift posterior mass toward a fault mode. Even in
this regime, SBI remains statistically equivalent to the
MCMC reference for failure-mode classification. Fig-
ure [5| provides a pointwise comparison of posterior me-
dians obtained with MCMC (horizontal axis) and SBI
(vertical axis) for all failure realizations. Each marker
corresponds to one inference task, so the concentration
of points around the identity line indicates sample-by-

Scenario Failure MCMC SBI
mode accuracy accuracy
1: Weak Fouling Fouling  100% 100%
2: Batch SD Fouling  100% 100%
3: Boiler FW  Fouling  100% 100%
4: Mild Leak Leakage 99.8% 100%
5: Severe Leak Leakage 99.6% 100%
6: No Failure =~ None 98.2% 98.6%

TABLE II: Categorical failure-mode identification
accuracy for MCMC and SBI across the six scenarios.

Examples of time evolution curves for the scenarios are
shown in Fig [2}

sample agreement between the amortized and sampling-
based estimators. Across scenarios, the cloud is tightly
aligned with the diagonal for mode-discriminative param-
eters, confirming that SBI preserves the same central di-
agnostic conclusions as MCMC. The largest spread is ob-
served for the changepoint 7, particularly in sparse-event
fouling regimes, where delayed and weakly informative
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FIG. 7: Normalized, 1-dimensional Wasserstein distance
between MCMC and amortized SBI posterior samples
for the same failure parameter, scaled by the absolute
value of the true parameter. Color coding follows the

one in Figure El

transients reduce practical identifiability.

An additional pattern in Fig. [§] is the comparatively
narrow SBI posterior for A\ relative to MCMC. This
behavior is consistent with an amortization-induced
shrinkage effect in weakly identifiable settings: when
the observation carries limited information about jump-
arrival intensity, SNPE tends to regularize toward dom-
inant simulator-supported regions learned during train-
ing, yielding sharper posteriors. In contrast, MCMC ex-
plores a flatter likelihood landscape more explicitly and
therefore retains wider uncertainty for A [55], 56]. The
key point is that this difference is primarily in posterior
width, not in failure-mode decision; both methods still
produce consistent classification outcomes.

To systematically compare MCMC and SBI, we ana-
lyze the inference results over the 500 independent noisy
realizations per scenario. Fig. [] presents the marginal-
ized distributions of posterior medians for each param-
eter and scenario. These distributions represent varia-
tion of point estimates across datasets, not the uncer-
tainty width of individual posteriors. For the induction
time 7, medians are centered close to the ground truth
in all scenarios, with MCMC yielding slightly narrower
between-dataset spread. For B¢, f£;, and A, SBI and
MCMC remain broadly consistent in central tendency,
while both methods show reduced accuracy for A in foul-
ing scenarios. This behavior reflects identifiability lim-
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FIG. 8: Continuous Ranked Probability Score (CRPS)
distributions comparing the sharpness and accuracy of
MCMC and SBI posterior predictions for each
parameter.

its of the stochastic degradation model rather than a
method-specific failure. Consistent with Fig. [5] SBI pos-
teriors for A are often narrower than MCMC in weakly
identifiable regimes, whereas MCMC preserves broader
uncertainty by exploring near-flat likelihood regions. Im-
portantly, despite these limits in continuous-parameter
recovery, failure-mode classification remains correct in
virtually all 2,500 failure cases. Similar qualitative con-
clusions are obtained when using posterior maximum-
likelihood point summaries.

To assess similarity of full posterior shapes, we eval-
uate the 1D Wasserstein distance between MCMC and
SBI posteriors for each parameter (Fig. E[) The distribu-
tions are generally concentrated at low values, indicating
that the amortized SBI posterior remains close to the
MCMC reference over most inference tasks. Larger dis-
tances appear primarily in weakly identifiable regimes,
where multiple parameter combinations explain the ob-
servations nearly equally well. This pattern is consistent
with the scenario-level analysis above: discrepancies are
driven more by structural identifiability limits than by
systematic bias of the SBI estimator.

Finally, Fig. [8] reports the Continuous Ranked Proba-
bility Score (CRPS), a proper scoring rule that jointly
evaluates probabilistic sharpness and statistical accuracy.
The CRPS distributions for SBI and MCMC are of sim-
ilar magnitude across parameters, indicating that SBI
preserves most of the probabilistic predictive quality of
the MCMC baseline. For the induction time 7 and degra-
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FIG. 9: Posterior predictive checks for a Batch Process
Shutdown (Scenario 2). Top panel: generated sensor
data for Thot,ous (full line), average over 500 realizations
(dashed line) and 90% confidence interval. Vertical
dashed line show failure onset time (7). Mid panel:
Fouling resistance computed for the observed realization
(black) together with an example trajectory from
parameters sampled from the posteriors inferred by
MCMC (orange) and SBI (blue). The average (dashed
lines) and 95% confidence intervals (shaded) are shown
for trajectories generated from 500 posterior samples.
Bottom panel: The inferred posterior probabilities per
process parameter from MCMC (orange) and SBI
(blue). The ground truth is shown as red lines in the
diagonal density plots and crosses in the covariance
plots.

dation parameters B¢, §;, both metrics demonstrate ac-
ceptable predictive accuracy levels in most scenarios.

The exception is the determination of A in the Batch
Process Shutdown (Scenario 2), where the posterior lo-
cation is consistently overestimated due to the extreme
sparsity of the fouling jumps. In this regime, the un-
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derlying degradation is driven by a very low event ar-
rival rate (A = 0.5) combined with a large jump scale
(Bf = 0.03). Because these stochastic shocks are exceed-
ingly rare, a given finite observation window may capture
very few—or even zero—fouling events. Consequently,
the observed thermal-fluid signals carry minimal informa-
tion regarding the true arrival rate, resulting in a nearly
flat likelihood surface for A. In the absence of informative
data, the posterior distribution naturally shrinks toward
the prior. Since the assigned log-normal prior for A is cen-
tered at a median of 2.0 —significantly higher than the
true scenario value—both MCMC and SBI predictably
overestimate this parameter. This behavior highlights a
fundamental limit of structural identifiability in sparse-
event regimes, rather than a systematic failure of the
inference algorithms.

The challenge is compounded by a fundamental identifia-
bility trade-off between A and ;. Infrequent large jumps
and frequent small jumps can produce near-identical cu-
mulative fouling trajectories, making it difficult to distin-
guish the true regime from the dominant prior. MCMC
is particularly susceptible because it must simultaneously
infer A alongside 100 hidden per-timestep jump indica-
tors, entangling the global arrival rate with local de-
cisions about whether each individual timestep carried
a jump. SBI avoids this by absorbing the individual
timestep variables into the simulation process and in-
stead relies on summary statistics. This compresses what
little signal exists about the rate of fouling accumulation
into a lower-dimensional representation. Even so, neither
method can fully overcome the prior dominance when
the observation window contains so few events. This
highlights a fundamental limit of structural identifiability
in sparse-event regimes, rather than a systematic failure
of the inference algorithms. Detailed model calibration
analyses are provided in the Supplementary Material.
Scenario 2 (Batch Process Shutdown) provides therefore
a representative stress test for probabilistic diagnosis un-
der weak observability. In this regime, fouling evolves
through sparse but potentially large stochastic jumps
(low event rate, A = 0.5, and relatively large jump scale,
B = 0.03), so the thermal response can resemble mea-
surement, noise over extended time windows. This set-
ting is therefore informative for assessing whether the
inference framework can separate persistent degradation
dynamics from transient fluctuations. Both MCMC and
SBI assign dominant posterior probability to the fouling
mode (Table and recover a consistent posterior for
the changepoint 7. As shown in Fig. [0} marginal posteri-
ors are also in close agreement across methods, indicat-
ing that amortized SBI preserves the main uncertainty
structure of the MCMC reference posterior. Although
both approaches show limited identifiability for A and,
to a lesser extent, By in this sparse-event regime, pos-
terior predictive trajectories remain physically plausible
and reproduce the observed trend in fouling resistance.
From a reliability perspective, this is the key require-
ment for downstream condition monitoring tasks, such as



predicting the Remaining Useful Life of the equipment.
Even when individual parameters are weakly identifiable,
the inferred posterior ensemble still supports robust fault
recognition and uncertainty-aware forecasting of degra-
dation progression. Accurately recovering these param-
eters and their associated uncertainties is a critical first
step for downstream

A. Resources consumption

The primary motivation for adopting SBI in industrial
asset management is its exceptional computational scal-
ability at deployment time. As summarized in Table [[TI}
MCMC must restart its iterative sampling process from
scratch for every new diagnostic request (inference), so
its total simulation cost grows linearly with the number
of inference tasks.

In contrast, SBI training is a one-time offline phase whose
upfront cost is rapidly amortized over subsequent diag-
noses. We therefore pushed both approaches to a com-
pact setup where the simulator calls are as few as possible
while retaining acceptable accuracy on the parameters
posteriors, in order to test the computational cost of in-
ference in the two cases. MCMC was run on 4 chains with
150 burn-in and 75 samples (900 transitions/call) while
SBI was trained on 5,000 simulations. As illustrated in
Fig. [I0] the two methods reach cost parity after fewer
than six inference calls, beyond which SBI is 82 times
faster per diagnosis while maintaining identical classifi-
cation accuracy and 7T convergence.

In this study, the simulator is a lightweight JAX-JIT-
compiled effectiveness-NTU model of a single heat ex-
changer, chosen as a toy model for testing. Each simu-
lator call is estimated to require 0.03 s of computing on
a 4-core CPU Apple M4 Pro with JAX-JIT pre-warmed.
Therefore, the absolute time saved per call is modest.
However, the 82x acceleration is a property of the infer-
ence algorithms rather than of the particular simulator,
and it scales with simulator cost. For networks of inter-
acting heat exchangers or plant-wide process simulations
where a single forward evaluation can take minutes to
hours, the same factor translates to savings of tens of
minutes to many hours per diagnosis. Across a modern
process plant where condition monitoring must be per-
formed simultaneously on dozens of assets at high fre-
quency, the near instantaneous posterior evaluation of-
fered by SBI provides a pathway to real-time, risk-aware
decision-making that is entirely intractable with classical

Method Sim. calls Acc. Infer. time Train cost
MCMC 900 / call 100% 2.4s / call —
SBI 5,000 (once) 100% 0.029 s / call 19s

TABLE III: Computational cost of inference at 100%
accuracy for MCMC and SBI on an Apple M4 Pro
laptop.
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FIG. 10: Resource comparison at the minimal
configuration achieving both >95% classification
accuracy on Scenario 2 (fouling, 7 = 18). MCMC used 4
chains with 150 burn-in + 75 samples (900
transitions/call); SBI used 5,000 training simulations.
SBI is 82x faster per call after a break-even of ~6
inference calls.

Bayesian sampling.

V. DISCUSSION

This study demonstrates that simulation-based infer-
ence (SBI) provides a practical and scalable alternative
to classical Bayesian sampling for condition monitoring
of heat exchangers. Across all evaluated scenarios, SBI
achieves diagnostic performance comparable to MCMC
in both failure-mode classification and parameter esti-
mation, while reducing inference time by several orders
of magnitude. The close agreement in posterior sum-
maries and distributional metrics indicates that SBI with
amortized neural posterior estimation can efficiently ap-
proximate high-fidelity MCMC baselines, even in non-
linear thermo-fluid systems with stochastic degradation
dynamics.

A key implication is the shift in computational burden
enabled by SBI. By front-loading simulation cost into
an offline training phase, the framework enables near-
instantaneous inference during deployment. This is par-
ticularly relevant for industrial settings where continuous
monitoring must be performed across multiple assets un-
der strict latency constraints. The results suggest that,
beyond a small number of inference queries, SBI becomes
more computationally efficient than MCMC, making it
suitable for real-time diagnostics and large-scale deploy-
ment.

From a reliability engineering perspective, the frame-
work supports probabilistic fault diagnosis by provid-
ing full posterior distributions over failure modes and
degradation parameters. This enables uncertainty-aware
decision-making, which is critical for risk assessment,
maintenance planning, and integrating uncertainty infor-
mation directly into robust RUL predictions [57]. No-
tably, the results indicate that failure onset and mode



identification is highly robust, even in regimes where in-
dividual parameters are weakly identifiable. This dis-
tinction highlights that reliable anomaly detection may
be achievable even when precise quantification of degra-
dation dynamics remains challenging.

Several limitations should be considered. First, param-
eter identifiability depends strongly on the observability
of the underlying process; for example, the fouling in-
tensity and changepoint parameters are difficult to es-
timate in scenarios with sparse or inactive degradation.
These challenges arise from both measurement noise and
structural properties of the stochastic model. Second, the
study relies on synthetic data generated from a simpli-
fied degradation model, which does not fully capture the
complexity of real industrial systems. In particular, as-
sumptions such as stationary noise and simplified fouling
dynamics may limit direct transferability. Additionally,
the use of engineered summary statistics, while computa-
tionally efficient, may discard information present in the
full time series.

Despite these limitations, the approach is broadly ap-
plicable due to its model-agnostic nature. SBI does not
require an explicit likelihood function and can be applied
to black-box simulators, making it suitable for legacy sys-
tems where governing equations are inaccessible. Com-
pared to purely data-driven methods, the framework re-
tains physical interpretability through latent parameters
while providing calibrated uncertainty estimates.

Future work should focus on validation with real opera-
tional data, where additional sources of variability such
as sensor drift and unmodeled disturbances are present.
However, for real-life industrial systems of increased com-
plexity, the MCMC baseline will be computational infea-
sible and hence the verification will most likely be limited
to few hand-labeled failures. Extensions to adaptive or
online training could improve robustness under distribu-
tional shift, while joint inference of latent trajectories and
parameters may further enhance diagnostic resolution.
More generally, integrating SBI-based inference into dig-
ital twin frameworks offers a pathway toward scalable,
probabilistic condition monitoring in complex industrial
systems.

VI. CONCLUSIONS

This work introduces a Bayesian framework for heat
exchanger condition monitoring using simulation-based
inference (SBI) powered by amortized neural posterior
estimation. The results show that SBI matches MCMC
in diagnostic accuracy while reducing inference time by
a factor of 82. This massive computational accelera-
tion enables near real-time estimation of failure modes

13

and latent degradation parameters. The method remains
robust across a range of scenarios, including sparse-
event cases with weak parameter identifiability. From
a reliability perspective, the framework provides the
uncertainty-aware diagnostics essential for risk-informed
decision-making and predictive maintenance. Crucially,
its amortized and model-agnostic nature allows for the
continuous inference of process and health parameters in
realistic, plant-wide industrial settings where traditional
MCMC sampling is entirely computationally unfeasible.
Future work will focus on validation with real operational
data and improving robustness under model mismatch.

VII. DATA AND CODE AVAILABILITY

The code and experiments used in this paper
are available on GitHub at: https://github.com/
petercollett-cognite/sbi_mcmc_heat_exchanger.
git.
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