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Abstract. We introduce V-tableR1, a process-supervised reinforcement
learning framework that elicits rigorous, verifiable reasoning from multi-
modal large language models (MLLMs). Current MLLMs trained solely
on final outcomes often treat visual reasoning as a black box, relying on
superficial pattern matching rather than performing rigorous multi-step
inference. While Reinforcement Learning with Verifiable Rewards could
enforce transparent reasoning trajectories, extending it to visual domains
remains severely hindered by the ambiguity of grounding abstract logic
into continuous pixel space. We solve this by leveraging the determin-
istic grid structure of tables as an ideal visual testbed. V-tableR1 em-
ploys a specialized critic VLM to provide dense, step-level feedback on
the explicit visual chain-of-thought generated by a policy VLM. To op-
timize this system, we propose Process-Guided Direct Alignment pol-
icy Optimization (PGPO), a novel RL algorithm integrating process
rewards, decoupled policy constraints, and length-aware dynamic sam-
pling. Extensive evaluations demonstrate that V-tableR1 explicitly pe-
nalizes visual hallucinations and shortcut guessing. By fundamentally
shifting multimodal inference from black-box pattern matching to veri-
fiable logical derivation, V-tableR1 4B establishes state-of-the-art accu-
racy among open-source models on complex tabular benchmarks, outper-
forming models up to 18× its size and improving over its SFT baseline
by up to 10.6% absolute accuracy.

Keywords: Vision-Language Models · Reinforcement Learning · Pro-
cess Supervision · Visual Chain-of-Thought

1 Introduction

Vision-language models (VLMs) fail systematically on tabular reasoning. Given
a table image and a question requiring precise cell localization or multi-hop

ar
X

iv
:2

60
4.

20
75

5v
1 

 [
cs

.A
I]

  2
2 

A
pr

 2
02

6

https://arxiv.org/abs/2604.20755v1


2 Authors Suppressed Due to Excessive Length

Fig. 1: Comparison between outcome-supervised and process-supervised VLMs for ta-
ble reasoning. Process supervision enables the model to accurately locate relevant cells
and follow logical steps, leading to correct answers where black-box inference fails.

aggregation, state-of-the-art VLMs frequently produce confident yet incorrect
answers [11, 16, 23, 39, 43, 46, 47]. The failure is not perceptual—these models
can read individual cell values correctly [26, 42]. Rather, the failure is inferen-
tial : models shortcut multi-step reasoning by exploiting statistical surface pat-
terns, bypassing the precise cell-lookup and logical chaining that a correct an-
swer demands. We trace this failure to a shared limitation of dominant training
paradigms: they supervise only the final answer, leaving the intermediate rea-
soning trajectory entirely unconstrained [12,24,27,34,35].

Even when augmented with explicit Chain-of-Thought trajectories, Super-
vised Fine-Tuning (SFT) relies on teacher forcing, which evaluates reasoning as
a static sequence of tokens rather than a verifiable cognitive process [40]. Un-
der this paradigm, the model learns the syntax of reasoning but struggles to
rigorously ground each step to visual evidence. Crucially, SFT lacks an active
mechanism to penalize spurious logic; a model that hallucinates intermediate
steps but luckily guesses the correct final answer receives no corrective signal
during inference.

While Reinforcement Learning with Verifiable Rewards (RLVR) has achieved
massive success in text-based math and coding, extending RLVR to multimodal
tasks remains notoriously difficult [21,26]. Natural image visual question answer-
ing (VQA) often involves subjective answers, making rigorous reward construc-
tion nearly impossible and highly susceptible to reward hacking [39,46].

Unlike natural scenes, tables encode strict, rule-bound logic within a rigid
grid. Both the intermediate reasoning trajectories (e.g., cell coordinate local-
ization) and the final discrete answers are rigorously verifiable [1, 44]. This
makes tabular reasoning an ideal, deterministic testbed for exploring multi-
modal RLVR. Currently, the advancement of tabular vision models is heavily
constrained by their reliance on SFT and RL methods driven by sparse out-
come rewards. Both paradigms critically lack high-quality supervision for the
intermediate reasoning process. Consequently, they retain a fundamental flaw: a
reasoning trajectory that blindly stumbles to the correct answer via spurious cor-
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relations receives the exact same training signal as one that reasons correctly at
every step [12,27,35]. Figure 1 makes this contrast concrete—outcome-supervised
VLMs treat inference as a black box and fail on queries requiring explicit cell
localization, while process-supervised models expose and verify each reasoning
step, yielding correct answers [31].

To overcome the inherent limitations of rigid SFT sequence modeling and
outcome-driven reward hacking, we introduce V-tableR1, a process-supervised
reinforcement learning framework designed to elicit rigorous, verifiable reasoning
from MLLMs on tabular tasks. V-tableR1 trains a VLM to produce an explicit,
verifiable chain-of-thought that localizes cells, validates intermediate values, and
resolves multi-hop dependencies before committing to a final answer. Instead
of relying on sparse outcome rewards that encourage shortcut learning, we pro-
pose Process-Guided Direct Alignment Policy Optimization (PGPO).
PGPO is a novel GRPO-based [25] reinforcement learning algorithm that seam-
lessly integrates decoupled policy constraints with dynamic, length-aware data
sampling. By directly injecting fine-grained, step-level feedback into the opti-
mization objective, PGPO reinforces mathematically rigorous reasoning paths
while explicitly penalizing hallucinatory leaps.

Contributions.

– Visual Chain-of-Thought Dataset. We construct a large-scale dataset of
table-question pairs with step-level reasoning annotations. These annotations
explicitly link logical operations to visual anchors (e.g., cell coordinates and
row/column identifiers), transforming implicit intuition into rigorous, verifi-
able training signals.

– Process Evaluation via critic VLM. We design a specialized critic VLM that
functions as a continuous process verifier. Rather than treating rewards as
black-box binary signals, the critic evaluates the logical fidelity of each gen-
erated step to produce a dense process score. This score dynamically gates
the outcome reward: flawless reasoning receives a golden-case bonus, while
unreliable chains that happen to guess the correct answer are conservatively
penalized.

– Process-Guided Direct Alignment Policy Optimization (PGPO). We pro-
pose PGPO, a novel RL algorithm tailored for long-horizon visual reason-
ing. Building upon the stability of Direct Alignment Policy Optimization
(DAPO) and the dynamic sampling efficiency of Length-aware Sampling for
Policy Optimization (LSPO), PGPO leverages fine-grained process feedback
to optimize the policy model. This unified objective fundamentally shifts the
learning paradigm from guessing correct outcomes to mastering verifiable,
robust reasoning trajectories.
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2 Related Work

2.1 Vision-Language Models for Structured Reasoning

Recent advances in multimodal foundation models expand visual understanding
from natural scenes to dense, structured documents like tables and charts. Un-
like natural images, tables demand precise spatial-semantic alignment to decode
hierarchical headers and rigid grid layouts [29]. Standard approaches rely heavily
on Supervised Fine-Tuning (SFT), utilizing massive image-text datasets to align
visual encoders with language models [36, 45]. While SFT improves superficial
structural recognition, it operates under an outcome-supervised paradigm. Mod-
els maximize the likelihood of the final token sequence, treating the intermediate
logical derivation as a black box. Consequently, when faced with complex queries
requiring multi-hop aggregation or precise numerical comparison, these models
rely on memorized lexical correlations rather than genuine comprehension, fre-
quently hallucinating plausible but incorrect answers [14]. We diverge from this
paradigm by enforcing explicit Visual Chain-of-Thought reasoning, transforming
table understanding from opaque pattern matching into a transparent, step-by-
step verifiable process [7].

2.2 Reinforcement Learning with Verifiable Rewards

Reinforcement Learning with Verifiable Rewards (RLVR) drives recent break-
through reasoning capabilities in text-only language models, unlocking test-time
scaling and extended chain-of-thought paradigms [38]. Algorithms like Group
Relative Policy Optimization (GRPO) demonstrate that optimizing directly
against rule-based, verifiable outcomes elicits sophisticated behaviors such as
autonomous self-correction [25, 30]. Subsequent innovations refine this founda-
tion; notably, Direct Alignment Policy Optimization (DAPO) mitigates gradi-
ent variance and stabilizes long-context reasoning by decoupling clipping con-
straints [37,38]. However, translating these successes to the multimodal domain
remains challenging. In pure text, a mathematical proof is logically absolute; in
vision, grounding a logical step to a continuous pixel space introduces ambiguity
that resists strict reward verification and invites reward hacking [7]. We identify
table reasoning as the ideal multimodal testbed for RLVR because tables pos-
sess the deterministic structure necessary for rigorous verification. Furthermore,
relying solely on sparse outcome rewards in visual tasks exacerbates shortcut
learning [4]. Our PGPO algorithm directly addresses this limitation by building
upon the stable foundations of GRPO variants, injecting dense, process-level
feedback into the optimization objective to guide the model away from spurious
correlations.

2.3 Process Supervision and Step-Level Feedback

To mitigate the limitations of sparse outcome rewards, process-supervised learn-
ing assigns credit directly to intermediate reasoning steps. In text domains like
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mathematical theorem proving and code generation, Process Reward Models
(PRMs) successfully guide policies toward robust reasoning paths by penalizing
early logical errors before they compound [10, 32]. Yet, applying process super-
vision to visual tasks proves remarkably difficult. The primary bottleneck lies in
grounding abstract logical steps to specific visual anchors, such as pixel coordi-
nates or cell boundaries. Previous multimodal efforts circumvent this alignment
problem by relying on heuristic rule-checkers restricted to highly constrained
synthetic environments [15,41]. We bridge this critical gap by training a special-
ized critic VLM to serve as a continuous process verifier [10]. By dynamically
gating the outcome reward based on the logical fidelity of the explicit visual
reasoning chain, our framework provides the first scalable mechanism for dense
process supervision in multimodal table reasoning [19].

3 Method

We introduce V-tableR1, a process-supervised reinforcement learning frame-
work designed to elicit rigorous, verifiable reasoning from multimodal large lan-
guage models (MLLMs) on tabular tasks. Our approach addresses the critical
vulnerability of outcome-only supervision in visual domains: the propensity for
models to hallucinate intermediate steps while stumbling upon correct final an-
swers. Unlike natural images where objects lack definitive structural boundaries,
tables impose a rigid, grid-based logic. This intrinsic determinism makes table
reasoning an ideal testbed for Reinforcement Learning with Verifiable Rewards
(RLVR)—every intermediate cell reference and aggregation step can be rigor-
ously verified [34,42].

To operationalize this, V-tableR1 decomposes inference into two distinct in-
teracting models (illustrated in Figure 2): a policy VLM (πθ) that generates
an explicit Visual Chain-of-Thought (V-CoT) and a critic VLM that evaluates
the logical and visual fidelity of each intermediate step. We optimize πθ us-
ing a novel algorithm, Process-Guided Direct Alignment Policy Optimization
(PGPO), which unifies the gradient stability of Direct Alignment Policy Op-
timization (DAPO) and the sampling efficiency of Length-aware Sampling for
Policy Optimization (LSPO), while crucially injecting dense process-level feed-
back.

Visual Chain-of-Thought Generation Let an input query be a tuple (x, q), where
x is the table image and q is the natural language question. The policy VLM
generates a sequence of reasoning steps culminating in a final answer: y =
(s1, a1, . . . , sK , aK , ans). To break the black-box nature of tabular reasoning,
we enforce the generation of Visual Anchors (ak) alongside logical steps (sk).
Rather than operating in raw pixel space, the policy VLM is supervised during
an initial SFT phase to ground its reasoning in relative grid/logical coordinates
(e.g., <cell: Row 2, Col 3>). By explicitly outputting these coordinates and
their corresponding cell values before executing any arithmetic or comparative
logic, the model produces a V-CoT trajectory that is mathematically and struc-
turally verifiable [33,40,45].
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Fig. 2: Overview of the V-tableR1 framework. The policy VLM generates an explicit
Visual Chain-of-Thought (V-CoT) over the table image. The critic VLM verifies the
visual anchors to distinguish between rigorous inference (Path 1), visual hallucination
(Path 2), and shortcut guessing (Path 3). This dense process feedback is then integrated
into the PGPO algorithm to optimize the policy.

As depicted in Figure 2, this explicit generation exposes three distinct be-
havioral paths:
– Path 1 (Rigorous Inference): The model correctly locates the visual anchor,

extracts the correct value, and computes the correct answer.
– Path 2 (Visual Hallucination): The model hallucinates an incorrect grid co-

ordinate but proceeds to calculate a wrong answer based on the faulty ex-
traction.

– Path 3 (Shortcut Guessing): The model bypasses grid localization entirely
or extracts incorrect cells, yet exploits language biases to guess the correct
final answer.

Traditional outcome-supervised RLVR rewards Path 1 and Path 3 equally. Our
framework explicitly penalizes Path 3 by isolating the verification of visual an-
chors from the final answer [10].

Process Evaluation via Critic VLM We evaluate the fidelity of the generated V-
CoT using a separate critic VLM. A fundamental challenge in training a reliable
process verifier is acquiring high-quality negative examples of reasoning tra-
jectories. To construct the critic’s training distribution, we synthesize erroneous
V-CoTs by perturbing high-quality reasoning chains. Specifically, we use an aux-
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iliary 8B-parameter language model (Qwen-3 8B) to systematically corrupt the
logical coordinates and intermediate values within human-annotated or verified
trajectories. The severity of the perturbation determines the ground-truth pro-
cess score. We then train a 32B-parameter vision-language model (Qwen-3-VL
32B) to function as the critic. By exposing the critic to both pristine logic and
heuristically generated errors, it learns to holistically evaluate the structural
integrity of a V-CoT, differentiating between flawless reasoning (Path 1) and
varying degrees of structural hallucination (Path 2 and Path 3).

During RL training, for each generated trajectory y, the critic VLM produces
a dense process score, rproc ∈ [0, 1]. This score dynamically gates the outcome
reward. Let rfmt ∈ [0, 1] denote adherence to structural guidelines, and racc ∈
{0, 1} indicate final answer correctness. We define the baseline outcome reward
as:

Rbase = rfmt + racc. (1)

The final composite reward, R(y), incorporates the critic’s feedback via a piece-
wise gating mechanism, governed by hyperparameters α, β, τhigh, and τlow:

R(y) =


Rbase + α, if Rbase > 1 and rproc > τhigh

rfmt + β, if Rbase > 1 and rproc < τlow

Rbase + α · rproc, if Rbase > 1 and τlow ≤ rproc ≤ τhigh

Rbase, otherwise.

(2)

This formulation yields a Golden-Case Bonus (α) for trajectories that achieve
both outcome correctness and near-perfect structural reasoning. Conversely, it
applies a Conservative Penalty to shortcut guesses (Path 3), reducing the answer
credit to β to mitigate reward hacking without stifling benign exploration.

Process-Guided Direct Alignment Policy Optimization (PGPO) Inspired by the
successes of GRPO [25] in text-only reasoning and its subsequent variants,
DAPO [37] and LSPO [4], we optimize the policy VLM using our proposed
PGPO algorithm. PGPO adapts the decoupled clipping bounds of DAPO for
stability and the length-aware dynamic sampling of LSPO for efficiency, explic-
itly tailored for multimodal process supervision.

For a given query (x, q), we sample a group of G reasoning trajectories {yi}Gi=1

from the old policy πθold . Standard GRPO estimates the advantage Âi by nor-
malizing the outcome rewards within the group. In PGPO, we utilize the com-
posite reward R(yi) (which includes the critic’s process feedback) to compute
the advantage:

Âi =
R(yi)− mean({R(yj)}Gj=1)

std({R(yj)}Gj=1)
. (3)

Decoupled Policy Constraints. Following DAPO, we decouple the clipping con-
straints on the importance sampling ratio to stabilize the optimization of long
reasoning chains. We define the token-level ratio ρi,t(θ) =

πθ(yi,t|x,q,yi,<t)
πθold (yi,t|x,q,yi,<t)

. The
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core DAPO objective maximizes:

JDAPO(θ) =
1

G

G∑
i=1

1

|yi|

|yi|∑
t=1

min
(
ρi,t(θ)Âi, clip(ρi,t(θ), 1− ϵlow, 1 + ϵhigh)Âi

)
, (4)

where asymmetric clipping bounds (ϵlow, ϵhigh) prevent premature convergence
and mitigate gradient explosion during extended rollouts.

Length-Aware Dynamic Sampling. The length of a reasoning trajectory is a
strong proxy for problem difficulty and model uncertainty. In visual reasoning,
mid-length trajectories often represent standard pattern matching, whereas ex-
tremely short trajectories indicate memorized guesses, and extremely long tra-
jectories reflect complex multi-hop searches or self-correction loops. Adopting
the core insight of LSPO, PGPO introduces a length-aware filtering mechanism
at the batch level [33]. For the sampled group {yi}Gi=1, we compute the sequence
lengths {|yi|}Gi=1. Rather than computing gradients over the entire group, we
selectively retain a subset Gactive ⊂ {1, . . . , G} comprising trajectories whose
lengths fall within the empirically validated thresholds from LSPO (specifically,
retaining the bottom 30% and those between the 60% and 90% percentiles).

JPGPO(θ) =
1

|Gactive|
∑

i∈Gactive

1

|yi|

|yi|∑
t=1

min
(
ρi,t(θ)Âi, clip(ρi,t(θ), 1− ϵlow, 1 + ϵhigh)Âi

)
.

(5)
This dynamic sampling dramatically improves RL efficiency by filtering out

low-information, mid-length trajectories. Furthermore, by focusing optimiza-
tion updates on the longest (most exploratory) and shortest (most decisive)
chains, PGPO effectively widens the policy’s search distribution, enhancing out-
of-domain generalization while avoiding the computational overhead of optimiz-
ing redundant reasoning patterns [32].

By unifying rigorous visual anchoring, critic-gated process rewards, decou-
pled clipping, and length-aware sampling, PGPO establishes a mathematically
principled and highly efficient framework for scaling multimodal inference.

4 Experiments

To evaluate the effectiveness of V-tableR1, we construct a comprehensive train-
ing and evaluation pipeline across multiple tabular reasoning benchmarks. Our
evaluation encompasses two primary tasks: Table Fact Verification (TFV) and
Table Question Answering (TQA).

4.1 Datasets

We carefully select a diverse mixture of seven standard tabular reasoning datasets.
This selection comprehensively evaluates the model’s capability across a wide
range of visual table structures, hierarchical headers, and complex reasoning
types (such as arithmetic derivation, multi-hop lookups, and semantic entail-
ment). Table 1 provides a detailed statistical overview of the training and eval-
uation splits, as well as the visual characteristics of the test sets.
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Table Fact Verification (TFV).
– TabFact [5]: A large-scale dataset based on Wikipedia tables. The task re-

quires the model to determine whether a given natural language statement
is entailed or refuted by the table, testing its capacity for linguistic and
symbolic reasoning.

– InfoTabs [13]: A semi-structured inference dataset built upon Wikipedia in-
foboxes. It features complex, multi-row logical reasoning where the model
must classify hypotheses as entailment, contradiction, or neutral, often re-
quiring implicit knowledge integration.

Table Question Answering (TQA).
– FinQA [8]: A financial reasoning dataset requiring deep numerical calcula-

tion (addition, subtraction, division) over professional earnings reports. It
challenges models to extract and compute over numbers heavily embedded
in dense tables and accompanying text.

– HiTab [9]: A hierarchical table dataset containing complex statistical reports.
It specifically evaluates the model’s structural understanding, demanding
precise visual anchoring to associate values with their hierarchical row and
column headers.

– TAT-QA [48]: A hybrid question-answering dataset that involves extracting
information from both tables and unstructured text. It assesses a model’s
ability to seamlessly fuse multimodal and textual evidence for complex fi-
nancial arithmetic.

– TabMWP [20]: A dataset of tabular math word problems. It requires models
to perform multi-step mathematical reasoning explicitly grounded in the
contextual tabular data.

– WikiTableQuestions (WTQ) [22]: A highly compositional dataset over Wikipedia
tables. It demands complex queries involving aggregations, superlatives, and
multi-hop cell lookups.

4.2 Main Results

Table 2 presents the performance of V-tableR1 against a comprehensive suite
of state-of-the-art vision-language models, ranging from closed-source APIs to
large-scale open-weights models. The results demonstrate that explicitly su-
pervising the reasoning process significantly outperforms traditional outcome-
supervised approaches, especially in tasks demanding rigorous logical derivation.

Dominance on Complex Question Answering (TQA). The TQA benchmarks
(FinQA, HiTab, TAT-QA, TabMWP, WTQ) represent the most stringent test
of tabular reasoning, requiring models to locate specific cells, perform multi-hop
aggregations, and execute arithmetic operations. On these tasks, V-tableR1 es-
tablishes a new state-of-the-art among open-source models, despite its relatively
compact parameter count. Notably, V-tableR1 (4B) achieves 28.98% on FinQA
and 83.38% on TabMWP, outperforming larger models like InternVL-2.5-14B
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Table 1: Overview of the tabular reasoning datasets evaluated in this study. The
datasets span Table Fact Verification (TFV) and Table Question Answering (TQA).
Average image resolution and file size are calculated from the test splits.

Dataset Number of Samples Image Characteristics (Test)

SFT Train RL Train Test Avg. Resolution (W×H) Avg. Size (KB)

Table Fact Verification (TFV)

TabFact 5,250 3,648 3,779 1360 × 409 103.2
InfoTabs - - 1,200 1425 × 392 60.4

Table Question Answering (TQA)

FinQA 2,569 583 1,133 1838 × 308 82.4
HiTab 3,195 1,546 1,584 1242 × 458 77.6
TabMWP 4,412 3,791 2,686 269 × 192 20.7
WTQ 5,738 5,887 2,344 1140 × 520 106.9
TAT-QA - - 736 1506 × 358 77.6

(24.27% and 74.34%) and performing highly competitively with the large-scale
QVQ-72B (23.12% and 82.20%). This confirms our core hypothesis: increasing
parameter scale without explicitly grounding the reasoning trajectory is inef-
ficient for complex mathematical and structural tasks. By contrast, V-tableR1
forces the model to output explicit visual anchors before calculation, converting
black-box guessing into verifiable arithmetic.

Superiority over Conventional SFT. A direct comparison between our inter-
mediate SFT checkpoints and the final RL-tuned models highlights the value
of our Process-Guided Direct Alignment Policy Optimization (PGPO). For in-
stance, moving from Qwen3-VL-2B (SFT) to V-tableR1 (2B) yields absolute
gains of +9.19% on FinQA (15.30% → 24.49%) and +9.00% on HiTab (36.45%
→ 45.45%). Similarly, V-tableR1 (4B) improves over its SFT counterpart by
+10.10% on FinQA and +10.66% on HiTab (36.58% → 47.24%). These substan-
tial jumps prove that while SFT can teach a model the syntax of a reasoning
chain, it is the critic-gated process rewards during RL that teach the model to
reliably traverse multi-step logic without hallucinating intermediate values.

Competitive Performance on Fact Verification (TFV). While the primary de-
sign of V-tableR1 targets complex numerical and multi-hop reasoning, it also
exhibits exceptional strength in semantic verification. On TabFact and InfoTabs,
V-tableR1 (4B) scores 87.95% and 88.94% respectively, effectively matching or
surpassing the performance of much larger proprietary models like GPT-4.1
(87.32% / 92.43%) and Gemini-1.5-Flash (88.16% / 91.43%). The improvement
over the SFT baseline (e.g., TabFact: 83.88% → 87.95%) indicates that explic-
itly verifying cell coordinates also reduces the hallucination of non-existent table
facts, leading to more robust semantic entailment.
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Table 2: Performance comparison on Table Fact Verification (TFV) and Table Ques-
tion Answering (TQA) benchmarks. We report the accuracy for each dataset along
with the average score for each category. The best performance among open-source
models is in bold.

Model TFV TQA

TabFact InfoTabs Avg. FinQA HiTab TAT-QA TabMWP WTQ Avg.

Closed-Source VLMs

GPT-4o 85.16 88.75 86.96 13.42 27.59 30.98 71.88 57.80 40.33
GPT-4.1 87.32 92.43 89.88 23.44 32.39 47.63 74.06 63.45 48.19
Gemini-2.5-Flash 88.16 91.43 89.80 40.48 55.43 70.27 88.37 78.18 66.55

Open-Source VLMs

InternVL-2.5-8B [6] 72.92 74.67 73.80 19.42 32.26 41.44 72.80 57.80 44.74
InternVL-2.5-14B [6] 75.98 77.48 76.73 24.27 33.43 46.28 74.34 61.89 48.04
LLaVA-1.5-7B [18] 23.25 32.34 27.80 1.50 3.66 8.29 5.92 12.32 6.34
LLaVA-1.5-13B [18] 28.37 37.34 32.86 1.24 5.81 10.05 6.14 15.63 7.77
LLaVA-NeXT-7B [17] 34.18 41.23 37.71 2.03 4.67 12.64 19.16 8.36 9.37
Qwen2.5-VL-72B [3] 73.45 72.82 73.14 19.34 44.04 52.23 81.95 65.70 52.65
Qwen3-VL-2B [2] 70.40 74.83 72.62 10.50 29.80 32.07 68.60 46.04 37.40
Qwen3-VL-4B [2] 73.28 77.33 75.31 14.74 27.75 35.19 71.92 54.72 40.86
Qwen3-VL-8B [2] 79.44 71.33 75.39 17.12 43.56 50.00 77.88 63.04 50.32
Qwen3-VL-32B [2] 82.43 78.25 80.34 26.32 46.20 56.23 80.37 65.49 54.92
QVQ-72B [28] 77.68 74.64 76.16 23.12 45.70 55.48 82.20 68.20 54.94
Table-LLaVA-7B [45] 59.85 65.26 62.56 5.29 10.09 12.82 57.78 18.43 20.88
Table-LLaVA-13B [45] 65.00 66.91 65.96 7.71 10.85 15.67 59.77 20.41 22.88

Ours

Qwen3-VL-2B (SFT) 79.28 85.17 82.23 15.30 36.45 43.64 74.56 47.48 43.49
Qwen3-VL-4B (SFT) 83.88 87.33 85.61 18.88 36.58 46.63 76.60 54.32 46.60
V-tableR1 (2B) 84.69 87.54 86.12 24.49 45.45 49.83 78.94 56.49 51.04
V-tableR1 (4B) 87.95 88.94 88.45 28.98 47.24 54.23 83.38 63.37 55.44

Efficiency vs. Scale. Perhaps the most striking takeaway from Table 2 is the
parameter efficiency unlocked by process supervision. Our 4B model consistently
outperforms large-scale 72B-parameter models (such as Qwen2.5-VL-72B, which
is 18× larger) across both TFV and TQA tasks. Furthermore, domain-specific
SFT models like Table-LLaVA (7B and 13B) perform poorly on TQA tasks (e.g.,
5.29% and 7.71% on FinQA), highlighting that simply fine-tuning on table data
is inadequate. True tabular intelligence requires the structural determinism and
step-level penalization that V-tableR1 provides.

4.3 Ablation Studies

To systematically dissect the source of V-tableR1’s performance gains, we con-
duct ablation studies focusing on the core components of our proposed optimiza-
tion algorithm. We evaluate the models on both the TFV and TQA benchmarks,
using the Qwen3-VL-2B architecture as our base model for these experiments.
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Table 3: Ablation study on the components of our proposed optimization framework
using the 2B model. We report the average accuracy across TFV and TQA benchmarks.

Optimization Method TFV-Avg. TQA-Avg.

GRPO 81.34 46.43
DAPO 82.48 49.04
PGPO (w/o Process Supervision) 83.12 49.34

PGPO (Ours) 86.12 51.04

Impact of Optimization Algorithms. Table 3 compares PGPO against standard
GRPO, Direct Alignment Policy Optimization (DAPO), and a PGPO variant
lacking critic-gated process rewards. DAPO serves as an intermediate baseline
using decoupled clipping constraints but lacking length-aware dynamic sampling
and process supervision. Upgrading GRPO to DAPO improves the TQA average
by 2.61% (from 46.43% to 49.04%), validating that decoupled clipping stabilizes
visual domain learning. Adding length-aware dynamic sampling (PGPO w/o
Process Supervision) yields a further 0.30% TQA boost, confirming that fil-
tering low-information, mid-length trajectories enhances optimization efficiency.
The most profound leap occurs when activating the critic VLM for step-level
process supervision. Full PGPO improves upon GRPO by 4.78% on TFV (from
81.34% to 86.12%) and 4.61% on TQA (from 46.43% to 51.04%). This proves
that while clipping and sampling optimizations help, the fundamental visual
reasoning bottleneck remains the lack of verifiable, step-level logic grounding.

Fig. 3: Training reward curves com-
paring different optimization strate-
gies. Our full PGPO method (blue
line) demonstrates superior final con-
vergence and stability compared to
GRPO (orange), DAPO (green), and a
variant of PGPO lacking process super-
vision (red).

Convergence and Stability Analysis. Fig-
ure 3 visualizes the training reward curves
over 50 steps for the evaluated optimiza-
tion methods. The standard GRPO base-
line (orange) exhibits severe instability,
highlighted by a catastrophic reward col-
lapse around step 40. This is a clas-
sic symptom of reward hacking in vi-
sual domains, where the policy exploits
a shortcut that suddenly breaks down
on slightly out-of-distribution batches.
DAPO (green) mitigates this collapse,
showing a smoother curve, but plateaus
early, failing to explore deeper logical
trajectories. Remarkably, our full PGPO
method (blue) not only recovers from
early exploration dips (steps 5-10) but ul-
timately climbs to the highest sustained reward level (> 0.7). The comparison
between PGPO and its variant without process supervision (red) is particu-
larly telling: while the outcome-only variant plateaus around 0.6, the full PGPO
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method breaks through this ceiling. The critic’s dense feedback actively steers
the policy away from local optima (Shortcut Guessing) and forces it to discover
the globally optimal strategy.

4.4 Reasoning Quality Assessment

To qualitatively analyze reasoning depth and grounding precision beyond termi-
nal accuracy, we perform an LLM-as-a-judge evaluation using GPT-5. We ran-
domly select 1,000 instances from the combined test sets and task GPT-5 with
scoring the generated Chain-of-Thought trajectories of both the Qwen3-VL-2B
and V-tableR1-2B. In accordance with established protocols, the judge assigns
scores on a scale of 1 to 5 across three critical dimensions: Accuracy, represent-
ing the correctness of intermediate factual and numerical steps; Logic, denoting
structural soundness and the absence of contradictions; and Visual Grounding,
indicating the precision of cell localization and coordinate anchoring.

As indicated in Table 4, V-tableR1 improves Visual Grounding from 2.3 to
3.8. This 65% relative increase validates that process-supervised reinforcement
learning with critic feedback directs the model to anchor internal reasoning in
correct visual regions. While the baseline has strong logical capabilities at 4.0,
its Visual Grounding score of 2.3 highlights a failure to ground logic in pixel
space. By penalizing hallucinations and shortcut guessing, V-tableR1 bridges
the gap between abstract inference and visual evidence, leading to more reliable
reasoning as intermediate accuracy improves from 2.8 to 3.4.

Table 4: Reasoning quality assessment by GPT-5 (LLM-as-a-judge) on 1,000 randomly
sampled test instances. Scores are on a 1–5 scale.

Model Accuracy Logic Visual Grounding

Qwen3-VL-2B (Baseline) 2.8 4.0 2.3
V-tableR1-2B 3.4 4.2 3.8

4.5 Qualitative Analysis

Illustrating process supervision impact, Figure 3 contrasts reasoning trajecto-
ries of the outcome-supervised pre-trained baseline and our PGPO-trained V-
tableR1 on a multi-hop structural grounding query.

Baseline Failure. Querying Craig eleven-season total rushing yards, the
standard Qwen3-VL-2B baseline correctly parses semantic intent but executes
ungrounded reasoning (Figure 3, top right). It outputs 4911.0 after erroneously
referencing 4911 receiving yards. Illustrating Visual Hallucination (Path 2), at-
tention drifts to the receiving super-header, extracting the incorrect yds total.
Lacking fine-grained process supervision, the baseline escapes penalization for
failing to anchor attention to the correct visual bounding box.
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Fig. 4: Qualitative trajectory comparison pre- and post-PGPO. When querying total
rushing yards, the baseline (top right) suffers Visual Hallucination, mistakenly extract-
ing the receiving section value. Conversely, V-tableR1 (bottom right) ensures Rigorous
Inference and correct answering via an explicit visual anchor (<cell: Row 14, Col 4>).

V-tableR1 Success. Post-PGPO, dense critic rewards compel explicit vi-
sual anchor generation and verification before value extraction (Figure 4, bottom
right). The model correctly identifies the rushing section, the yds column (Col-
umn 4), and the bottom row totals (Row 14). Extracting the intersection value
<cell: Row 14, Col 4>, it outputs the correct answer 8189.0. Exemplifying Rig-
orous Inference (Path 1), PGPO forces explicit grid coordinate generation, inex-
tricably binding logical operations to the correct visual region and eliminating
baseline spatial cross-talk.

5 Conclusion

In this paper, we identified a critical flaw in current vision-language models: the
reliance on outcome-supervised training, which inadvertently encourages visual
hallucinations and shortcut guessing during multi-step reasoning. To address
this, we introduced V-tableR1, a framework that forces models to explicitly gen-
erate and verify visual chain-of-thought anchors. At the core of our approach
is Process-Guided Direct Alignment Policy Optimization, a novel RL algorithm
that integrates decoupled policy constraints, length-aware dynamic sampling,
and most importantly, dense step-level feedback from a critic VLM. Our exten-
sive evaluations across seven complex tabular benchmarks prove that process su-
pervision fundamentally shifts multimodal inference from opaque pattern match-
ing to rigorous logical derivation. The resulting 4B-parameter V-tableR1 achieves
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state-of-the-art performance, outperforming massive 72B-parameter models and
establishing a new paradigm for structured visual reasoning.
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