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Abstract—Internal ice layers imaged by radar provide key
evidence of snow accumulation and ice dynamics, but radar-
derived layer boundary observations are often incomplete, with
discontinuous traces and sometimes entirely missing layers, due
to limited resolution, sensor noise, and signal loss. Existing graph-
based models for ice stratigraphy generally assume sufficiently
complete layer profiles and focus on predicting deeper-layer
thickness from reliably traced shallow layers. In this work,
we address the layer-completion problem itself by synthesizing
complete ice-layer thickness annotations from incomplete radar-
derived layer traces by conditioning on colocated physical fea-
tures synchronized from physical climate models. The proposed
network combines geometric learning to aggregate within-layer
spatial context with a transformer-based temporal module that
propagates information across layers to encourage coherent
stratigraphy and consistent thickness evolution. To learn from
incomplete supervision, we optimize a mask-aware robust regres-
sion objective that evaluates errors only at observed thickness
values and normalizes by the number of valid entries, enabling
stable training under varying sparsity without imputation and
steering completions toward physically plausible values. The
model preserves observed thickness where available and infers
only missing regions, recovering fragmented segments and even
fully absent layers while remaining consistent with measured
traces. As an additional benefit, the synthesized thickness stacks
provide effective pretraining supervision for a downstream deep-
layer predictor, improving fine-tuned accuracy over training from
scratch on the same fully traced data.

Index Terms—Polar Ice, Deep Learning, Remote Sensing,
Graph Transformer, Ice Layer, Ice Thickness.
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I. INTRODUCTION

Understanding spatio-temporal patterns in polar ice stratig-
raphy is important for monitoring snow accumulation, inter-
preting ice-sheet dynamics, and reducing uncertainty in cli-
mate projections. Airborne snow radar systems [1, 2] provide
a non-destructive way to observe this structure over large
spatial extents by recording radar echograms, where subsur-
face reflectors appear as layered patterns. However, reliably
identifying internal layer boundary traces remains difficult be-
cause echograms are noisy, annotations are limited, and deeper
reflections are increasingly degraded by attenuation, clutter,
low inter-layer contrast, and complex subsurface structure.
As a result, layer tracing is often incomplete. Shallow layers
are more reliably tracked, whereas deeper layers are faint,
fragmented, and sometimes entirely missing. This creates a
gap between the scientific value of deep internal layers and
the practical difficulty of obtaining dense, reliable labels.

To better model radar-derived ice stratigraphy, Zalatan et
al. [3–5] introduced graph-based formulations that represent
each internal layer as a spatial graph and predict deep-layer
thickness from reliably traced shallow layers. Later works
extended this direction with spatio-temporal graph neural
networks [6], graph transformers [7, 8], and physics-informed
learning strategies [9–11]. However, these methods target
downstream thickness prediction under the assumption that
sufficiently complete layer profiles are available. They do
not directly address the problem considered here: recovering
complete layer-thickness annotations when the radar-derived
traces themselves are incomplete. In practice, most existing
graph-based pipelines therefore require filtering out radar-
grams that lack enough fully observed layers, which limits
their applicability to fragmented real-world measurements.

In this work, we instead address internal ice-layer com-
pletion under incomplete layer traces. We propose a physics-
conditioned graph transformer that combines geometric infor-
mation from available traces with colocated physical features
synchronized from the Model Atmospheric Regional (MAR)
climate model [12, 13]. Each radargram is represented as a
sequence of spatial graphs with one graph per internal layer,
and the model predicts a thickness value for every node in
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every layer. Each node includes latitude, longitude, and five
MAR-derived physical features describing local accumulation
and melt regimes. Because these physical features remain
available even when layer traces are fragmented or missing,
they provide complementary context for inferring plausible
layer geometry where radar returns are weak and annotations
are incomplete. To learn from incomplete supervision, we
introduce a mask-aware Huber loss that evaluates errors only
at observed thickness values and normalizes by the number of
valid entries, enabling stable training under varying sparsity
without imputation. Unlike prior graph-based ice-stratigraphy
models, which assume sufficiently complete inputs for down-
stream prediction, our model is designed to complete the traces
themselves: it preserves observed thickness where available
and synthesizes values only at unobserved locations, recover-
ing missing segments and even entirely absent layers while
remaining consistent with measured traces.

As a secondary benefit, the synthesized thickness stacks can
be used to supervise representation learning in downstream
tasks. We pretrain a deep layer-thickness predictor on synthe-
sized stacks and then fine-tune it on fully traced internal layers,
achieving higher accuracy and more stable optimization than
training the same predictor from scratch.

II. SNOW RADAR ECHOGRAM DATASET

In this work, we use the Snow Radar Echogram Dataset
(SRED) [14], a large public collection of airborne snow radar
echograms for ice layer analysis. The SRED dataset contains
approximately 13,800 radargrams acquired over Greenland in
2012 by the CReSIS airborne snow radar as part of NASA’s
Operation IceBridge [15, 16]. Airborne snow radar is widely
used for cryospheric surveys and ice sheet monitoring because
its signals can penetrate thick ice sheets and reflect the internal
structure of ice layers in radar echogram images.

Radar echogram images, as the one shown in Figure 1(a),
encode the strength of the reflected signal at different depths,
where brighter pixels indicate stronger reflections [17]. For su-
pervised learning, SRED provides annotated layer boundaries.
(Figure 1(b)). These boundary traces can be converted into
layer thickness profiles by measuring the vertical separation
between paired upper and lower layer boundaries at each
along-track location. It is worth noting that these layer bound-
ary traces are not always continuous: some layers, as illustrated
in Figure 1(c), can be partially absent or fully missing due to
attenuation, noise, or complicated subsurface structure. Such
unobserved layer points are recorded as NaN values in the
boundary annotations, explicitly marking missing segments
and entirely missing layers. The dataset further includes lati-
tude/longitude recorded during acquisition and aligned to the
echograms, enabling spatially referenced modeling and fusion
with external geophysical covariates.

III. METHODOLOGY

Figure 1(d) illustrates the overall architecture of our pro-
posed graph transformer network for ice layer completion,
which combines GraphSAGE inductive geometric learning

framework with temporal Transformer encoders to capture
both spatial dependencies within each ice layer and temporal
dependencies across different layers.

A. Physical Features Provided by the SRED Dataset

Beyond radar intensity and layer boundary annotations, the
SRED dataset [14] provides synchronized physical covari-
ates derived from the Model Atmospheric Regional (MAR)
climate model [12, 13]. For each year, SRED aligns MAR
v3.10 outputs to the geolocated radar measurements using
the recorded latitude/longitude and interpolates gridded MAR
fields to radar locations via 2D Delaunay triangulation. As a
result, each internal layer is associated with a consistent set of
physical features, even when the layer boundary annotations
are partially missing or entirely NaN for that year. This is
important for our setting, as it provides physically meaningful
conditioning information at all nodes despite incomplete radar-
derived supervision.

In our method, we use five MAR-derived variables as
physical node features: snow mass balance, near-surface tem-
perature, meltwater refreezing, height change due to melting,
and snowpack height. These variables are closely linked to sur-
face mass-balance variability and melt/accumulation processes
over Greenland [18–20], providing useful physical context for
thickness synthesis when radar returns are weak and layer
boundary traces are discontinuous or entirely missing. To
incorporate them into the graph model, we concatenate these
physical features with latitude and longitude to form the initial
node feature vector for each node.

B. GraphSAGE Inductive Framework

We adopt GraphSAGE [21] as the spatial encoder to model
the relational structure within each spatial graph. In contrast
to Graph Convolutional Network (GCN) [22], GraphSAGE
is an inductive representation learning approach: it learns
neighborhood aggregation functions that can be applied to
nodes, and even graphs, not observed during training by
combining information from a node’s local neighborhood [23].
In our setting, this means that the encoder operates directly
on the input node attributes defined above, including both
spatial coordinates and MAR-derived physical variables. A
mean-aggregation GraphSAGE layer can be written as x′

i =
W1xi + W2 · meanj∈N (i)xj , where i denotes a node, xi

is its input feature, x′
i is the updated embedding, W1 and

W2 are learnable parameters, N (i) is the neighborhood of
node i, xj denotes features of neighboring nodes, and mean(·)
is the aggregation operator. Because the MAR variables are
included in xi, they participate in every message-passing
step. As a result, the learned embedding of each node is
conditioned not only on its own local physical state and spatial
position, but also on the surrounding physically informed
context propagated from neighboring nodes. This design is
particularly useful under incomplete layer annotations, since
even where radar-derived thickness supervision is missing, the
network can still construct meaningful node embeddings from
the available coordinates and MAR covariates.



Fig. 1. Overview of the dataset and the proposed physics-conditioned graph transformer for layer completion. (a) Radar echogram image. (b) Labeled
echogram with manually traced internal layer boundaries. These boundaries can be discontinuous, and some internal layers can be entirely missing. (c)
Incomplete internal layer boundary traces, including partial traces and absent layers. (d) Proposed graph network for layer completion from incomplete traces
and colocated physical features. (e) Transformer encoder block used in the model.

C. Temporal Transformer Encoder

After the GraphSAGE spatial encoder aggregates spatial
information of each layer, we obtain spatial node embeddings
H ∈ RN×T×ds , where N is the number of nodes per layer
graph and T is the number of layers in the stack (ordered
from shallow to deep, treated as the temporal dimension).
We then project H to the Transformer width to obtain
Z ∈ RN×T×dt , and apply a Transformer-style multi-head
self-attention encoder [24] along the temporal dimension to
propagate information across layers. Figure 1(e) shows the
overall architecture. Given Z, we perform the standard multi-
head self-attention calculation [24]. Each encoder layer fol-
lows a pre-normalization design, applying LayerNorm before
the multi-head self-attention and position-wise feedforward
sub-layers, with residual connections and dropout. We use 8 at-
tention heads and stack 4 temporal transformer layers together.
Because layer index carries underlying depth information, we
use the standard sinusoidal positional encoding described by
Vaswani et al. [24] and add it to Z with a layer normalization
before feeding into the attention module.

D. Mask-Aware Huber Loss

To train on incomplete thickness annotations, we use an
observation mask and compute the loss only on labeled
entries. Let y ∈ RN×T denote the radar observed ground-
truth thickness over N spatial nodes and T layers, and let
Ŷ ∈ RN×T be our model prediction. We define a binary
mask M ∈ {0, 1}N×T where Mn,t = 1 if Yn,t is observed
and Mn,t = 0 otherwise. With residual rn,t = Ŷn,t−Yn,t, our
mask-aware Huber loss is the normalized masked average

Lmask =
1∑N

n=1

∑T
t=1 Mn,t + ϵ

N∑
n=1

T∑
t=1

Mn,t Huberδ(rn,t),

(1)
where Huberδ(·) is the standard Huber penalty with threshold
δ, and ϵ is a small constant for numerical stability. This

(a) Layer Completion Results 
for Partial Incomplete Layers

(b) Layer Completion Results 
for Fully Missing Layers

Fig. 2. Qualitative examples of our graph-conditioned layer completion
model on radar echograms under two annotation-missing regimes. (a) Partially
missing traces, where our model fills discontinuities and restores smooth,
continuous layer boundaries that remain consistent with the observed seg-
ments. (b)Fully missing layers, where even when entire internal layers are
absent from the input, the model infers coherent layer geometries that follow
the overall stratigraphic pattern. Within each group, the left panel shows the
observed layer-boundary traces in blue, corresponding only to locations where
ground-truth boundary annotations are available; the middle panel shows the
model output in orange, which completes the missing annotations; and the
right panel overlays the observed annotated traces and the model prediction.

formulation ensures that missing entries (Mn,t = 0) contribute
neither loss nor gradients, enabling training directly from
partially traced layer stacks from radar echograms.

IV. EXPERIMENT DETAILS

We evalute our proposed graph transformer network on a
special case where T = 20, i.e. we want to complete a stack
of 20 internal ice layers for each radar echogram. In the SRED
dataset, 1644 radargrams have at least 20 fully tracked internal
layers, which we will later use for downstream evaluations.
For the remaining 12161 radargrams, we train our proposed
layer completion model to complete missing layers up to the
20-th layer. To construct the order sequence of spatial graphs



TABLE I
QUANTITATIVE COMPARISON BETWEEN THE NON-PHYSICAL AND

PHYSICAL-CONDITIONED GRAPH TRANSFORMER VARIANTS ON THE
INTERNAL ICE-LAYER COMPLETION TASK. THE NON-PHYSICAL VARIANT

USES ONLY LATITUDE AND LONGITUDE AS NODE FEATURES, WHEREAS
THE PHYSICAL-CONDITIONED VARIANT ADDITIONALLY INCORPORATES

MAR-DERIVED PHYSICAL FEATURES. MAE ARE CALCULATED AT
LOCATIONS WHERE GROUND-TRUTH BOUNDARY ANNOTATIONS ARE

AVAILABLE.

Model Masked MAE
Non-Physical Graph Transformer 3.45

Physical-Conditioned Graph Transfoemer 1.81

as network input, we follow the same procedure as Zalatan
et al. [3–5] and Liu et al. [6], where each internal layer is
represented as a spatial graph with nodes corresponding to
pixels in the width of the radar echograms. Each node contains
seven node features: Latitude, Longitude, and five physical
features from the MAR climate model [12, 13].

We implement our graph transformer network in PyTorch
and PyTorch Geometric. The spatial encoder is a 2-layer
GraphSAGE network with hidden dimension ds = 128, and
the temporal module is a Transformer encoder with width
dt = 256, 8 attention heads, and 4 layers. We applied dropout
(p = 0.05) in both GraphSAGE and Transformer blocks.
To isolate the contribution of physical conditioning, we also
compare our model against a non-physical variant that uses
only latitude and longitude as node features. The completion
model is trained for 300 epochs with Adam, base learning
rate 5 × 10−4, weight decay 10−4, and batch size 8, using
a mask-aware Huber loss that is computed only on observed
thickness values. We use a two-stage learning rate schedule:
linear warm-up from 0.1 of the base rate to the base rate
over the first 25 epochs, follwed by cosine annealing for
the remaining 275 epochs to a minimum learning rate of
10−6. The final configuration was chosen through preliminary
validation experiments informed by prior work and constrained
by training stability and GPU memory.

For downstream evaluation, we adopt the spatio-temporal
graph neural network from Liu et al. [6] as the deep layer
thickness predictor and follow their training settings for train-
ing from scratch on the 1644 fully traced radargrams. For the
pretraining-finetuning workflow, we pretrain the same model
on synthetic completions from our layer completion model
using Liu et al.’s settings for 450 epoch, then fine-tune on
the 1644 fully traced radargrams starting from the 100-epoch
checkpoint for another 450 epochs with learning rate 7×10−4.
During fine-tuning, we use the standard mean squared error
(MSE) loss since all layers are fully traced.

V. RESULTS

Table I compares the graph transformer with and without
MAR-derived physical conditioning and calculate the mean
absolute error at locations where ground-truth boundary anno-
tations are available, highlighting the effect of incorporating
physical features beyond latitude and longitude for better
internal ice-layer completion accuracy. Figure 2 demonstrates

that our method can reliably recover internal layer boundaries
from radar echograms even when annotations are severely
incomplete. As shown in Figure 2(a), when layer traces are
only partially available, the predicted boundaries smoothly
bridge missing segments while remaining well-aligned with
the visible portions of the reference traces in the overlay.
Importantly, the completed curves preserve realistic layer or-
dering and spacing and avoid introducing spurious oscillations,
indicating that the model is not performing naı̈ve interpolation
but instead leveraging spatial graph connectivity and context
from neighboring layers to maintain coherent stratigraphy.
In Figure 2(b), for the case where entire internal layers are
absent from the input, despite having no direct trace evidence
for those layers, our model reconstructs a consistent set of
boundaries that follow the global geometry of the layer stack
and exhibit smooth, physically plausible variations across
depth. Taken together, these qualitative examples highlight
the effectiveness and robustness of our approach for handling
both partial discontinuities and fully missing internal layers,
supporting its use as a practical tool for completing sparse
layer-boundary annotations.

We further assess whether the synthetic layer traces pro-
duced by our method improve downstream learning. To this
end, we compare a spatio-temporal GNN [6] pretrained on the
synthetic traces and then fine-tuned on radargrams with fully
traced internal layers against the same model trained from
scratch on the fully traced data. Pretraining leads to faster
and more stable optimization during fine-tuning and yields
better downstream performance. In particular, the pretrained
model achieves an RMSE of 2.9910 pixels for deep-layer
thickness prediction, compared with 3.2297 pixels for training
from scratch, corresponding to a 7.4% improvement.

Overall, our physics-conditioned graph transformer effec-
tively synthesizes complete internal ice-layer thicknesses from
incomplete layer-boundary annotations, handling both par-
tial discontinuities and fully missing layers while maintain-
ing physically plausible stratigraphy. Furthermore, leveraging
these synthetic completions for pretraining enhances down-
stream deep-layer thickness prediction accuracy and optimiza-
tion stability, highlighting the practical value of our approach
for scalable supervision from partially labeled radargrams.

VI. CONCLUSION

In this work, we present a novel graph transformer archi-
tecture for synthetically completing internal ice layer thick-
nesses when internal layer boundary annotations are incom-
plete or discontinuous in radar echograms. Conditioning on
climate-model physical features, our model leverages intra-
layer spatial structure and cross-layer temporal dependencies
to produce physically plausible completions while optimizing
a mask-aware Huber loss only on observed measurements.
Qualitative results show smooth, coherent, and physically
plausible thickness completions that remain consistent with
available observations, even under severe missingness. We
further demonstrate that these synthetic completions provide
effective pretraining supervision: pretraining a downstream



spatio-temporal GNN on completed stacks and fine-tuning
on fully traced radargrams yields faster convergence, more
stable optimization, and a 7.4% RMSE improvement for deep-
layer thickness prediction compared to training from scratch.
Overall, this completion-to-pretraining workflow turns par-
tially labeled radargrams into scalable supervision and reduces
reliance on fully traced layer stacks for robust deep-layer
modeling.
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