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Closing the Domain Gap in Biomedical Imaging by In-Context Control Samples
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Abstract

The central problem in biomedical imaging are
batch effects: systematic technical variations un-
related to the biological signal of interest. These
batch effects critically undermine experimental
reproducibility and are the primary cause of fail-
ure of deep learning systems on new experimen-
tal batches, preventing their practical use in the
real world. Despite years of research, no method
has succeeded in closing this performance gap
for deep learning models. We propose Control-
Stabilized Adaptive Risk Minimization via Batch
Normalization (CS-ARM-BN), a meta-learning
adaptation method that exploits negative control
samples. Such unperturbed reference images
are present in every experimental batch by de-
sign and serve as stable context for adaptation.
We validate our novel method on Mechanism-
of-Action (MoA) classification, a crucial task
for drug discovery, on the large-scale JUMP-CP
dataset. The accuracy of standard ResNets drops
from 0.939 =+ 0.005, on the training domain, to
0.862 4+ 0.060 on data from new experimental
batches. Foundation models, even after Typical
Variation Normalization, fail to close this gap. We
are the first to show that meta-learning approaches
close the domain gap by achieving 0.935 £ 0.018.
If the new experimental batches exhibit strong do-
main shifts, such as being generated in a different
lab, meta-learning approaches can be stabilized
with control samples, which are always available
in biomedical experiments. Our work shows that
batch effects in bioimaging data can be effectively
neutralized through principled in-context adapta-
tion, which also makes them practically usable
and efficient.
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Figure 1. Performance of MoA classifier on JUMP-CP data. Error
bars represent variance across five cross-validation folds. Green
bar: within the training domain, the performance of the classi-
fier is high. Orange bars: The performance of the classifier on
images from new experimental batches ("new domain"). Even
foundation models with normalization (FM+TVN) suffer perfor-
mance declines, and domain adaptation methods like CORAL only
slightly counter the domain shift. Only the meta-learning method
ARM-BN closes the domain gap. Details in Tab. 1

1. Introduction

Batch effects severely degrade model generalization for
biomedical datasets. The growing scale of publicly avail-
able biomedical imaging datasets offer an unprecedented op-
portunity for deep learning models to predict clinically and
biologically meaningful properties, such as disease states,
treatment responses, and drug effects (Chandrasekaran et al.,
2023; Zhang et al., 2025; Peidli et al., 2023). However, a key
challenge arises because biological data has to be acquired
in experimental batches, which are groups of samples that
were obtained under different technical conditions. Even
in carefully controlled environments, images from differ-
ent batches present variations due to non-biological factors
that might be more prominent than the biological signal
in question (Leek et al., 2010; Sypetkowski et al., 2023;
Luecken et al., 2021). These variations are called batch
effects and are a well-known artifact, such that unperturbed
samples, known as negative controls, are included in ev-
ery experimental batch as a reference (Bray et al., 2017).
Negative controls have been long used in the field of cellu-
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Figure 2. Representation of batch effects in microscopy imaging data considered as a multi-source domain adaptation (MSDA) problem.
In this setting, each source consists of different experimental conditions, e.g. different plates. In each domain, an image of the same class
is depicted, which represents a particular mechanism-of-action (MoA). Control samples are unperturbed samples, that are present in every

domain, and which we represent with the ¢ symbol.

lar imaging profiling to try to disentangle biological signal
from confounding factors, often by standardizing features
using controls from the corresponding experimental batch
(Arevalo et al., 2024). However, such post-hoc corrections
do not allow exploiting the capabilities of end-to-end deep
learning models, and traditional deep learning models per-
form poorly on new batches (Chen et al., 2020; Kim et al.,
2025).

Domain adaptation provides a natural framework for
batch effect correction. We could consider batch effect
correction in machine learning as an unsupervised domain
adaptation (UDA) problem, where the source domain is
the training data available and the target domain is a new
experimental batch. Classical UDA aligns source and target
distributions using approaches such as a) importance weight-
ing (Shimodaira, 2000; Ben-David et al., 2006; Kimura and
Hino, 2024), b) distance-based matching (Sun et al., 2015;
Zellinger et al., 2017), c) adversarial training (Ganin and
Lempitsky, 2014), or d) generative translation (Liu and
Tuzel, 2016; Taigman et al., 2016; Bousmalis et al., 2017;
Chung et al., 2024). In the field of microscopy imaging
data, test-time training (TTT) strategies have been explored
(Haslum et al., 2023). However, traditional UDA and TTT
methods assume a small number of source domains, each of
them with a large amount of samples, and require retraining
the model every time a new domain needs to be evaluated.
In contrast, microscopy imaging data is comprised of many
domains with few samples (Chandrasekaran et al., 2023;
Bray et al., 2017), which makes UDA methods unsuitable
in this setting. Batch effect correction can be formalized in-

stead as a multi-source domain adaptation (MSDA) problem
(see Figure 2), where each experimental batch is a source
domain (Farahani et al., 2020; Blanchard et al., 2011).

Multi-source domain adaptation and in-context test-time
adaptation. Recent works have been developed to extend
classical UDA methods to a multi-source setting (Zhao et al.,
2018; Peng et al., 2019; Wen et al., 2020; Yang et al., 2020;
Venkat et al., 2020; Guo et al., 2018). Nevertheless, just
like UDA, MSDA methods require re-training the model
every time a new target domain needs to be evaluated. In
microscopy imaging data, new experimental batches come
in sequentially, making these methods highly inefficient.
An ideal setting for microscopy imaging data would be one
where the multi-source nature of the data can be exploited
and also the model can be dynamically adapted at test time
without need for retraining. Adaptive Risk Minimization
(ARM) (Zhang et al., 2021) is a meta-learning framework
(Hochreiter et al., 2001; Finn et al., 2017) that enables such
rapid adaptation.

Batch Normalization as a domain adaptation mechanism.
Batch Normalization (BatchNorm) is a widely established
normalization technique, that allowed training deep neural
networks with skip connections (Ioffe and Szegedy, 2015),
and that can additionally be used as a module for domain
adaptation (Li et al., 2016). Conventionally, when the as-
sumption that both training and test data are sampled from
the same distribution is made, the stored training statistics
are used at inference time. In contrast, when the test samples
are known to come from a different distribution, adapting
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these layers by using the statistics of the new domain at
inference time provide a straight-forward test-time domain
adaptation method (Li et al., 2016; Wang et al., 2021). How-
ever, it has also been shown that these methods fail when not
enough samples are available to accurately estimate the new
domain statistics or when the class distribution is shifted at
test time (Zhao et al., 2023; Park et al., 2023).

Control samples provide an opportunity to stabilize the
context in meta-learning methods. In addition to the meth-
ods presented above, there are also meta-learning methods
which include adapting the batch normalization layers in a
meta-learning setting (Zhang et al., 2021). The main differ-
ence between BatchNorm adaptation (Li et al., 2016) and
meta-learning BatchNorm adaptation (Zhang et al., 2021)
is that the adaptation does not only occur at test-time but
also during training, such that the model learns to adapt to
new batches. This has been shown to provide a significant
improvement with respect to its pure test-time counterparts.
Nevertheless, in this work, we show that these methods also
underperform in the presence of small batch sizes and under
label shifts. Both scenarios, a) small sample sizes and b)
labels shifts in a new experimental batch are very plausible,
because of the typical design of such bioimaging studies
(Hughes et al., 2011; Knowles and Gromo, 2003). However,
almost all biomedical experiments guarantee that a specific
type of samples will be present in every new experimen-
tal batch (i.e., domain): negative controls (Chandrasekaran
et al., 2023; Bray et al., 2017). Therefore, we propose to
exploit the presence of negative controls and use them as
context samples both during training and for inference of a
meta-learning model, showing that this approach makes the
performance of our method robust to small numbers of new
experimental batches and to shifts in the class distribution.

Contributions. Our main contributions are the following:

* We propose CS-ARM-BN, a control-stabilized meta-
learned BatchNorm adaptation method that leverages
negative control samples available in every experimen-
tal batch, and show that it robustly alleviates the failure
modes of previous methods and nearly closes the gen-
eralization gap between in-domain and unseen-batch
performance.

* We demonstrate that adaptive Batch Normalization—
based methods, particularly when combined with meta-
learning and in-context adaptation, provide an effective
and computationally efficient approach to mitigate se-
vere batch effects in biomedical microscopy images.

* We systematically analyze and expose key limitations
of existing BatchNorm-based adaptation methods, in-
cluding AdaBN and ARM-BN, showing that their per-
formance degrades in realistic settings such as label
shift.

2. Problem setting and Background

We consider the problem of adapting from B source batches
of size N to a single target batch of size M under the cross-
entropy loss Lcr(y,9) = — Zle Yk log (9 ). This prob-
lem can be extended to any loss function £, many target
batches and different batch sizes, in a straight forward way.

We are given a source dataset Drain =
(DW,...,DP} < (X x )" consisting of B ex-
perimental batches D) — (a:Sf’ >,y£f’>)£y:1 drawn from

distributions p’;y, b € {1,...,B}, respectively. Follow-
ing Baxter (1998); Zhang et al. (2021), we assume that the
batches are independent and drawn from a meta-distribution
L.

The goal is to find a prediction model g(x, w) = g together
with an adaptation method Adapt(w,g,D?) = w that
allow us, for any new unlabeled experimental target batch

DB = (x8)M_,, to adapt the weights w to new weights w
with a small target batch risk
LM
=3 Uy 9 (@, D)), (1)
m=1

whenever the target batch is drawn from the marginal p? of
a new target distribution from . £ is an appropriate loss
function.

Feature extractor and classifier networks. We denote the
following components that are normally used by domain
adaptation methods: a) an encoder or feature extractor
network f : X — RP or f,, with weights w, which maps
the input images € X to an embedding a € R”, and b)
a classifier ¢ : RP +— ), which maps the embeddings to a
class label y € ) in the output space ).

The model g : X +— ) is usually a composition of the
feature extractor with the classifierg =co f : X — ).

2.1. Domain Adaptation Methods for Biomedical
Images

We first introduce a set of domain adaptation methods for
biomedical images that will be compared to our work and
mentioned throughout the manuscript.

Supervised baselines. ResNet (He et al., 2015) and Foun-
dation Model CA-MAE (Kraus et al., 2024). We train a
standard classifier g on D" by minimizing

B
muijnz Z Leg(y,g(z, w)) 2)

b=1 (2.y)eD®

with cross-entropy loss Lcg and using a ResNet50 archi-
tecture with either BatchNorm (BN) or InstanceNorm (IN)
layers, and a linear layer as a classifier. This classifier is not
adapted to new experimental batches.
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Figure 3. Graphic representation of our method, CS-ARM-BN, and comparison to ARM-BN (Zhang et al., 2021). Both are meta-learning
methods that are be modified at test-time by using the BN statistics from the target domain (lilac). CS-ARM-BN uses control samples both
at training and at inference time, which provides stability when (b) the number of perturbed samples is small or (c) the label distribution is

shifted.

For the foundation model baseline, we use a frozen CA-
MAE encoder fyiag to obtain embeddings a = fyag(x)
and perform linear probing with a classifier ¢y trained with
CE-loss.

Domain-Adversarial Neural Networks (DANN) (Ganin
and Lempitsky, 2014). DANN uses a domain discriminator
d, : RP — SB-1 over features @ = f,,(z) and use
gradient reversal to promote domain invariance:

B
n}li)nmgxz Z [ﬁcE(th(:c,'w)) +

b=1 (m}y)eD(b)
A Lon(b du(a)], 3

where the second loss term is cross-entropy on domain
labels and A > 0 trades classification performance against
domain objectives.

Correlation Alignment (CORAL) (Sun et al., 2015). Let
Ag = {a;} and Ar = {a;} be source and target features
in a training batch; let C's and C' denote their covariance
matrices. CORAL adds a moment-matching penalty to the
supervised loss:

B
min Y Y Les(y.g(@,w)) +

b=1 (x,y)eD®)
v|Cs — Cr|%, 4

aligning second moments of source and target features dur-
ing training. We trained CORAL on considering the samples
in the training set to stem from the source distribution and
the samples in the test set, from the target distribution.

Channel-Agnostic MAE (CA-MAE) + Typical Variation
Normalization (TVN) (Kraus et al., 2024; Ando et al.,

2017). As in the foundation model baseline, we use the
embeddings from a frozen CA-MAE encoder, and perform
a post-hoc correction with TVN. For TVN, given a set of
batch-3 control embeddings from the target batch, {zf 1,
8 and 33718 are estimated and used to apply a per-
batch whitening:

a = (Ectrl,ﬂ)_% (a_/,LCtrLﬁ) (5)

is performed. Then, the covariance is aligned to the covari-
ance of the training data X'"81" The classifier ¢y is then
trained with the resulting re-aligned representations a. This
matches first and second moments to the typical, i.e. control,
distribution of each batch.

Adaptive Batch Normalization (AdaBN) (Li et al., 2016).
In Adaptive Batch Normalization, the adaptation of the
model is simply carried out by using the BN statistics of
the target domain instead of those of the training data. For
microscopy images Lin and Lu (2022) proposed adapting
the batchnorm statistics based on control samples.

Fully Test-Time Adaptation by Entropy Minimization
(TENT) (Wang et al., 2021). In TENT, the adaptation is
also carried out at test-time, and, as in AdaBN, the BN
statistics are computed using samples from the new do-
main. However, in this method an additional adaptation is
included, consisting in minimizing the entropy H of the
model predictions g by updating only the BatchNorm affine
parameters y and 3 :

K
g=g(), H@G) =-) dilog(in) (©
k=1
min H (9) (7
V.8
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Generative methods: StyleID (Chung et al., 2024). We
used the diffusion-based style transfer method proposed
by Chung et al. (2024) to convert all images to the style
of one specific experimental batch (Liu and Tuzel, 2016).
Then, as in the supervised baselines, a ResNet50 and a linear
classifier are trained to minimize the cross-entropy loss Lcg
in the generated training samples.

Adaptive Risk Minimization (ARM) / In-context adapta-
tion (Zhang et al., 2021).

ARM uses a meta-learning objective (Hochreiter et al., 2001;
Finn et al., 2017):

11
DNV
b=1 (®m,ym)EDY,

®

where D'I’V[ is a random subset of M < N pairs of batch b,
considered as context set. M is usually in the size of the
expected future dataset from the new domain, in our case
the size of an experimental batch.

The central part is the test-time adaptation function

o Wx XM W wf = hy(w,2? ), 9
which maps the current model parameters w and context (the
target-batch samples a:f ;) to the adapted parameters w”.
The test-time adaptation function h¢ has itself parameters ¢,
which are learned with the usual gradient descent techniques.
At test time on a new experimental batch 3, we first compute
w? = hg(w,z! ,,) and then predict with § = g(a; w”)
for any @ from batch S.

ARM-BN. In this variant of ARM the adaption function h¢
only replaces the batch normalization statistics pupn, BN
of all batchnorm-layers of the main network g with the
statistics from the batch /3 from the new domain.

ARM-CML. In this version, the adaptation function h¢ uses
the unlabeled samples from the new batch to compute a com-
pact representation, a context vector, that captures the spe-
cific characteristics of the target domain. Unlike ARM-BN,
which only updates normalization statistics, ARM-CML
performs a lightweight parameter adaptation conditioned on
the new data, enabling the model to better align with the
target domain without requiring labels or retraining.

3. CS-ARM-BN: Control-Stabilized Adaptive
Risk Minimization with Batch
Normalization

A key limitation of BN-based test-time and meta-learned
adaptation methods is their reliance on statistics estimated
from a set of unlabeled target samples. When the number

of available samples is small or when the class distribu-
tion at test time differs from that observed during training,
the resulting batch normalization (BN) statistics become
noisy and confounded by label shift (Park et al., 2023; Zhao
et al., 2023), leading to unstable or degraded performance.
We confirm this occurrence in our experiments shown on
Sections 5.3 and 5.4 and Appendix Sections D.1 and D.2.

In high-content screening experiments, and generally in
biomedical experiments, negative control samples are avail-
able (Chandrasekaran et al., 2023; Arevalo et al., 2024).
For every experimental batch /3, a set of control images
{251¢ | is acquired under the same technical conditions as
the perturbed samples, but without inducing any biological

Lcw (ym) (T ho(w, ajll): M)) ,effect. These controls provide a direct estimate of batch-

specific technical variation that is independent of the class
composition of the perturbed samples.

Control-stabilized adaptation. In CS-ARM-BN, we ex-
tend ARM-BN by incorporating negative control samples
into the context used for adaptation. Instead of estimating
BatchNorm (BN) statistics solely from the unlabeled per-
turbed samples :1:? .1,» we compute the adaptation statistics
using the union of control and perturbed samples from the
target batch,

¢’ = {z}, u {33?}1 1-

Concretely, for each BN layer, the adapted mean and vari-
ance are computed over this combined context set as

NJBN ‘Cﬁ| ;ﬁ (10)
BN CBI ;ﬁ u— l"BN ’ (11)

where u € C? denotes the BN-layer activations correspond-
ing to either a control image z* or a perturbed image x?,.
These adapted statistics replace the running training statis-
tics in all BN layers of the prediction model g when evalu-
ating samples from batch .

Another option to mitigate the effects of label shift and small
batch sizes could be to use only control samples to adapt
the Batch Normalization statistics, as proposed by Batch
Effect Normalization (BEN) (Lin and Lu, 2022). However,
in the following paragraph, we argue that including both
perturbed and control samples provide the best trade-off
between bias and variance. Empirically, we found that
adapting BN layers using control samples only at evaluation
time performed poorly, but when only controls were already
included during training, the performance improved (see
"BEN w/o meta-learning" and "ARM-BEN" in Table 4).

Let M = C + L be the total number of samples in a new
target batch, where C' is the number of control samples and
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L are the non-control or perturbed samples. We model the
BN activation mean for sample x as:

Hobs,z = Hdomain + Helass(x)

where {tdgomain 1S the batch-specific technical offset we wish
to estimate, and ficjass() = O for controls and ficjase(z) 7 0
for perturbed samples.

The three estimators of ftgomain and their mean squared errors
(MSEs) are:

1. ARM-BN or AdaBN estimator (perturbed samples

only):
0.2
MSE([LARM_BN) = ﬂglaqi +—= (12)
—~—~ L
large bias?

The bias jicj,ss grows with the degree of label shift, ex-
plaining the performance collapse observed in Tables 3
and 4 .

2. Control-based estimator (controls only):

2
MSE(i) = 0 +% (13)

no bias

The estimator is unbiased, but suffers from high vari-
ance when C, the number of controls, is small.

3. Our estimator CS-ARM-BN (controls + perturbed
samples):

2

- CS-ARM. L 2_ o
MSE (AR EN) = (M> fidustyy (4
N————’

small bias2

exploits all available samples M = C' + L and allows
for a small bias, but decreases variance by a factor of
1/M.

In typical settings, CS-ARM-BN achieves the lowest MSE
by trading a small residual bias, shrunk by the factor
(L/M)? relative to ARM-BN, against a reduced variance,
since M > C'. This bias-variance tradeoff is most favorable
precisely in the operating regime of real drug screening:
availability of few controls (C') and moderate-to-severe la-
bel shift, which is confirmed empirically in Table 4. Details
in Appendix F.

Relation to ARM. Importantly, our CS-ARM-BN method
remains fully within the Adaptive Risk Minimization
(ARM) framework. As shown in Figure 3, during train-
ing, the model is meta-learned episodically: for each source

Algorithm 1 Pseudo code for CS-ARM-BN vs traditional
image classifier inference pipelines

### Standard Image Classifier Pipeline ###
# no calibration of classifier to data

x = load_data() # your biomedical images
model = load_model () # public classifier
pred = model.predict (x) # domain gap!

### CS-ARM-BN Classifier Pipeline ###

# adapt/calibrate classifier to your data
x = load_data() # your biomedical images

z = load_controls () # available controls
model = load_model () # public classifier
model.adapt (concat ([x, z])) # calibrate
pred = model.predict (x) # neutralized gap

batch b, a control samples and perturbed samples are used
as context to adapt BN statistics, and performance is op-
timized on perturbed query samples from the same batch.
This trains the base network to expect and exploit control-
conditioned normalization at test time, rather than treating
it as a heuristic post-hoc correction.

Compared to standard ARM-BN and other domain adapta-
tion methods, CS-ARM-BN offers three key advantages:

« Stability under small context sizes: since all samples,
perturbed plus control samples are used in each batch,
the BN statistics can be estimated reliably even when
only few perturbed samples are available.

* Robustness to label shift: control samples are inde-
pendent of the class distribution in the new domain,
and are used to decrease the bias in the estimator at test
time.

¢ No additional supervision or re-training: as in
ARM-BN, adaptation remains fully unlabeled and
lightweight, requiring only a single forward pass over
the samples from the new domain (see Algorithm | and
2), i.e. experimental batch, and no expensive test-time
training.

4. Related work

Traditional batch effect correction methods. Batch effect
correction methods that are based based on either linear
transformations (Johnson et al., 2007; Ando et al., 2017),
nearest neighbors (Haghverdi et al., 2018; Stuart et al., 2019;
Hie et al., 2019) or a mixture of PCA and clustering (Ko-
rsunsky et al., 2019) have been previously proposed. One
of the closest related works is Arevalo et al. (2024), who
investigate batch correction methods for handcrafted fea-
tures for microscopy images. These methods, however, have
been originally designed to correct batch effects in feature
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Table 1. MoA prediction accuracy on in-domain and unseen experimental batches from a new domain. Column "TTA" indicates that
the method can adapt itself given samples from a new domain at test time, i.e. test time adaptation. “In-context” means that the model
adapts its parameters based on the test samples through in-context learning. The accuracy values denote mean and standard deviation over
5-fold cross-validation, thus five training re-runs of each method. "FM" indicates a foundation model.

Method Method In-domain  New experimental TTA In-context
category accuracy batch accuracy
no adaptation (BatchNorm) 0.939 £ 0.005 0.862 + 0.060 X X
Baselines no adaptation (InstanceNorm) 0.949 + 0.007 0.891 £ 0.043 X X
CA-MAE (FM) (Kraus et al., 2024) 0.747 £ 0.006 0.709 £ 0.041 X X
CellProfiler (Stirling et al., 2021) 0.923 +0.031 0.860 = 0.032 X X
Adversarial DANN (Ganin and Lempitsky, 2014) - 0911 +0.020 X X
CORAL (Sun et al., 2015) - 0.893 £ 0.054 X X
Distance CA-MAE (FM) + TVN (Ando et al., 2017) - 0.747 £0.013 v X
TENT (Wang et al., 2021) - 0.926 £0.014 v X
AdaBN (Li et al., 2016) - 0.928 £0.013 v X
Generative Style-ID (Chung et al., 2024) - 0.781 £0.015 v X
Metalearnin ARM-CML (Zhang et al., 2021) - 0.843 £ 0.074 v v
€ ARM-BN (Zhang et al., 2021) - 0.935 £ 0.018 v v
CS-ARM-BN (ours) - 0.930 = 0.019 v v

vectors and cannot be used together with a model trained
end-to-end directly from images.

Deep learning and batch effects in microscopy imaging
data. While Lin and Lu (2022) also proposed using negative
controls to estimate BN statistics, their work is not framed
as meta-learning, and they do not show the scenarios where
control-based statistics are beneficial in comparison to using
only perturbed samples. Palma et al. (2025); Lopez et al.
(2018); Chung et al. (2024) presented generative models that
could be used to address batch effects. Due to computational
constrains, we use Chung et al. (2024) as representative for
this class of methods.

In-context learning for biological data. Recently, in the
field of single cell transcriptomic data, Dong et al. (2026)
introduces a foundation model that can perform in-context
predictions from unlabeled cells. However, their work fo-
cuses on tabular data and the transformer architecture.

Test-time adaptation and robustness to label shift. Aside
from TENT (Wang et al., 2021), additional test-time adapta-
tion methods have been developed since. Wang et al. (2022);
Gong et al. (2022); Boudiaf et al. (2022) propose methods to
overcome catastrophic forgetting in online TTA, while our
proposed method does not consist on continually adapting
the model weights. Park et al. (2023) introduced a hypernet-
work to address label shift, but it needs additional training
of the model and it is not specifically tailored for biological
data where control samples are available.

S. Experiments and Results

We performed a set of experiments to evaluate the effective-
ness of a wide selection of methods for addressing batch
effects under different scenarios: a) Mild domain shift:
new experimental batches. We evaluate adaptation per-
formance when the target data originate from previously
unseen batches generated under similar experimental condi-
tions, reflecting routine batch-to-batch variability. b) Strong
domain shift: transfer across sources. We consider a more
challenging setting in which the target data come from differ-
ent institutions or data-generating sources, inducing substan-
tial domain shifts due to variations in protocols, equipment,
and experimental practices. c) Realistic scenario 1: new
experimental batch with label shifts. We study the impact
of changes in class proportions, evaluating how well meth-
ods maintain performance when label distributions differ
at inference time. This is the most realistic scenario since,
novel sets of compounds are usually screened, which do
not maintain the label distribution of the training data. One
obvious example are drug discovery efforts, where the com-
pounds that are tested in the lab are suspected to be active
towards one specific protein target. d) Realistic scenario 2:
new imaging source with label shifts. Finally, we evaluate
the performance of our method and the baselines in a set-
ting where test samples exhibit both class distribution shift
and domain shift, but are additionally acquired from a new
imaging source, yielding a more challenging scenario than
the previous one.

Dataset. We conduct experiments on the large JUMP-CP
dataset (Chandrasekaran et al., 2023). We use source 3, and
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Table 2. Comparison of MoA classification accuracy of different methods across target sources. The element before the arrow indicates
the training domain, the element after the arrow indicates the evaluation domain. The accuracy values denote the mean and standard

deviation over 3 re-runs with different seeds.

Source — Target

Method
S3—+S3 S3 — S8 S8 — S8 S8 — S3

no adaptation (BatchNorm) 0.939 £0.005 0.670+0.016 0.974 +0.002 0.498+0.011
no adaptation (InstanceNorm) 0.949 £ 0.007 0.796+£0.018 0.984 £ 0.001  0.552+0.014
CA-MAE (FM) 0.747 £0.006 0.389+0.015 0.840 +£0.004 0.356%0.011
CellProfiler 0.923 £0.031 0.430£0.074 0.991 +£0.004 0.550+0.029
DANN - 0.639+0.175 - 0.324+0.079
CORAL - 0.804+0.018 - 0.697+0.010
CA-MAE (FM) + TVN - 0.688+0.005 - 0.488+0.010
TENT - 0.813+0.041 - 0.768+0.001
AdaBN - 0.838+0.037 - 0.787+0.002
StyleID - 0.774+0.004 - 0.713+0.016
ARM-CML - 0.645+0.034 - 0.569+0.030
ARM-BN - 0.874+0.008 - 0.795+0.002
CS-ARM-BN (ours) - 0.884+0.005 - 0.776+0.016

source 8 in Exp. 5.2, and perform a classification task to
predict eight well-defined MoAs. Therefore, we work with
samples perturbed with eight different compounds, each
one of them known to produce one of these MoAs (see
Appendix Table A6), and which are present in every plate
of the dataset. Each microscopy image has five channels;
we use the preprocessing described in Appendix Section C.

Data splits. To evaluate robustness to batch effects, we
consider two data splitting strategies reflecting different lev-
els of domain shift (see Appendix Section D.4). In most
experiments, we adopt an experimental-batch split, where
training and evaluation are performed on disjoint experimen-
tal batches, representing a challenging but realistic batch
generalization setting. For the strong domain shift scenario,
we instead evaluate on images acquired from a completely
unseen imaging source, corresponding to a cross-platform
or cross-institution transfer setting. Under the experimental-
batch split, we use 5-fold cross-validation and report mean
accuracy = standard deviation across folds, correspond-
ing to five independent training runs per method. Unless
otherwise specified, accuracy is reported at the image level.

Methods and implementation. We compare supervised
baselines (ResNet50 with BN/IN; CA-MAE linear probe;
CellProfiler features), classical UDA/MSDA baselines
(DANN, CORAL), generative style transfer (Style-ID), and
test-time adaptation / in-context methods (AdaBN, TENT,
ARM-CML, ARM-BN). Training details and hyperparam-
eter search spaces are provided in Appendix Table AS.
For methods that require fest-time samples to adapt (Ad-
aBN, TENT, ARM-BN, ARM-CML), we evaluate them

in a strictly unlabeled test-time adaptation setting unless
explicitly stated.

5.1. Mild domain shift: new experimental batches
within a source

We first study the most common practical scenario: training
and test data originate from the same imaging source, but the
test batches correspond to new experimental batches. This
setting reflects mild domain shift: acquisition conditions
drift across experiments, but the imaging platform remains
unchanged. Results are summarized in Table 1.

Batch effects degrade generalization performance. A
standard ResNet50 achieves high in-domain accuracy (e.g.,
0.939 £ 0.005 with BN), but drops substantially when eval-
uated on unseen experimental batches (0.862 4-0.060). This
gap quantifies the severity of batch effects even under mild
shifts.

Classical UDA baselines are insufficient or impractical.
Domain-invariant learning (DANN) and discrepancy/mo-
ment matching (CORAL) do not reliably close the gap in
this few-shot multi-source regime. Moreover, these ap-
proaches conceptually assume access to the target distri-
bution during training and are thus inefficient in sequential
settings where new batches continually arrive.

Test-time and in-context adaptation close the gap. Meth-
ods that adapt using the unlabeled target batch at inference
time provide the strongest gains. In particular, adapting
normalization statistics (AdaBN) and entropy-minimizing
BN adaptation (TENT) markedly improve robustness. Meta-
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learned in-context approaches further improve performance:
ARM-BN achieves the best accuracy (Table 1), approach-
ing the in-domain baseline and thereby largely neutralizing
mild batch effects. This supports our hypothesis that, in
microscopy, batch effects can often be corrected by fast,
context-conditioned adaptation rather than retraining.

5.2. Strong domain shift: transfer across sources

Next, we evaluate whether the above conclusions hold un-
der strong domain shift across laboratories, which might
have different data acquisition protocols and microscopes.
We consider the setting where the main model is trained
using labeled images obtained from only one source, i.e. a
pharmaceutical company, and the evaluation is performed in
samples from another source. Specifically, we use source 3
(S3) and source 8 (S8), and we perform experiments where
the source (labeled) domain is S3 and the target domain is
S8, and vice versa, and we also compare to the in-domain
performance for each of them. Table 2 reports MoA accu-
racy for each method under source transfer.

Cross-source shifts are substantially harder. All methods
degrade under cross-source transfer compared to within-
source evaluation, confirming that laboratory-to-laboratory
changes introduce stronger shifts than batch-to-batch drift
within a single source.

Normalization-based adaptation only at test time re-
mains competitive but is less stable. AdaBN and TENT
improve over non-adaptive baselines in some transfer di-
rections, but the improvements are not consistent across all
source—target pairs. This variability is expected: under
strong shift, the target feature statistics may differ not only
due to style or illumination differences, but also due to more
complex, structured differences (e.g., staining intensity dis-
tributions, microscope optics, and site-specific pipelines),
and may require more robust context construction.

Meta-learned in-context adaptation improves cross-
source robustness. ARM-BN tends to provide stronger
cross-source performance than purely test-time methods
because the model is trained to adapt to new domains via
episodic context sampling during training. Overall, Exper-
iment 5.2 highlights that cross-source robustness remains
challenging, but learning to adapt is a promising direction
compared to static training or target-dependent retraining.

5.3. Realistic scenario 1: new experimental batch with
label shifts

A known failure mode of BN-based adaptation is label shift
(i.e., changes in the class proportions between training and
test) (Park et al., 2023; Zhao et al., 2023). In microscopy
screening, this occurs naturally: many experiments are de-
signed to test only a narrow set of hypotheses, and thus

Table 3. Comparison of MoA classification accuracy of different
methods in a new experimental batch under different degrees of
label shift. A smaller o value corresponds to a larger degree of
label shift.

Label shift degree
Method a=1 a=0.1 a=0.01
ERM (no adaptation) 0.862 +0.060 0.862%0.061  0.862 + 0.061
TENT 0.832+0.014 0778 £0.016 0.156 % 0.010
AdaBN 0.851 £ 0.016 0.452 +0.010 0.229  0.009
ARM-BN 0.831+0.017 0.416£0.020 0.228 % 0.009
CS-ARM-BN (ours)  0.924 + 0.018  0.906 £ 0.021  0.894 % 0.022

only a subset of MoAs may appear in a new batch. If the
adaptation statistics are computed over the perturbed sam-
ples, then changing the class mixture changes the feature
statistics and can mislead adaptation.

Protocol. We simulate increasing levels of label shift by sub-
sampling the target batch to enforce different class-mixture
skew strengths. We report performance at three shift de-
grees (Table 3): from mild to severe label shift. In all of the
experiments, we use a constant number of labeled samples
so the decrease in accuracy is not due to a smaller batch size.
In every TTA method, the adaptation is unlabeled; only the
class mixture is manipulated. While for TENT, AdaBN and
ARM-BN, the accuracy decreases rapidly when label shift
increases, the performance for CS-ARM-BN remains ro-
bust. Moreover, we also compare to AdaBN and ARM-BN
including negative controls so that every method uses the
same amount of samples to compute the BN statistics, and
it can be seen that CS-ARM-BN still presents the highest
performance.

BN-adaptation degrades under label shift. As label shift
increases, AdaBN, TENT and ARM-BN lose accuracy be-
cause their estimated BN statistics entangle (i) batch-specific
nuisance variation with (ii) class-mixture-specific feature
shifts. In other words, the adaptation signal becomes con-
founded by the changing MoA composition.

Controls stabilize adaptation under label shift. CS-ARM-
BN addresses this confounding by computing the adaptation
statistics from negative controls, which are independent of
the MoA mixture by design. Consequently, the adaptation
remains anchored to a consistent reference distribution per
batch, and performance becomes substantially more stable
across label-shift degrees. In Appendix Section D.1, we
show that CS-ARM-BN stabilizes the performance under
small batch sizes.

5.4. Realistic scenario 2: new imaging source with label
shifts

As in the previous experiment, the evaluation samples in
this scenario exhibit a class distribution that differs from
the training data. However, in this case, the domain shift
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Table 4. Comparison of MoA classification accuracy of different methods across target sources (S8, S3, and S6) under different degrees of
label shift. A lower a denotes a higher degree of label shift. The accuracy values denote mean and standard deviation over re-runs

with three different seeds.

S3 — S8 S8 — S3 S3 — Sé6 S8 — S6
Method
a=1 a=0.01 a=1 a=0.01 a=1 a=0.01 a=1 a=0.01

no adaptation (BN) 0.669+0.016  0.670+0.016  0.500+£0.012  0.498+0.012  0.537+0.069  0.536+0.069  0.568+0.005 0.568+0.006
TENT 0.706+0.055  0.139+0.006  0.659+0.005 0.136+£0.000 0.552+0.027 0.135+0.004 0.571+0.006  0.122+0.001
AdaBN 0.736+0.046  0.171£0.009  0.688+0.004 0.164+£0.002 0.580+0.023 0.159+0.006 0.586+0.005 0.149+0.002
BEN (w/o meta-learning)  0.125+£0.000  0.125+£0.000 0.125+£0.000  0.125+0.000  0.124+0.001  0.122+0.004 0.125+£0.000  0.125+0.000
ARM-BEN 0.664+£0.031  0.663+£0.031 0.544+0.031 0.543+0.031 0.547£0.040 0.546+£0.040 0.566+0.024 0.565+0.024
ARM-BN 0.747+0.010  0.173£0.004  0.680+£0.007  0.159+0.001  0.550+0.011  0.158+0.003  0.579+0.010  0.154+0.003
CS-ARM-BN (ours) 0.878+0.006  0.825+0.007 0.788+0.014 0.770+0.045 0.657+0.003  0.606+0.006 0.648+0.011 0.611+0.015

is more pronounced, as the test samples originate from a
new imaging source. In Table 4, we show that, similarly
to Experiment 5.3, the performance of methods that do not
leverage negative controls (TENT, AdaBN, and ARM-BN)
degrades as the degree of label shift increases.

We evaluate the performance of BEN, which relies exclu-
sively on control samples for adaptation, for which we also
extend BEN to meta-learning. While the version without
meta-learning performs poorly, the meta-learned variant,
despite achieving lower accuracy than CS-ARM-BN, out-
performs the other methods under strong label shift.

Consistent with the previous experiment, CS-ARM-BN sta-
bilizes the batch normalization statistics and achieves the
highest accuracy across both mild and severe domain shifts.

6. Discussion and outlook

We exemplified a real use-case scenario of batch effect
correction for mechanism of action (MoA) classifica-
tion of microscopy imaging data. Our study shows that
in-context adaptation, where models adapt some of their
parameters on a small set of unlabeled samples from a new
batch, clearly outperforms established approaches.

Across four experiments, we find that (i) batch effects cause
a large generalization gap even under mild within-source
shifts, (ii) cross-source transfer is substantially harder but
the domain gap is notably narrowed by meta-learned in-
context adaptation, (iii) standard BN-based test-time adap-
tation methods are weak when target statistics are estimated
from few or label-skewed perturbed samples. By leveraging
the experimental design of high-content screening, i.e. the
presence of negative controls in every batch, CS-ARM-BN,
yields strong accuracy while remaining robust to small con-
text sizes and label shift. While it could be argued that this
increase in performance is solely due to a larger batch size,
we also show that CS-ARM-BN outperforms its counter-
parts without controls even when using the same amount of
samples to compute BN statistics. We intentionally focus
on lightweight, fast adaptation methods that can operate

with limited target data and minimal computation, reflecting
realistic deployment conditions.

Why was it possible at all to close the domain gap?
ARM-BN and CS-ARM-BN close or nearly close the per-
formance gap between in-domain and out-of-domain eval-
uation. On unseen experimental batches, ARM-BN and
CS-ARM-BN reach 0.935 + 0.018 and 0.930 £ 0.019 ac-
curacy, respectively, matching the 0.939 4 0.005 accuracy
observed within the training distribution. This demonstrates
that batch effects, a long-standing problem for Al systems
for bioimaging data, can be effectively neutralized. We hy-
pothesize that three components were necessary to allow
for closing the gap: a) Many sources/domains available
for meta-learning: the JUMP-CP (Chandrasekaran et al.,
2023) dataset contains thousands of different sources within
the training set: each plate can be considered a source do-
main. Meta-learning methods (Hochreiter et al., 2001; Finn
et al., 2017) can effectively learn to adapt in such scenarios.
b) Stable context for adaptation methods: Each plate
contains sufficient samples and controls which can stabilize
estimation of the adaption parameters. This is akin to a
calibration phase that many instruments in medicine and
molecular biology require and for which controls must be
available. ¢) Powerful machine learning methods: Lastly,
in-context meta-learning methods are powerful learners that
can profit from the structure of the JUMP-CP dataset and
finally allow for closing the domain gap. We believe that
this will be not possible for many other cases, but might help
the community to collect datasets that exhibit characteristics
like JUMP-CP.

Our findings highlight that in-context test-time domain adap-
tation methods can make deep learning models bioimaging
data not only accurate but also practical for deployment
across experimental batches.

Software and data

Method and data are available at https://github.
com/ml-jku/cs—arm-bn.
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A. Notation table

Definition

Symbol

5

Scalars

number of source domains (batches)

number of samples per source domain (simplified)
number of samples from one of the target domains
number of control samples from target domain
number of non-control samples from target domain
feature dimension

number of classes

DANN domain-loss trade-off

CORAL penalty weight

2 >RONQZ 2w

BB 2222222
o

v v
o

Sets, spaces, and distributions
input/image space

label space / class set

training data (all sources)

data from source domain b
unseen target-batch data
domain-specific data distribution
meta-distribution over domains

Dtrain

Uy D

=1
b b
{z},...,z},}

distribution on X x Y
distribution on domains

Representations and tensors

image / sample / input X

control image / control sample X

label N

feature embedding RP
TVN-normalized embedding RP

control embeddings (batch ) {zf } RP
source/target feature covariances Cs, Cr RDP*D
control mean/covariance (TVN) potrhB | syetrl,f RP RDP*D
Models and parameters

feature extractor I fuw F(5w') X — RP
classifier c(+;0) RP — Y
prediction model g(x;w) = (co f)(x;w) X =Y
model parameters w w
adaptation function (test-time) he(w, :c'f: M) Wx &M 5w
adaptation parameters 0] parameters of h
adapted parameters for batch 3 w’ ) 4%

domain discriminator (DANN) dy RP — §B-1
Losses and objectives

supervised loss (cross-entropy) Lcr(y, g(x;w)) R

domain loss (DANN) Lcr (b, dy(h)) R

CORAL discrepancy |ICs — Cr||% R>o
BatchNorm (BN) statistics

test-batch mean/var (per channel, batch () UBN, OBN RP, RQO
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B. Training details

In our experiments, we used either Nvidia A40 or A100 GPUs and all experiments use a single GPU. When reporting results,
for the new experimental batch evaluation (experiment 5.1) and for the in-domain evaluation of source 3 (S3—S3 in Table
2), we perform 5-fold cross-validation and report the mean and standard deviation across folds. For the in-domain evaluation
of source 8 (S8—S8), due to computational constrains, we perform re-runs in two different random splits.

For all methods, in Experiments 5.1 and 5.3 we set a maximum number of training epochs to 400 and implement an early
stopping strategy, setting the patience to 80 epochs, so that if the validation loss does not decrease with respect to the current
minimum loss for 80 epochs, the training is stopped. In Experiments 5.2 and 5.4, due to computational constraints, we
set we set a maximum number of training epochs to 200 and a patience of 20. In all experiments, the checkpoint used
for evaluating the test set is the one that achieved the lowest validation loss. By default, we use a ResNet50 as a feature
encoder. As an optimizer, unless otherwise stated, we use Adam and the selected learning rate is decreased using a cosine
annealing scheduler. The hyperparameters were manually tuned, and the exploration space for each method can be found in
Supplementary Table A5

For the methods based in the CA-MAE foundation model, linear probing is performed, so that the weights of the feature
encoder are frozen and only the classifier, which consists in one linear layer, is trained. The pretrained weights of this model
are the weights of a ViT-S/16, provided in HuggingFace by Kraus et al. (2024), trained with the RxRx3 dataset and subsets
of the JUMP-CP with samples treated for gene knockout and overexpression.

In the style transfer baseline, as the images were generated using a pre-trained diffusion model, the input for the feature
extractor consisted in 3 channels instead of 5. Moreover, for computational efficiency, the images were generated with a
resolution of 256x256.

For performing the TVN correction, control images from the corresponding matching plate of each perturbed sample are
used for centering and whitening.

C. Dataset details

As explained in Section 5, the experiments were carried out on the JUMP-CP dataset, using source 3 and source 8. The
classification task consists in classifying the MoA of the given image, similar to Haslum et al. (2023). As we need images
that are correctly annotated, we use images that were treated with compounds that have a clear and well-defined MoA.
Specifically, we use the images treated with the compounds used as positive controls, which are all present in every plate.
The name of these compounds, along with their mechanism of action can be found in Supplementary Table A6. Source 3
contains 9 experimental batches and consists of 49,491 microscopy images (with 5 channels each) and 172 different plates.
Source 8 contains 4 experimental batches and 56,160 microscopy images (with 5 channels each) and 195 different plates. For
experiments with the CellProfiler features, we download the provided images in https://registry.opendata.aws/cellpainting-
gallery/, and perform standardization by using the training features. We use these features as provided, and they were
calculated on a well-level basis, so that this is the only baseline where accuracy is evaluated on a well level.

Preprocessing. As a preprocessing step, the images were downsized to a resolution of 512x512 and we performed
illumination correction by clipping 0.01% of the brightest pixels. During training, the images were further resized to
256x256 and random vertical and horizontal flipping was performed. Moreover, in all methods, except for the baseline with
instance norm and the MAE-based methods, the images were normalized using the mean and standard deviation calculated
for the training split. In the remaining methods, the images are preprocessed by normalizing the channel of each image
individually, in order to match the pretraining procedure in the case of the CA-MAE baselines (Kraus et al., 2024).

For the TVN correction, additional negative controls, i.e. samples in which only DMSO was applied, were used. In total, the
negative controls present in the 172 plates from the dataset described above, consist of 49,536 images.
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Table A5. Considered hyperparameter space for all compared methods. The selected configurations for mechanism of action prediction
based on manual search on validation set are shown in bold.

Hyperparameter Explored space
. Learning rate {0.001, 0.005}
Baseline . .
(ResNet) Scheduler {Cosine annealing, None}
Batch size {64, 128}
Baseline (CA-MAE) Learmn.g rate {0.001, 0.002, 0.003, 0.004, 0.005, 0.006, 0.007, 0.009, 0.01}
Batch size {128}
Learning rate {0.001}
Batch size {128}
DANN A {0.1,0.5,0.7, 2, 3, 4}
Domain classifier learning rate {0.0001}
Unlabeled batch size {128}
Learning rate {0.001}
Batch size {128}
CORAL 5 {0.05,0.2. 0.3, 1}
Unlabeled batch size {128}
CA-MAE (FM) + TVN Learmn’g rate {0.001, 0.002, 0.003, 0.004, 0.005, 0.006, 0.007, 0.009, 0.01}
Batch size {128}
Learning rate {0.001}
Style-ID Batch size {128}
Learning rate {0.001}
ARM-BN Batch size (8. 16, 32, 64, 128}
Learning rate {0.001}
CS-ARM-BN Batch size {8, 16, 32, 64}
Negative controls batch size {64, 128}
Learning rate {0.001}
Batch size {128}
ARM-CML Context channels {12}
Kernel size {5}

Table A6. Compounds used as mechanism of action representatives for the classification task.

Compound name Mechanism of action

Aloxistatin Cysteine protease inhibitor
FK-866 NAMPT inhibitor
AMG900 Aurora kinase inhibitor
Dexamethasone Glucocorticoid agonist
LY2109761 TGF-p inhibitor
NVS-PAKI-1 PAK1 inhibitor

Quinidine Sodium channel inhibitor
TC-S-7004 DYRKI1A/B inhibitor
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D. Additional experiments
D.1. Failure mode of BN adaptation — dependence on adaptation batch size

BN-based test-time adaptation implicitly relies on accurate estimation of target statistics. When only a few samples are
available from a new batch (or when adaptation must be performed in small micro-batches due to memory constraints), these
estimates become noisy. To stress-test this failure mode, we vary the number of target samples used to compute adaptation
statistics (adaptation batch size / context size M) and evaluate methods that adapt BN parameters. Table (BatchNorm size)
reports the results.

Previous BN-adaptation methods collapse for small M/. Both AdaBN and TENT perform poorly when only very few
target samples are available to estimate BN statistics (e.g., M € {1, 2,4}). Performance improves monotonically with M,
approaching a plateau only once statistics can be reliably estimated (larger M). This explains why BN-based test-time
adaptation can appear strong in benchmarks that provide a full target batch, yet fail in operational settings with limited or
streaming access.

Control-stabilized context mitigates the small-// regime. Our control-stabilized variant (CS-ARM-BN in the table)
remains strong even for extremely small numbers of perturbed samples. The key is that, while perturbed-class composition
may be sparse, negative controls are plentiful and consistently available in every batch. Using controls to estimate batch
statistics yields a stable estimate of batch-specific nuisance variation, making adaptation substantially less sensitive to the
number of available perturbed samples.

Table A7. Comparison of MoA classification accuracy of different methods in a new experimental batch with different batch sizes. The
accuracy values denote mean and standard deviation over 5-fold cross-validation, thus five training re-runs of each method.

Labeled batch size

Method 1 2 4 8 16 32 64 128 Full domain

ERM (no adaptation)  0.862 +0.060 0.862 +0.060 0.862+0.060 0.862£0.060 0.862+0.060 0.862£0.060 0.862+0.060 0.862+0.060 0.862 % 0.060
TENT 0.126 £0.001  0.175£0.013 0.230£0.011 0.323+£0.012 0.550+0.026 0.794 +£0.021 0.881 £0.025 0.889+0.031 0.908 + 0.032
AdaBN 0.130 £0.005  0.447 £0.095 0.709 £0.052 0.839+0.024 0.898 £0.014 0.919+0.014 0.924+0.014 0.927+0.013 0.928 +0.013
ARM-BN 0.126 £0.007 0.514£0.092 0.716 £0.052 0.832+0.028 0.896+0.019 0.923+0.018 0.930 £ 0.018 0.933 +0.017 0.935 + 0.018
CS-ARM-BN 0.923 £0.018 0.923 £0.018 0.924 £0.019  0.925 £ 0.018 0.927 £0.019 0.929 £0.019 0.930 £ 0.019 0.929+0.020 0.923 +0.023

D.1.1. ABLATION STUDY. EFFECT OF THE NEGATIVE CONTROLS SET SAMPLE SIZE

In the previous experiment, we assume that other methods do not consider the presence of negative controls in biological
data, so that the available samples are only perturbed ones, while in CS-ARM-BN we make use of negative controls, which
results in a larger effective batch size. However, in this experiment we also study the effectiveness of standard ARM-BN in
the presence of negative controls, so that we compare both methods using the same total batch size. In Table A8, we show
that CS-ARM-BN presents a higher accuracy even when the same amount of unlabeled data is available, probably due
to the fact that during the meta-learning phase, the model has already learned to normalize the intermediate features of the
model using both negative controls and perturbed samples.

Table A8. Comparison between ARM-BN and CS-ARM-BN classification accuracy using the same number of samples in every batch,
with the same proportion of negative controls per perturbed sample. The accuracy values denote mean and standard deviation over 5-fold
cross-validation, thus five training re-runs of each method.

Total batch size [perturbed : controls]
5(1:4] 10[2: 8] 20[4: 16] 40 [8 : 32] 80 [16 : 64]

ARM-BN 0.799 £0.020 0.827 +£0.024 0.846+0.025 0.860 £0.026 0.870 £ 0.028
CS-ARM-BN (ours) 0.848 +0.035 0.875+0.029 0.891 +0.028 0.899 + 0.027 0.905 + 0.026

Method
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D.2. Label shift experiment. Supplementary information.
D.2.1. EXPERIMENT DETAILS

In experiment 5.3 we show a comparison between methods under label shifts. To achieve batches that have a certain level of
label shift, we sample a class probability vector from a Dirichlet distribution with a certain o parameter. Then we use this
class probability vector to define a multinomial distribution and draw N samples from it, that we will use as input to our
model. In total we use a labeled batch size of 36 in every method, and we include 288 negative samples in CS-ARM-BN.

One could argue that performance differences might be only due to a larger sample size, therefore, we show in Table 3 other
baselines including the same amount of negative controls in each batch, as explained in the following section.

D.2.2. ABLATION STUDY. EFFECT OF THE NEGATIVE CONTROLS SET SAMPLE SIZE

In our method, CS-ARM-BN, negative controls are used both at training and at inference time, so the total batch size used to
compute the BN parameters is larger than for the other methods. To demonstrate that the gains in performance in our method
are not only due to a larger batch size but also due to the fact that the models were trained in a meta-learning fashion, we run
the AdaBN and ARM-BN with the same amount of negative controls and same total batch size than for CS-ARM-BN.
We don’t perform this experiment for TENT because we argue that there is no reason why minimizing the entropy of the
model outputs for control samples should be beneficial. In Table A9 we show that, even if including controls increases the
performance of both methods, CS-ARM-BN still shows the best performance.

Table A9. Comparison of MoA classification accuracy of different methods in a new experimental batch under different degrees of label
shift. A smaller « value corresponds to a larger degree of label shift.

Label shift degree

Method a=4 a=1 a=0.1 a =001

ERM (no adaptation) 0.862 £0.060 0.862 +£0.060 0.862+0.061 0.862 +0.061
TENT 0.887£0.014 0.832+0.014 0.778 £0.016 0.156 £0.010
Ada-BN 0.899 £0.012 0.851£0.016 0.452+0.010 0.229 £ 0.009
ARM-BN 0.894+0.018 0.831+0.017 0.416+0.020 0.228 +0.009
Ada-BN (perturbed + controls) 0.879 £ 0.018 0.871 £0.019 0.815+0.022 0.785 + 0.033
ARM-BN (perturbed + controls)  0.861 +£0.032  0.850 +£0.033 0.785 +0.058 0.752 +0.068
CS-ARM-BN (ours) 0.927 £0.017 0.924 £0.018 0.906 + 0.021  0.894 + 0.022
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D.3. Evaluation of CS-ARM-BN with a Vision Transformer-based architecture

Although, throughout the main manuscript, we have evaluated our method and the baselines using a ResNet50, in this
section we also benchmark the best performing methods using LeViT (Graham et al., 2021), an architecture based on the
Vision Transformer that employs Batch Normalization layers instead of the usual Layer Normalization. Particularly, we
evaluate the methods on the most challenging task, under both label shift and strong domain shift. In Table A 10, it can be
seen that adapting the Batch Normalization layers and including negative controls in a meta-learning fashion a is an effective
strategy to mitigate domain and label shifts also when using a Vision Transformer architecture. We evaluated ERM, TENT,
AdaBN and ARM-BN as in previous experiments, and additionally included two more recent TTA baselines, DEYO (Lee
et al., 2024) and ROID (Marsden et al., 2023).

Table A10. Comparison of MoA classification accuracy of different methods across target sources under different degrees of label shift,
using a LeViT, a vision transformer-based architecture. A lower o denotes a higher degree of label shift. The accuracy values denote
mean and standard deviation over re-runs with three different seeds.

Method S3 — S8 S8 — S3
a=1 a=0.01 a=1 a=0.01

(LeViT) no adaptation (BatchNorm)  0.607+£0.023  0.608+0.019  0.536+£0.062  0.536+0.051
(LeViT) TENT 0.675+£0.017 0.137+£0.002  0.640+0.013  0.145+0.005
(LeViT) DEYO 0.674+£0.014  0.137£0.002  0.639+0.015  0.145+0.005
(LeViT) ROID 0.694+0.018 0.138+0.003  0.657+0.015  0.147+0.005
(LeViT) AdaBN 0.699+0.015 0.165+£0.002  0.665+0.014  0.168+0.004
(LeViT) ARM-BN 0.735+0.024 0.166+0.003 0.702+0.119 0.165%0.001
(LeViT) CS-ARM-BN (ours) 0.791+0.025  0.707+0.021 0.722+0.015 0.610+0.017

D.4. Microscopy imaging data structure and domain alignment

Microscopy imaging data presents a hierarchical structure. In each imaging platform, also called source throughout this
manuscript, reagents and cell cultures change over time and have to be replaced, which leads to different experimental
batches. Moreover, within each one of this experimental batches, cells have to be laid out in what are known as plates,
which are then placed under the microscope and images are obtained. As we have explained in Section 1, there are visible
differences between plates, batches and sources. Moreover, each one of these plates has different positions, known as wells.

Given this hierarchy, a natural question is at which level to perform the domain alignment. While each source or batch has a
larger number of samples, they are a set of other domains which might lead to a non-optimal alignment. In the following
experiment, we show the adaptation results for AdaBN at the possible different levels: source, plate and batch, and we show
that aligning at the plate level yields better results, even if fewer samples are available per domain.

Table Al1. MoA classification accuracy of the AdaBN method adapting the BatchNorm statistics per source, per batch and per plate. Even
if each plate consists of, naturally, fewer samples than each batch or source, the resulting accuracy is higher when the domain adaptation
is performed per plate. Accuracy is an average over the S3— S8 and S8—S3 transfer experiments, shown in Table 5.2

Alignment level Accuracy Number of domains Samples per domain (avg.)
Source 0.773 £ 0.033 1 56,160

Batch 0.790 £ 0.014 4 14,040

Plate 0.798 £ 0.014 195 288
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E. The in-context learning view on CS-ARM-BN

Our method CS-ARM-BN can be understood as a form of in-context learning: rather than retraining the model, the classifier
conditions its predictions on a small context of unlabeled samples from the new experimental batch, without any gradient
update. The negative controls play the role of a stable, class-agnostic reference that directly reflects the batch-specific
technical variation.

As shown in Algorithm 2, this can be written in two equivalent ways: either as an explicit two-step procedure of calibration
followed by inference (model . adapt), or as a single context-conditioned forward pass (model.cpredict), making
the analogy to in-context learning explicit.

Algorithm 2 Pseudo code for CS-ARM-BN vs traditional im-
age classifier pipelines | In-context view on CS-ARM-BN

##4 Standard Image Classifier Pipeline ###
# no calibration of classifier to data

x = load_data() # your biomedical images
model = load_model () # public classifier
pred = model.predict (x) # domain gap!

### CS—-ARM-BN Classifier Pipeline ###
# adapt/calibrate classifier to your data

x = load_data() # your biomedical images
z = load_controls () # available controls
model = load_model () # public classifier

model . adapt (concat ([x, z])) # calibrate
pred = model.predict (x) # neutralized gap

### In-context learning view on CS-ARM-BN
# adapt/calibrate classifier to your data
x = load_data() # your biomedical images

z = load_controls () # available controls
model = load_model () # public classifier
context = concat ([x, z]) # assemble context

pred = model.cpredict (x, context=context)

F. Details on estimators
F.1. Setup

‘We model the BN activation mean for a sample x as:

Hobs,z = Hdomain + Hclass(x) + €z, (15)

where fidomain 18 the batch-specific technical offset we wish to estimate, ficjass() = O for control samples, ficlass(z) 7 O for
perturbed samples, and €, ~ (0, o%) is additive noise.

We have C control samples and L perturbed samples, with M = C + L total. The mean class effect across all perturbed
samples is

L
i 1
Heclass = Z lz_; Helass(l)- (16)
For any estimator ji, the MSE decomposes as:
MSE(j1) = Bias?(j1) 4 Var(j). (17)
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F.2. Estimator 1: ARM-BN and AdaBN (Perturbed Samples Only)

The estimator is the sample mean over the L perturbed samples:

L
1 1
~ARM—-BN __ — .
12 = Z Z Hobs,l = Z ;(/‘domam =+ Heclass(l) + gl)' (18)
Bias.
E[,[LARM?BN} = Hdomain + ﬂclassa (19)
Bias = E[ﬂARM_BN] — Hdomain = Hclass- (20)

The bias equals the mean class effect, which grows large under label shift.

Variance.
~ARM—BN 1 o’
Var(fi ) = Var Zl_zlgl =7 (21)
MSE.
2
MSE( pARM= BN) - ﬂglass + L (22)
F.3. Estimator 2: Controls Only
The estimator is the sample mean over the C' control samples. Since controls satisfy ficjass = 0:
ACtrl Z Hobs,c = Z ,U/domam + Ec (23)
Bias.
E[2°™] = ptdomain, (24)
Bias = 0. (25)
The estimator is unbiased because controls carry no class-specific signal by definition.
Variance.
o2
Var(it) = ok (26)
This is large when C' is small, which is the typical regime in drug-screening experiments.
MSE.
o2
MSE(a") =0+ —. 27)

C

F.4. Estimator 3: CS-ARM-BN (Controls + Perturbed Samples)

The estimator is the sample mean over all M = C' + L samples:

[CS—ARM-BN _ Z Hobs,u = 37 (Z Hobs,c + Z Hobs, z> (28)

uECﬂ
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Expanding each term:

C L
. CS— _ 1
/'LCS ARM-BN = M (Z(Mdomain + Ec) + Z(,U/domain + Mclass(l) + 5l)>

c=1 =1

L
1 1
= HMdomain + M lgl ,uclass(l) + M Eu Eu

L 1
= Hdomain T Mﬂclass + M zu: Eu- (29)
Bias.
~CS—ARM-BN L —
E[M ] = [domain T 77 Hclasss 30)
M
L

Bi = ——[lclass- 31

1as M}L 1 31

The bias is attenuated by the factor L /M < 1 relative to Estimator 1. The more controls are included (larger C, smaller
L /M), the smaller the bias.

Variance.

1 2
Var(iCS—ARM=BN) _ v, (M Zgu) = UM (32)

Since M > L and M > C, this variance is strictly smaller than those of Estimators 1 and 2.

MSE.

L\? o?
MSE( O~ ATMBN) = (M) Fidtass + 77 (33)

F.5. Comparison

Table A12. MSE decomposition for the three estimators of ftdomain-

Estimator Bias? Variance Notes

ARM-BN and AdaBN B2 o?/L Large bias under label shift
Controls-only 0 a%/C Large variance when C' is small
CS-ARM-BN (L/M)?i%,..  0*/M  Trade-off between the two above

CS-ARM-BN achieves the lowest MSE by trading a residual bias shrunk by (L /M )? relative to ARM-BN against the lowest
variance of all three estimators (since M > max (L, C')). This bias-variance trade-off is most favourable in the typical
drug-screening regime: few controls (C' small) and moderate-to-severe label shift.
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