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Abstract—In this paper, we investigate forecasting co-evolving
time series that feature intricate dependencies and non-stationary
dynamics by using an LLM (Large Language Models) approach.
We propose a novel modeling approach, named Context-Aware
AR-LLM (CAARL), that provides an interpretable framework
to decode the contextual dynamics influencing changes in co-
evolving series. CAARL decomposes time series into autore-
gressive segments, constructs a temporal dependency graph,
and serializes this graph into a narrative to allow processing
by LLM. This design yields a chain-of-thought–like reasoning
path, where intermediate steps capture contextual dynamics and
guide forecasts in a transparent manner. By linking prediction
to explicit reasoning traces, CAARL enhances interpretability
while maintaining accuracy. Experiments on real-world datasets
validate its effectiveness, positioning CAARL as a competitive and
interpretable alternative to state-of-the-art forecasting methods.

Index Terms—Co-evolving time series, Large Language Model,
In-Context learning, Forecasting, Dependency.

I. INTRODUCTION

The autoregressive (AR) model is a fundamental approach
for univariate time series forecasting. In an AR(p) process,
each observation sit of a time series Si is expressed as a linear
combination of its p past values:

sit = f(t|Θi, (sit−l, 1 ≤ l ≤ p)) =

p∑
l=1

ωi
ls

i
t−l + ϵt, (1)

where Θi = {ωi
l , 1 ≤ l ≤ p, p ∈ N∗} are regression

coefficients, and ϵt ∼ N (0, σ2) is a Gaussian noise term.
Owing to its interpretability, AR(p) has been widely used
for stationary processes. However, real-world time series are
often non-stationary and evolve dependently or interact on
each other, limiting the effectiveness of classical AR models.

Such interactions arise in co-evolving time series, where
multiple synchronous sequences CS = {Si, i = 1, 2, . . . , n}
capture the dynamics of some complex systems [1], [2]. This
paradigm has gained attention in diverse domains, including
traffic forecasting [3], [4], financial prediction [5], [6], and
healthcare monitoring [7], [8]. Modeling these processes re-
quires capturing both individual series dynamics and their
cross-dependencies.

Non-linear and time-varying models have been proposed to
address non-stationarity [9], [10], but their complexity often
undermines interpretability. Transparent models, such as linear
regression or decision trees, facilitate understanding [11] but
may fail when co-evolving dependencies induce heterogeneous
non-stationarity across series. This underscores the necessity

of approaches that explicitly model temporal interactions and
contextual dependencies.

In this regard, in-context learning provides a promising
direction for capturing correlations and regime shifts in co-
evolving time series [12], [13]. By leveraging contextual
patterns rather than relying solely on historical autoregression,
it enhances adaptability in dynamic environments such as
finance, healthcare, and industrial systems. For instance, stock
price forecasting benefits not only from sequential history
but also from exogenous factors like news events, demanding
context-aware models capable of handling evolving dependen-
cies.

The code will be made available upon acceptance to
support reproducibility.

II. OVERVIEW

Methods have been developed to capture in-context infor-
mation, including dependencies and interactions among time
series while considering their sequential nature [14], [15].
These approaches aim to clarify how different series influence
each other, particularly when multiple time series evolve con-
currently. Despite advancements in understanding the complex
dynamics of co-evolving time series, many methods remain
“black boxes”, offering accurate time series forecasting with-
out explanations. This lack of clarity limits practical utility
and trust. Moreover, due to their fixed interpretation of data
relationships, these models struggle to adapt to new trends and
shifts in non-stationary environments.

Given these challenges in forecasting co-evolving time
series, a crucial scientific question arises: Can we develop a
model that is simple, straightforward, transparent, and ca-
pable of effectively handling the complexities of co-evolving
time series data while providing reliable and interpretable
explanations for its predictions? This inquiry is fundamental
to improving trust and understanding in practical applications
where multiple time series co-evolve.

A. Overview of CAARL

To tackle the aforementioned question, we propose Context-
Aware AR-LLM (CAARL), a three-step framework for fore-
casting co-evolving time series (Fig. 1). Consider three series
S1, S2, and S3 observed from t1 to t20, with the goal of
predicting beyond t20. Each segment can be approximated
by a simple autoregressive model, primarily characterized by
two parameter sets, Θ1 and Θ2, across intervals T1, T2, and
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Reuse the previous model.
Update the graph dependencies.

Which model will be the next?
Update the graph dependencies.

Based on the predicted model and the previous time 
series values, generate the subsequent series values
at the next time interval.

6. Task: From the provided scenario, at the next time interval,  
will series S1 (resp. S2 and S3), will be approximated by another model?
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S3

1. Time series simultaneously evolving from T1 to T3. 
What variation would they present at timestamps ahead? 

2. Identifying models that approximate series values across time periods. 3. Modeling series dependencies relating their co-evolution.
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- From T2 to T3,
      >> Series S1 approximated by model 2, can still be  
            approximated by the same model.
      >> Series S2 approximated by model 2, can now be
            approximated by model 1.
      >> Series S3 approximated by model 1, can now be  
            approximated by model 2.
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5. Graph serialization.
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Fig. 1. Overview of the proposed approach.

T3. The shared use of the same model across different series
and intervals—for example S1 at T1 and S3 at T2 both using
Θ1—reveals latent dependencies.

These dependencies are summarized in a temporal graph,
where nodes represent autoregressive models and their as-
sociated series. The graph forms the in-context scenario, a
structural representation of evolving interrelations. In Step 2,
the graph is serialized into a sequence describing how models
are reused across intervals. In Step 3, an LLM reasons over
this serialized representation to select the most suitable model
for forecasting future values.

In short, CAARL combines interpretable autoregression
with LLM-based reasoning: autoregressive models capture
local dynamics, the graph encodes dependencies, and the LLM
leverages these structures to produce accurate, interpretable
forecasts.

B. Why LLM?

The motivation of using an LLM in CAARL for co-evolving
time series forecasting lies in its ability to enhance both
interpretability and adaptability. Traditional methods, though
effective, often function as “black boxes” that provide accurate
predictions without explaining the underlying relationships,
limiting trust and practical utility. By integrating an LLM,
CAARL transforms complex time series dependencies into
human-readable narratives, offering clear explanations of how
the series interact over time. Additionally, the LLM’s dynamic
learning capability ensures adaptability in non-stationary en-
vironments, allowing the model to adjust to changing patterns
and trends. This makes CAARL both transparent and flexible,
providing accurate forecasts while addressing the limitations
of existing methods.

C. Contributions

The major contributions of this paper are as follows:

• We present an interpretable approach designed to clarify
the contextual dynamics driving changes in synchronized time
series. Leveraging the clarity of straightforward autoregression
models combined with a Large Language Model (LLM), this
approach not only predicts future variations in the series but
also offers insights into the underlying factors driving these
changes.
• We construct a temporal graph to depict the dependencies

that time series may exhibit at different timestamps. This
graph encapsulates contextual information, showcasing the
likely evolution of the series over time. Unlike conventional
approaches that build graphs primarily based on sequence sim-
ilarities, the temporal graph proposed emphasizes the essential
pattern dependencies that drive the repetitive behavior inherent
in co-evolving time sequences.
• We introduce a novel graph serialization principle that

transforms the temporal graph into natural language text.
This innovative technique enables us to articulate the graph’s
complex relationships coherently and understandably. By gen-
erating textual descriptions from the causal graph, we unveil
comprehensive insights into time series’ alterations over time.
• We validate the whole approach by implementing it on

real-world data sets. We illustrate the strength of the proposed
method in predicting the subsequent patterns the co-evolving
time series may present at unseen times ahead.

III. RELATED WORKS

Recent advances in ensemble learning, graph-based model-
ing, causal inference, and Natural Language Processing (NLP)
have substantially advanced time series forecasting. However,
existing approaches still face limitations in jointly modeling
co-evolving temporal dependencies, preserving interpretability,
and enabling adaptive learning in dynamic and in-context
settings—challenges directly addressed by our work.



Ensemble models. Ensemble methods improve forecasting
robustness by aggregating diverse predictors, including ran-
dom subspace approaches [16], bootstrap aggregation [17], and
boosting techniques [18]. While effective in reducing variance,
these methods offer limited interpretability and treat temporal
interactions implicitly, making them ill-suited for modeling
explicit co-evolving dependencies across time series [19]. In
contrast, our approach explicitly models temporal interdepen-
dencies through structured representations rather than opaque
model aggregation.

Graph-based models. Graph-based forecasting frameworks
leverage Graph Neural Networks (GNNs) to represent inter-
actions among multivariate time series [20], [21], [22], with
extensions capturing causal relations [23]. Recent advances
move toward unified spatio-temporal modeling: FourierGNN
introduces hypervariate graphs in the frequency domain for
expressive learning [24], whereas TPGNN emphasizes inter-
pretability via temporal polynomial graphs but depends on pre-
defined adjacency structures [25]. These design choices either
sacrifice interpretability or constrain adaptability. Our work
departs from fixed or frequency-driven graph constructions by
learning dynamic dependency structures that evolve with the
observed context.

Causal-based models. Causal discovery methods, includ-
ing neural Granger causality [26] and attention-based causal
inference [27], provide interpretable directional dependencies
among time series. Although these approaches enhance ex-
planatory power, they often assume static causal structures or
require retraining when the underlying dynamics shift. Our
approach complements causal modeling by enabling context-
aware adaptation, allowing dependency structures to evolve
in response to new observations, consistent with in-context
learning paradigms [28], [29].

NLP-inspired models. Inspired by advances in NLP, recent
studies adapt attention mechanisms and large language models
to time series analysis, graph learning [30], forecasting [31],
[32], [33], and causal benchmarking [34]. Models such as
UniTime [35] leverage language instructions for cross-domain
generalization, while GPT4TS exploits frozen language mod-
els for multiple time series tasks [36], [37]. Despite their flex-
ibility, these approaches rely on implicit representations that
limit structural interpretability. In contrast, our method retains
explicit temporal and relational structures while supporting
adaptive, in-context forecasting.

IV. DETAILED STEPS ON CAARL
A. Step-1: In-context scenario creation

1) Model identification: The procedure for identifying key
models from which variations in the series can be approxi-
mated is outlined as follows:
(1) Models initialization: Considering CS = {Si, i =
1, 2, . . . , n} as an ensemble of co-evolving time series, at
a specified initial time interval T1, auto-regressive processes
f(T1 | Θ̂i, Si) (as shown in Eq. (1)), 1 ≤ i ≤ n are utilized
to generate each sub-time-series Si

1. By using a clustering
function Clust() we group the set of models Θ̂ = {Θ̂i, i =

1, . . . , n} into distinct subsets of homogeneous models (i.e.
models enabling the generation of the same sub-time-series)
Θ = {Θκ, 1 ≤ κ ≤ K} as follows,

Clust(Γ | Θ̂) = Θ , (2)

where Γ is the set of parameters of the clustering function that
can be approximated using the loss function given as,

L(Γ) =
K∑

κ=1

∑
l∈Cκ

MSE
(
Sl
1, f(T1 |Θκ, Sl)

)
+

τ

K∑
κ=1

V ar(Cκ) , (3)

where MSE() is the mean-square-error, Cκ represents the
set of indices of models in the κ-th cluster. Θκ is the
representative model the κ-th cluster, which minimizes the loss
within its cluster. Var(Cκ) is the variance of the predictions
within the κ-th cluster, calculated as the variance of the MSE
values for all models in Cκ with respect to their generated sub-
time-series. τ is a regularization parameter that controls the
trade-off between the model fit and the homogeneity within
each cluster (lower variance within clusters is preferred).
(2) Models tracking: Moving through time intervals, the
process ((1) Models initialization) is repeated at each time
interval Tj ahead if and only if some sub-time-series exist for
which none of the identified models can regenerate their values
at that time interval. Formally, if at a current time interval
Tj > T1, ∃Θ̂∗ ̸= Θ̂ enabling the generation of some series
CS ⊆ CS at this time interval Tj . We perform the same
clustering strategy over parameters Θ̂∗ as illustrated in (1)
Models initialization and we update the final set Θ of models.

At the end of this pattern identification process, we will ob-
tain a final set of patterns Θ = {Θκ, 1 ≤ κ ≤ K} from which
we can regenerate the whole set of time series CS. In other
words, given a set of co-evolving time series CS observed at
different consecutive time intervals T1, T2, . . . , Tm. At each
time interval Tj , each sub-time-series Si

j variation of series
Si ∈ CS can be regenerated via a specific pattern Θκ ∈ Θ.
Hence, for the whole set of time intervals T1, T2, . . . , Tm,
each time series Si can approximately be rewritten as a
concatenation of autoregressive processes given as

Si = ⊙m
j=1S

i
j ≈ ⊙m

j=1

K∑
κ=1

δκj · f(Tj |Θκ, Si) , (4)

where δκj ∈ {0, 1} is a switch that takes value 1 when the time
series can be regenerated via the pattern Θκ at time interval
Tj .

2) Series dependencies: Based on the identified models
Θ = {Θκ |κ = 1, . . . ,K}, CAARL proceeds in building
a temporal graph SG = {G1, 2, G2, 3, . . . ,Gm−1,m} where
each Gj, (j+1) = (NΘ, Ej, (j+1), Aj , Aj,j+1) is a bipartite,
attributed and directed graph with NΘ = {1, . . . ,K} the set
of nodes tagged by numerals representing each parameter Θκ,
1 ≤ κ ≤ K respectively. Ej, (j+1) is the set of edges relating



to the transition change that a time series may undergo in
consecutive time intervals. It is given as,

Ej, (j+1) =
{
(µ, ν) , µ, ν ∈ NΘ | ∃Si ∈ CS,

f(Tj |Θµ) ≈ Si
j ∧ f(Tj+1|Θν) ≈ Si

j+1

}
. (5)

andAj =
{
vµj ∈ {0, 1}n | ∀ν, (µ, ν) ∈ Ej,(j+1)

}
,

Aj+1 =
{
vνj+1 ∈ {0, 1}n | ∀µ, (µ, ν) ∈ Ej,(j+1)

}
,

(6)

are the sets of outgoing and incoming node attributes. Each
attribute dimension vµ,ij takes the value 1 if the time series
Si can be approximated using Θµ at time interval Tj and 0
otherwise.

B. Reasoning over the temporal graph

CAARL exploits the temporal graph SG, which captures
contextual dependencies among series Si ∈ CS across in-
tervals, to reason about their co-evolution. To make these
dynamics interpretable, SG is serialized into natural language
through a function Serialized(Si | q, SG). This function ex-
amines the current graph state G(j−1),j and the q−1 preceding
states to generate a narrative of transitions from Tj−q to Tj−1,
ultimately specifying the model expected to approximate Si

at Tj . The serialization also clarifies whether a series switches
between models across intervals.

This graph-to-text process yields an explicit reasoning trace,
transforming structural dependencies into narratives usable by
Large Language Models (LLMs). Unlike prior serialization
work focused on tabular data [38], [39], CAARL extends the
idea to temporal graphs. In zero-shot settings, the serialized
narrative guides the LLM to infer the next model; in few-shot
mode, the LLM is fine-tuned to map narratives to the correct
models with higher precision.

C. Step-3: Prediction task

The prediction task seeks to anticipate the changes in
each series Si ∈ CS at future, unseen time intervals, com-
monly referred to as time series forecasting. With a given
set of time series CS, their associated contextual scenario
SG, a defined list of models Θ = {Θκ | 1 ≤ κ ≤
K}, and the required last q states of the temporal graph
(G(m− q), (m− q + 1), . . . , G(m− 1),m.), the forecast-
ing process unfolds through a hierarchical procedure outlined
in the following algorithmic phases:
(1) Model switch prediction: During this phase, the pre-
diction task focuses on determining whether a time series Si,
given the q most recent states of the contextual scenario SG,
can still be approximated at the subsequent time interval Tm+1

by the same model or another model could be exploited, will
continue exhibiting its current pattern at the subsequent time
interval Tm+1 or switch to a different one. Here, utilizing the
graph serialization function, the information is passed to the
LLM. The LLM’s primary function is to predict whether the
target time series can be approximated with another model or
the current one. The output of this phase is a “yes” or “no”.

TABLE I
DATA DESCRIPTION. THE DIMENSION |CS| INDICATES THE NUMBER OF

TIME SERIES, AND |Θ| CORRESPONDS TO THE NUMBER OF MODELS
ACHIEVED.

Dataset |CS| # Timestamps Frequency |T1| Stride m |Θ| from T1 to Tm

Cross rate 25 4,175 Daily 194 97 42 19
NYCT 200 2,160 Hourly 201 100 20 64
Rock 70 2,844 Hourly 132 66 42 170

S&P 500 74 1,259 Daily 50 25 37 29

(2) Model prediction: If the outcome of the initial phase
indicates a “no” for a given time series Si, then the predicted
model will be the same as the current model enabling the
approximation of this series at the last time interval Tm.
Conversely, if the response is “yes”, the LLM will proceed
to generate the corresponding model Θ̂κ.
(3) Series value forecasting: Using the predicted model
from phase (2) Model prediction, CAARL employs the
current values of the target time series Si

m to forecast the
subsequent values using the linear autoregressive process
f(Tm+1, |, Θ̂κ, , Si).

V. EXPERIMENT

A. Dataset Description and Experiment Setting

In this section, we evaluate CAARL on four datasets
spanning different domains: (i) Cross rate, a collection of
25 foreign exchange rates; (ii) NYCT, consisting of 200 New
York City taxi trip time series1; (iii) Rock, comprising 70
geophysical rock series2; and (iv) S&P 500, which includes 74
large-cap IT sector stocks. Table I summarizes the character-
istics of these datasets, including the number of series (|CS|),
sampling frequency, number of timestamps, initial interval
size (|T1|), stride, number of intervals (m), and the number
of autoregressive models (|Θ|) retained from T1 to Tm. For
evaluation, the last 45 time points of each series are withheld
as a blind test set to assess forecasting performance.

In our analytical process, an autoregressive approach with
a lag of p = 2, 2, 4 is applied across all datasets to identify
evolving patterns within the time series. Advanced language
models, including OpenAI’s GPT-3.5-Turbo [40], GPT-4 [41],
and DaVinci [42], are also integrated into our models for
linguistic analysis. The effectiveness of our framework is
measured through the use of forecasting accuracy using Mean
Absolute Error (MAE), Mean Squared Error (MSE) and Mean
Absolute Percentage Error. Various baselines, including multi-
variate regressive models which utilize historical values from
different time series as inputs, graph-based models such as
RGNN [43], DCRNN [44], and TGCN [45], and transformer-
based models such as Temporal Fusion Transformers (TFT)
[46], DLinear [47] and Patch-TST (P-TST) [48] are used
to benchmark our models, demonstrating the robustness and
precision of our approach in both few-shot and zero-shot
scenarios.

1https://www.data.cityofnewyork.us/Transportation/
2018-Yellow-Taxi-Trip-Data/t29m-gskq

2https://www.cs.ucr.edu/∼eamonn/time series data 2018/



(a) Two time series to approximate.

(b) 2006-11-06 to 2006-12-18 (c) 2006-12-18 to 2007-01-29 (d) 2007-01-29 to 2007-03-05

Fig. 2. Use case dependency illustration from Cross rate dataset.

1) Model Identification: Following the procedure described
in Section 3.1, the first step of CAARL identifies autoregres-
sive models that approximate the series values over successive
intervals. As reported in Table I, the initial interval lengths are
|T1| = 194, 201, 132, and 50 for the Cross rate, NYCT, Rock,
and S&P 500 datasets, respectively. The stride and interval
sizes are automatically determined through a selection process
that ensures stationarity within each segment (details provided
in the Appendix).

Across all four datasets, the number of distinct models
|Θ| identified grows from the first interval T1 to the final
interval Tm, reflecting the inherent non-stationarity of the
series. A further observation is that for every dataset, the
product |CS| × m is consistently larger than the number of
discovered models |Θ|. This indicates that multiple time series
reuse the same autoregressive models across different intervals,
thereby revealing latent dependencies and recurring regimes.
Such reuse highlights the contextual interconnectedness of the
series and emphasizes the dynamic but structured nature of
their co-evolution.

2) Series dependencies: By monitoring the likelihood of
different models successfully approximating a series across
successive time intervals, we can uncover insights into the dy-
namic switching behavior exhibited by the series. This analysis
allows us to visualize and comprehend the transitions between
models used to approximate the series, offering a deeper
understanding of their evolving interactions. For example,

consider Fig. 2(a), which illustrates two time series, CADEUR
(in blue) and EURUSD (in purple), from the Cross rate dataset.
These series are analyzed using two models that respectively
generate their values. When we evaluate these models beyond
the date 2006-11-06, as shown in Fig.s 2(b)-(d), it becomes
evident that the model for CADEUR does not consistently
generate its values accurately in subsequent intervals. For
instance, in Fig. 2(b), based on mean-square-error analysis,
the plots indicate that the model for CADEUR (top left) is
less accurate compared to the model for EURUSD (top right).
Conversely, the model for EURUSD (bottom left) accurately
reproduces its values, unlike the model for CADEUR (bottom
right). This trend is even more apparent in later intervals shown
in Fig.s 2(c) and (d), where the model for CADEUR under-
performs relative to the one for EURUSD. This overlapping
data helps CAARL to establish a relationship between the two
series, illustrating their interconnected dynamics.

In the given scenario, CAARL constructs a temporal de-
pendency graph to visualize the evolution of model selection
across sequential time intervals; this dynamic bipartite graph,
illustrated in Fig. 3, maps transitions from T1-T2 through T41-
T42 for the Cross Rate dataset, revealing a shifting interplay
between models. The fluctuations in edge counts highlight
the system’s active switching between modeling approaches
to accurately approximate changing series dynamics, while
intervals of stability, evidenced by horizontal arrows, such as
from T4 to T5 indicate where a single model was success-



Fig. 3. Example of dependencies in cross rate dataset.

   RECENT CONTEXT:
Recent transition history for AUDJPY:

   - T37→T38: maintained model Θ2
   - T38→T39: maintained model Θ2
  - T39→T40: switched from Θ2 to Θ0
   - T40→T41: switched from Θ0 to Θ2
   - T41→T42: switched from Θ2 to Θ0

Current pattern: AUDJPY shows variability, currently using model Θ0.

DEPENDENCY RELATIONSHIPS:
  - AUDJPY and CADEUR show synchronized behavior: both use Θ0→Θ0 during
T1→T2
  - AUDJPY and CHFUSD show synchronized behavior: both use Θ0→Θ0 during
T1→T2
  - AUDJPY and EURCHF show synchronized behavior: both use Θ0→Θ0 during
T1→T2
  - AUDJPY and EURHUF show synchronized behavior: both use Θ0→Θ0 during
T1→T2
  - AUDJPY and EURJPY show synchronized behavior: both use Θ0→Θ0 during
T1→T2

PREDICTION TASK:
Given the above context, predict whether AUDJPY will:

  A) Continue using model Θ0 at interval T42
   B) Switch to a different model at interval T42

Fig. 4. Serialization of graphs. Examples of series AUDJPY tracked within
the cross rate temporal graph structure.

fully maintained without adjustment, thus contrasting adaptive
switching with periods of consistent capture.

B. Graph serialization

For serialization purposes, we develop textual descriptions
that trace the progression of each series based on the models
that approximate their values over time. In Fig. 4, we showcase
an example of such trajectory, drawing from a time series
AUDJPY chosen from the Cross rate dataset. By examining
the variation over consecutive time intervals, we assess the
ability of different models to approximate the series. In this
case for instance, where each time interval represents 194
days, the AUDJPY series can be modeled using two different
models Θ2 and Θ0. Considering the dependency with other
time series, the LLM will attempt predicting the subsequent
suitable model(s) to use for forecasting purpose.

C. Forecasting

To assess the efficacy of the approach, we explored its
capacity to predict series values under two primary scenarios.
In the first scenario, we utilized a serialization that spans five

consecutive graph states (graph lag q = 5), where the LLM
predicts the next model capable of generating future series
values without any prior training. This is referred to as zero-
shot learning because the LLM is not pre-trained with specific
labels. In the second scenario, known as few-shot learning,
only a subset of data is used to train the LLM to recognize
and map corresponding labels. We compared CAARL’s perfor-
mance against other models in these scenarios, as detailed in
Table II. According to the results shown in Table II, CAARL
typically forecasts data with high accuracy, comparable to
transformer-based methods. Interestingly, CAARL performs
better in the zero-shot scenario than in few-shot learning,
highlighting its robustness in situations with limited training
data.

VI. CONCLUSION

This paper presents our novel approach, CAARL, to unravel
the underlying in-context dynamics that drive changes in co-
evolving time series. We employ a three-step methodology
that adapts large language models, beginning with the formu-
lation of a temporal graph to model the influences exerted
by one time series on another, followed by serializing the
graph into natural language text, and finally, applying a few-
shot learning process to forecast subsequent variations across
different timestamps. Our approach also sheds light on the
driving factors (i.e., specific series) behind these changes.
The approach is flexible, allowing any NLP-based model
to generate subsequent values in a time series trajectory by
leveraging its pre-trained knowledge. By encoding time series
data as serialized text, these models can infer patterns and
predict future values without requiring traditional time series
architectures. This suggests a generalized framework where
NLP-driven sequence modelling can be effectively repurposed
for time series forecasting, expanding the applicability of
language models beyond their conventional domains. Through
experiments on real-world co-evolving time series datasets,
our approach demonstrates superior performance over existing
time series methods in capturing dependencies within co-
evolving series.



TABLE II
COMPARATIVE FORECASTING. THE BEST VALUES ARE IN GREEN COLOUR AND THE SECOND BEST IN ORANGE COLOUR. IN THE ZERO-SHOT, THE LLM
SELECTS MODELS FOR FORECASTING WITHOUT ANY ADDITIONAL FINE-TUNING, RELYING SOLELY ON ITS PRE-TRAINED KNOWLEDGE TO INTERPRET

SERIALIZED TIME SERIES TRAJECTORIES AND DETERMINE THE MOST SUITABLE MODEL. IN CONTRAST, IN THE FEW-SHOT, THE LLM UNDERGOES
FINE-TUNING USING A SMALL PORTION OF THE DATASET (TRAJECTORIES), ENABLING IT TO LEARN FROM THE PROVIDED PATTERNS AND IMPROVE ITS

ABILITY TO FORECAST OR SELECT MODELS BASED ON OBSERVED DEPENDENCIES.

One time interval ahead
Cross rate NYCT Rock S&P 500

Zero-shot
Model MAE MSE MAPE MAE MSE MAPE MAE MSE MAPE MAE MSE MAPE

CAARL
GPT3 0.36 0.24 0.34 0.72 1.10 8.44 0.15 0.06 0.98 0.38 0.28 0.89
GPT4 0.36 0.24 0.34 0.72 1.08 9.25 0.16 0.06 1.05 0.37 0.28 0.94

DAVINCI 0.37 0.27 0.36 0.72 1.08 8.46 0.16 0.06 1.07 0.38 0.28 0.95

Few-shot

CAARL
GPT3 0.36 0.23 1.49 0.74 0.99 24.94 0.21 0.11 3.41 0.38 0.24 1.37
GPT4 0.38 0.24 1.56 0.74 0.99 25.54 0.21 0.11 3.41 0.38 0.23 1.38

DAVINCI 0.38 0.23 1.49 0.74 0.99 26.01 0.21 0.11 3.41 0.38 0.23 1.31

Multivariate
VAR ++ ++ ++ ++ ++ 2.26 ++ ++ 3.21 ++ ++ 2.91
SVR 1.18 2.37 11.0 ++ ++ 2.26 4.30 29.0 3.22 6.40 57.6 2.89
GPR 1.18 2.37 11.0 ++ ++ 2.26 4.30 29.0 3.22 6.40 57.6 2.89

Graph-based
DCRNN 0.98 1.28 ++ 0.88 1.41 ++ 0.30 0.17 ++ 0.77 0.92 ++
TGCNN 1.06 1.56 ++ 0.91 1.50 ++ 0.25 0.13 ++ 0.83 1.01 ++

Transformers

TFT 0.20 0.08 1.24 0.85 1.32 4.22 0.45 0.31 0.85 0.30 0.21 4.58
DLinear 0.65 0.56 1.00 0.74 0.92 1.00 0.75 0.98 1.00 0.65 0.50 1.00
P-TST 0.64 0.54 1.00 0.75 0.98 1.00 0.73 0.69 1.01 0.67 0.53 1.00

Informer 0.99 0.88 1.46 1.12 1.38 1.54 1.15 1.52 1.55 0.98 0.76 1.48
Autoformer 0.88 0.76 1.34 1.02 1.25 1.37 1.02 1.31 1.37 0.88 0.69 1.34
FEDformer 0.82 0.71 1.27 0.94 1.15 1.29 0.97 1.24 1.29 0.81 0.64 1.27
TimesNet 0.75 0.64 1.17 0.89 1.16 1.19 0.87 0.82 1.19 0.80 0.63 1.18

Four time intervals ahead
Zero-shot

Model MAE MSE MAPE MAE MSE MAPE MAE MSE MAPE MAE MSE MAPE

CAARL
GPT3 0.34 0.22 0.31 0.73 1.10 7.49 0.15 0.05 0.79 0.61 0.70 1.60
GPT4 0.33 0.22 0.31 0.73 1.10 6.72 0.15 0.05 0.77 0.61 0.70 1.60

DAVINCI 0.34 0.22 0.31 0.73 1.10 6.61 0.15 0.05 0.80 0.61 0.70 1.60

Few-shot

CAARL
GPT3 0.33 0.21 0.33 0.76 0.93 8.28 0.14 0.04 1.23 0.37 0.24 0.93
GPT4 0.32 0.21 0.33 0.76 0.94 8.28 0.12 0.03 0.98 0.37 0.25 0.92

DAVINCI 0.33 0.22 0.34 0.76 0.94 8.28 0.13 0.04 1.21 0.37 0.24 0.93

Multivariate
VAR ++ ++ 22.0 ++ ++ 2.30 ++ ++ 1.00 ++ ++ 2.55
SVR 1.25 2.74 22.0 ++ ++ 2.30 ++ ++ 1.00 3.10 13.1 2.51
GPR 1.25 2.74 22.1 ++ ++ 2.30 ++ ++ 1.00 3.10 13.1 2.51

Graph-based
RGCNN 1.04 1.47 ++ 0.83 1.18 ++ 0.23 0.13 ++ 0.66 0.77 ++
DCRNN 1.04 1.47 ++ 0.84 1.22 ++ 0.20 0.09 ++ 0.66 0.78 ++
TGCNN 1.01 1.38 ++ 0.84 1.22 ++ 0.21 0.11 ++ 0.65 0.77 ++

Transformers

TFT 0.68 0.64 1.06 0.74 0.96 1.02 0.60 0.53 2.70 0.59 0.53 1.04
DLinear 0.66 0.62 1.00 0.74 0.96 1.00 0.60 0.53 1.00 0.59 0.53 1.00
P-TST 0.69 0.66 0.99 0.74 0.96 1.00 0.60 0.53 1.01 0.59 0.53 1.00

Informer 0.95 0.88 1.42 1.07 1.33 1.42 0.86 0.75 1.43 0.84 0.75 1.42
Autoformer 0.89 0.85 1.35 1.02 1.30 1.37 0.82 0.71 1.36 0.81 0.71 1.37
FEDformer 0.84 0.79 1.27 0.96 1.21 1.28 0.76 0.68 1.26 0.75 0.67 1.27
TimesNet 0.82 0.79 1.16 0.89 1.14 1.19 0.72 0.64 1.18 0.71 0.63 1.17
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