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Abstract

Recommender systems have advanced markedly over the past
decade by transforming each user/item into a dense embedding vec-
tor with deep learning models. At industrial scale, embedding tables
constituted by such vectors of all users/items demand a vast amount
of parameters and impose heavy compute and memory overhead
during training and inference, hindering model deployment under
resource constraints. Existing solutions towards embedding com-
pression either suffer from severely compromised recommendation
accuracy or incur considerable computational costs.

To mitigate these issues, this paper presents BACO, a fast and
effective framework for compressing embedding tables. Unlike tra-
ditional ID hashing, BACO is built on the idea of exploiting collabo-
rative signals in user-item interactions for user and item groupings,
such that similar users/items share the same embeddings in the
codebook. Specifically, we formulate a balanced co-clustering ob-
jective that maximizes intra-cluster connectivity while enforcing
cluster-volume balance, and unify canonical graph clustering tech-
niques into the framework through rigorous theoretical analyses. To
produce effective groupings while averting codebook collapse, BACO
instantiates this framework with a principled weighting scheme
for users and items, an efficient label propagation solver, as well
as secondary user clusters. Our extensive experiments comparing
BACO against full models and 18 baselines over benchmark datasets
demonstrate that BACO cuts embedding parameters by over 75% with
a drop of at most 1.85% in recall, while surpassing the strongest
baselines by being up to 346X faster.
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1 Introduction

In modern recommender systems, deep learning models [68] have
become the go-to approach for recommendations, typically working
with embedding tables that map each category feature value, e.g.,
the ID of a user or item, to a unique vector representation. However,
in industrial-scale scenarios, these embedding tables consume a
vast amount of parameters, often reaching hundreds of GB or even
TB, due to the need to represent billions of users/items [18]. For
instance, embedding tables deployed in Baidu’s advertising systems
may occupy up to 10 TB of storage [60], while at Meta’s scale, i.e.,
3 billion monthly active users worldwide [19], the user embedding
table in a recommender model can easily reach 715 GB of space for
64-dimensional vectors in 32-bit floating point. As a consequence,
the expansion of embedding tables intensifies storage and hardware
demands, thus impeding model scalability and deployment in real
production environments [9, 66].

In recent years, embedding table compression (ETC) [31], which
seeks to reduce the sizes of embedding tables with minimal degra-
dation in precision, has emerged as a popular choice in indus-
try [7, 49, 56, 57] and is gaining increasing traction in recommender
systems [6, 9, 66]. Most existing works towards ETC generally fol-
low three compression paradigms: pre-training, in-training, and
post-training compressions, where the former generates the map-
pings for users/items in embedding tables before training recom-
mendation models, while the latter two strategies compress the
full embeddings when they are partially or fully learned. Despite
being effective, the in-training/post-training scheme additionally
introduces considerable training overhead, and still suffers from
substantial memory footprint.

A common treatment for pre-training ETC is to hash the user/item
IDs down to a set of buckets with a manageable size through hash-
ing functions [9, 16, 54, 66]. The users/items mapped to the same
bucket will share the same embedding vectors in the reduced em-
bedding tables (a.k.a. codebooks). Although this methodology is
computationally efficient, it relies on hashing that is essentially
random, which will represent unrelated users/items by the same
embeddings, and hence, engendering severe embedding collisions
and performance degradation [16, 66]. Subsequent studies alleviate
embedding collision issues through the (i) employment of multiple
hash functions [41, 66], (ii) incorporation of feature and frequency
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statistics [9, 16, 67], and (iii) learned hashing techniques [34, 49].
These methods either still incur subpar recommendation perfor-
mance, or require additional user/item information or training costs.
Most importantly, the collaborative signals underlying the user-
item interactions are largely overlooked for ETC. Very recently,
Wu et al. [56] made an attempt to exploit the collaborative infor-
mation of users/items by reframing the ETC task as a graph clus-
tering problem. They simply apply the highly-efficient Louvain
algorithm [5] over the user-item interaction graph to derive clusters
of users/items as their buckets, which surprisingly yield remarkable
improvements in recommendation quality. Unfortunately, Louvain
suffers from an inherent drawback of resolution limit [27], leading
to suboptimal results.

Inspired by the efficacy of leveraging collaborative signals, we
make further inroads by presenting BACO, a fast and effective so-
lution for ETC via BAlanced CO-clustering. Specifically, we first
reveal two factors, i.e., intra-cluster connectivity and cluster-size
balance, that are crucial to clustering for ETC, through an empiri-
cal study, which in essence correspond to the embedding collision
and codebook collapse [49], respectively. Based thereon, we develop
a theoretically-grounded balanced co-clustering framework aim-
ing at optimizing these two factors, and establish its theoretical
connections to classic graph clustering algorithms. Building on
the framework, we propose a well-thought-out hybrid weighting
scheme (HWS) for users and items, and develop a fast optimization
solver through local greedy label propagation [38] to circumvent the
resolution limit. To account for the multiple and evolving interests
of users, BACO further constructs secondary clusters for users (SCU)
rapidly based upon the primary clusters, thereby overcoming the
representation limitation of each user without inducing additional
space overhead. Our comprehensive empirical evaluations and ab-
lation studies manifest that (i) our BACO can consistently achieve
markedly superior recommendation quality over 18 ETC baselines,
while often being highly efficient, and (ii) our proposed HWS and
SCU strategies can conspicuously enhance recommendation accu-
racies even when working with other clustering baselines.

2 Related Work

We review existing studies on ETC in the sequel and defer reviews
on co-clustering and bipartite graph clustering to Appendix B.

Hashing-based Methods. Hashing methods offer a straightfor-
ward and efficient means of compressing embedding tables by map-
ping IDs into a smaller index space using hash functions. For in-
stance, the basic hashing method [54] simply employs random
function to achieve compression. Although efficient, this approach
may introduce collisions. [67] increases the probability that collid-
ing objects are similar through LSH, while [41, 66] employ double
hashing combined with other techniques to mitigate collisions. In
contrast, ROBE [11] employs a more flexible indexing mechanism
within compositional embeddings. Although these hash methods
are generally efficient, their weak association with the data makes
it difficult to maintain accuracy.

Vector Quantization. Vector quantization (VQ) maps original
embeddings to their most similar meta-embeddings, thereby bridg-
ing hash representations and the original data [69]. Saec [57] and
MGQE [24] utilize feature frequency to guide the quantization of
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embeddings. Furthermore, xLightFM [23] proposes allocating vari-
ous numbers of embeddings to different feature categories. Within
multi-codebook frameworks, LightRec [32] and LISA [58] aim to
differentiate codebooks using distinct mechanisms. In contrast to
earlier methods that focus on low-dimensional dense embeddings,
recent work CompresSAE [26] introduces a radically different strat-
egy by converting original embeddings into high-dimensional but
sparse representations, combining expressive capacity with com-
pression. Vector quantization introduces significant computational
and memory overhead during training, primarily due to the nearest
neighbor search and the requirement to retain original embeddings.

Decomposition-based Methods. Decomposition methods per-
form soft selection, where each feature aggregates all codebook em-
beddings using a real-valued index vector. DHE [25] decomposes the
embedding table via hash functions and neural networks, whereas
ANT [33] uses anchor vectors and sparse transformation. Recently,
tensor train decomposition (TTD) has been employed to enhance
compression by expressing multidimensional data as a product of
smaller tensors [53, 59, 65]. However, achieving such high compres-
sion ratios entails additional computational costs during decompo-
sition and lookup, potentially slowing down inference.

3 Preliminaries

3.1 Symbols and Terminology

Symbols. We model the interactions between a user set U =
{ur,uz, ..., ujqq} and an item set V = {vy,0s,...,0|} as a bi-
partite network G = (U UV, E), where the edge set E C U XV
consists of all the user-item interactions. The neighbors of user u;
(resp. item v;) are represented by N (u;) (resp. N'(v;)). We denote
by B € {0, 1}/“IXIV the bi-adjacency matrix of G, where B; ; = 1 if
user u; has interacted with item v;, i.e., (u;,0;) € &, and 0 otherwise.

We use A =%‘—3}€ {0, 1} UUHIVDXAUIHIVI) 16 represent the

complete adjacency matrix of G. The degree of user u; (resp. item
v;) is symbolized by d(u;) (resp. d(v;)) and the diagonal degree
matrix is denoted by D € RUHUHIVDx(UI+[V])

Throughout this paper, we use U; (resp. V;) to denote the em-
bedding vector of user u; (item v;). For notation convenience, U €
RIUIXd and V € RIVI¥4 represent the embedding vectors of users
in U and items in V, respectively, wherein the i-th row of U (resp.
V) is U; = u; (resp. V; = V;). In recommender systems, U and V are
often referred to as embedding tables of users and items, respec-
tively. Given a cluster C containing users and items, we define
Uy = C N U and V), = Cx N V. We use [K] to denote the set of
integers {1,2,...,K}. Table 1 lists frequently used notions in our
paper.

Modularity and CPM. The modularity [36] quantifies the good-
ness of a particular division of a network. Formally, given a uni-
partite network G and clusters {Cy, C,, . .., Ck }, the modularity is

(Sopece don)’

defined by ﬁ Zle (sk -y ] , where y > 0 stands

for a resolution parameter [39], and s = |{(v;,0;) € Elv;,0; € Cr}l
is the actual number of edges within cluster C. Intuitively speak-

2
ing, (ZvieCk d(vi)) /1E| can be interpreted as the expected number
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Table 1: Frequently used symbols.

Symbol Description

Uu,v, & The user set, item set and edge set.

Ul |vy el The number of users, items, and all the edges.

Ui, U; A user in YU, and aitem in V.

G.B The bipartite network and its bi-adjacency matrix.

A The complete adjacency matrix of G.

D The diagonal degree matrix of A.

UV The embedding tables of users and items.

u;, \7]- The embedding vector of user u; and item v;.
* A cluster containing users and items.

Uy, Vi The user set and the item set of cluster Cy.

[K] The set of integers {1,2,...,K}.

QN The compressed embedding table for users and items.
K@ S K® The numbers of clusters for users and items.

Y Y@ The sketching matrices of users and items.

w;u), w;v) The weights for user u; and item v;.

w The vector containing the weights of users and items.
W™ W@ | The total weight of the users and items in G.

Y The coefficients for objective term in Eq. (6)

of edges in cluster Cy. In particular, higher (resp. lower) resolutions
lead to more (resp. fewer) communities, and a larger modularity
value indicates a better partitioning of the network G. Barber [2]
extended modularity to bipartite networks, formulating bipartite
modularity as follows:

K (w) (o)
1 oy oy
R S — —, 1
H ;( FTY g ) @
where Uliu) = Yusew d(ui) (resp. 0'120) = Yoev, d(vi)) denotes

the sums of degrees of nodes in Ci and set U (resp. V).
An alternative quality function like the modularity is called the
Constant Potts Model (CPM) [47], whose mathematical formula-

tion is defined by Zlk(:l (sk -y (‘C;k‘)), which can also be extended

to bipartite networks by substituting || - |'Vi| for (‘C;"‘), ie.,
Zle (sk = v+ Uk - |Vi|). In the literature [48], both quality func-
tions can be efficiently and effectively optimized by the prominent
Louvain algorithm invented by Blondel et al. [5].

3.2 Problem Statement

Let ZW ¢ RK™xd (resp. 2 € RK(U)Xd) be the codebook (a.k.a.
compressed embedding table) for users (resp. items), where K «
|U|, K@ < |V|, and each row vector stands for an embedding
vector. The embedding table compression' (ETC) in recommender
systems aims to find a mapping f: U — [K] and a mapping h:
YV — [K®] such that each user u; (resp. item v;) can be repre-
sented by an embedding vector Zj(fg) (resp. Z;;g.)).

The foregoing mappings f and h can be equivalently repre-
sented by sketching matrices Y™ € {0, I}W|XK(M) and Y €
{0, 1}|(V|XK(H) , respectively. Each row Ygu) (resp. Y;v)) therein is a
one-hot vector, usually called “sketch of user i (resp. item v;)” [49].
Accordingly, U = YWZ®W and v =yY@ 7,

Notice that given sketching matrices Y and Y(®, recommenda-
tion models only need to learn codebook Z(*) and Z(®) in the course
of training. As such, the space overhead originally incurred for stor-
ing the embedding tables U and V in the recommender systems is
reduced from O((|U| +|V|) -d) to O(|U| +|V| + (K™ + K@) .d)

1We follow the “pre-training” compression setting for parameter efficiency [49].
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(a) #cross-cluster links  (b) Gini coefficient (users) (c) Gini coefficient (items)

Figure 1: Recommendation performance (Recall@20) v.s. av-
eraged #cross-cluster links and Gini coefficients on Gowalla

for mappings and codebooks. Given a space budget B for the code-
books, i.e., the total number of embedding vectors in codebooks for
users and items, the ETC task ensures K + K(©) < B.

In model training, given a user u; (resp. item v;), the compressed

Z}'z) (resp. Z;Z(J;)) is first retrieved before entering into

training. For example, the predicted rating for user u; and item v; is
()
fGy , .
= Dueu ZukEN(u) Zuj¢N(u)1n o(Qik — Gij) +A- (||U|| + [Vl ) 1s
computed with U = YW Z®) and V = Y® Z(® accordingly.

embedding

obtained as §; ; = (Z Z;,Zé;) ), and the loss function like Lgpg =

3.3 Construction of Sketching Matrices

There are generally three categories of approaches for constructing
the sketching matrices Y and Y®): random sketching, learned
sketching, and clustering-based sketching.

Random sketching simply employs hashing functions as map-
pings f: U — [K®™] and h: V — [K®]. Each user or item is
assigned to a random sketch (a random one-hot vector) [54]. Subse-
quent works [11, 41, 46, 66] resort to compositional embeddings,
which basically apply two or more hashing functions to the IDs
of users and items, such that each user or item is associated with
two or more embeddings in the codebook, which can be combined
via summation, element-wise multiplication, or concatenation, etc.
Note that this approach yields denser sketching matrices as each
row Yi(u) and Y](.U) comprise multiple non-zero entries.

Instead of generating random sketches, the learned sketching [34,
49] methodology learn the sketch of each user or item by training
models to reconstruct sketching matrices. After every few epochs,
sketching matrices Y®*) and Y are regenerated upon current
embeddings Y Z® and Y®Z(®) to achieve a better fit.

By interpreting sketching matrices Y*) and Y(®) as node-cluster
indicator matrices, e.g., YE’Z) = 1 if u; belongs to the k-th user
cluster and 0 otherwise, the rationale of clustering-based sketching
is to group “similar” users in U and items in V into K and
K@ clusters, respectively. GraphHash [56] implements this idea by
clustering users and items over the bipartite network structure G,
attaining markedly superior effectiveness over random sketching
and significantly higher efficiency than learned sketching.

Empirical Study. To gain deeper insights, we empirically study the
correlation between final recommendation performance and the
characteristics of sketching matrices produced by various methods
from the perspective of clustering. Specifically, we generate sketch-
ing matrices using hashing-based methods (Random and Frequency)
and clustering-based methods (GraphHash, LP, EMBD, SCC, SBC, and
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Table 2: The unified balanced co-clustering framework.

B

Method Y wi(u) w; Opt. solver
Louvain (Modularity) [5] >0 d(réfl) d(lvé‘) Louvain
Louvain (CPM) >0 1 1 Louvain
. d(v;
Leiden (Modularity) [48] >0 ‘i;%l) \(/%) Louvain
Leiden (CPM) [48] >0 1 1 Louvain
LP [38] 0 - - LP
d(u;)  d))
LPAb [3 0 LP
3] g viél 1&]
SCC [12] 0 - - Eigensolver
d(u;) 1
Our BACO >0 L —_ BACO
VIE [V

our proposed BACO) on the Gowalla dataset. Figure 1 plots the re-
call@20 scores (y-axis) achieved by the above methods, and their
respective average number of cross-cluster links and the Gini coeffi-
cients of their user and item cluster sizes (x-axis). Particularly, fewer
cross-cluster links connections suggest that related users/items are
well grouped, implying rare embedding collisions. A low Gini co-
efficient signals that clusters are nearly equal in size, indicating
codebook embeddings are used evenly across users or items (i.e.,
mild codebook collapse).

From Figure 1(a), when inter-cluster connectivity is excessively
high (see methods circled in red), recommendation performance
suffers regardless of whether codebook usage (measured by the Gini
coefficient) is uniform or uneven (Figures 1(b) and 1(c)). In contrast,
LP generates clusters of users and items with a minimal number of
cross-cluster links, but causes high Gini coefficients that indicate
severe embedding collision and codebook collapse, and hence, result
in poor recommendations. GraphHash and BACO obtain much better
recall scores by balancing these two factors. From the foregoing
observations, we can derive the following insight: the underlying
clusters of high-quality sketching matrices should minimize inter-
cluster connectivity while avoiding imbalanced cluster sizes.

4 Methodology

In this section, we first present our framework BACO for co-clustering
users and items in § 4.1 and unify classic graph clustering algo-
rithms into this framework through rigorous theoretical analyses
in § 4.2. Building on this framework, we propose the hybrid weight-
ing scheme (HWS) specialized for users and items in the context
of e-commerce in § 4.3, followed by constructing co-clusters via
an efficient optimization solver in § 4.4. Lastly, to alleviate the
embedding collision and codebook collapse issues in co-clusters,
§ 4.5 introduces a simple but effective approach to create secondary
clusters for users (SCU).

4.1 The Balanced Co-Clustering Framework

We frame the construction of sketching matrices Y*) and Y®
as co-clustering users and items in G into K disjoint co-clusters
{C1,...,Ck}. Particularly, we represent the node-cluster member-
ships by an indicator matrix Y € {0, 1}UUIHVDXK where Yir=1
if user u; € Cy, Y|q|+jx = 1ifitem 0; € Ci, and 0 otherwise. Note
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that Y can be converted into Y and Y(® by mapping the clusters
of users and items into consecutive column indices, respectively.

Maximizing Intra-cluster Connectivity. The first objective in
our BACO aims to identify clusters {Cy, ..., Cx} such that the intra-
cluster connectivity is maximized. More concretely, users and items
that are densely connected via interactions in & should fall into
the same clusters since it connotes a high correlation or similarity
between users (resp. items). This leads to the maximization of the
number of connections within the same clusters, i.e., intra-cluster
connectivity, which can be formulated as follows:

K

max Z Z B;;. 2

k=1 u;,0;€Cy

The objective can be further transformed into a trace maximization
problem with indicator matrix Y and adjacency matrix A of G:

K K
max 305wy e 315 M
CrosCc BT e Cr LUl
k=1 ui,vjECk k=1 ui,v_,‘ECk
K
e mgxz Z Z Yik - Avjug+s - Yiujeik
k=1u;jeU vj eV
K
s max Z YTAY)px © max Trace(YTAY). (3)
k=1

Such an optimization task is equivalent to the mincut problem for
graph partitioning in the literature [43], which is proved NP-hard.

Weighted Exclusive Lasso for Size Balance. As remarked earlier
in § 3.3, in overly imbalanced clusters, substantial users/items with
low relevance are likely to be grouped together, which yields severe
embedding collision and codebook collapse, and thus, degrades per-
formance. As a remedy, in BACO, we additionally include a weighted
exclusive lasso to balance the sizes/volumes of the K clusters.

Specifically, instead of treating all users and items equally, we
()

i
w = Dl wl.(") and W® = Zuje(v w](.v) be the total weight of
the users and items in G, respectively. Accordingly, we define the
volume of a cluster Cy as

vol(Cy) = Z wi(")+ Z w;v), 4)

u; €Uy UjG(Vk

assign a weight w;’ (resp. w](,v)) to each user u; (item v;). Let

which is a summation of the weights of the users and items therein.
Ideally, the volumes of all clusters should be comparable to each
other, i.e., minimizing the weighted exclusive lasso:

K 2
w® 4w .
min Z vol(Cx) - ——— | & min ||wTY||§
C1,Co,...Ck — K C1,Co,...Ck
& min_ Trace(Y' ww'Y). (5)
C1,CareCc
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where w € RIUI+IVI is a vector containing the weights of users
and items, e.g., w; = w
itemo; € V.

) for user u; € U and W|qq4; = w( ) for

Overall Objective. Combining the foregoing intra-cluster connec-
tivity maximization (Eq. (3)) and weighted exclusive lasso mini-
mization (Eq. (5)) leads to the overall objective of BACO:

max Trace(YTAY) —y - Trace(Y' ww'Y), (6)
where the coefficient y can be used to strengthen the weight of the
cluster size balance term.

4.2 Theoretical Insights

Next, we conduct a theoretical investigation of BACO framework,
so as to (i) establish its connections to several classic clustering
algorithms over bipartite graphs, and (ii) uncover its indirect impact
on the downstream user and item embeddings U and V.

Connections to Other Clustering Methods. We define the Kro-
necker § function as follows:

™

1 ifu;,v;€Cie, Y; =Y .
5(”[,01‘) _ i _/. k i |U|+j
0 otherwise.

The first intra-cluster connectivity term in Eq. (6) can be equiva-
lently expressed by

Trace(YTAY) = Z(YTAY)kk—Z Z B,

k=1 u;,0;€Cy
= > > Biyd(wo) =y > By 8w, (3)
uieUvjeV ui€U vjeN(u;)

Analogously, the second term —y - Trace(Y'ww'Y) is equal to
-v- Z Z Wi - ‘7{’|'u|+j - 6(ui,v5).
uielU vjE(V
Along this line, our overall objective in Eq. (6) can be rewritten as

max >3 (B,-j—

u;eU vjEV

wi(u) ~w;v)) - 6(u;,0;). )

Together with the above formulation, we are enabled to unify
existing clustering algorithms tailored to bipartite graphs includ-
ing the modularity- and CPM-based Louvain [5] and Leiden [48],
Label Propagation (LP) [38], Spectral Co-clustering (SCC) [12], and
LPAb [3] into our BACO framework, as summarized in Table 2, based
on their respective optimization functions theoretically analyzed
in the following lemmata.

LEMMA 4.1. Given bipartite graph G, the adoption of Louvain,
Leiden, or LPAb over G can maximize the following form of the bi-

. . d(u;j)-d(vj
partite modularity: 3, cq Xojev (Bi,j -y %) - 0(ui,0j),
or the following form of the CPM: ¥, cq Xojev (Bij—y) - 8(ui,0j).

LEMMA 4.2. The optimization objective of both LP and SCC can be
expressed as maxy X, eqq Lojey Bij - 6(ui, 0)).
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Algorithm 1: The Basic BACO Algorithm
Input: Bipartite graph G, space budget B, integer T, and
coefficient y
Output: Sketching matrices Y* and Y(®
/* Initializing labels of users and items */
1 0(u;) «— iVu; € U and €(v;) « |U| + jYo; € V;

2 t«—0;

/* Updating labels of users and items */
3 while K® + K® > Bandt < T do

4 for x; € G do

5 Li —A{e(y;)ly; € N(xi) Uxi};

6 fork e £; do

7 if x; € U then

8 L Compute p(k) according to Eq. (13);
9 else

10 L Compute p(k) according to Eq. (14);
11 £(x;) « arg max p(k);

L keL;
12 | te—t+1;
/* Re-labeling users and items */

1 W {e(w)lu € Uy — [KW];
1 f(w) — €9 (£(u;)) Yu; € U;
15 £ {e(0))lv; € V} — [KD];
16 h(v;) « 69 (£(v))) Yoj € V;
/* Constructing sketching matrices */

() . () . .
17 Ylf( )<—l\7’ul€(L(andY h(o, )<—1ij€(V,

It can be observed that the key differences of these algorithms
lie in the choices of parameter y, weights of users and items, as well
as the solver used for optimization.

Impact on User and Item Embeddings. The overall objecive in
Eq. (9) can be rewritten as

TRIDIDIIERERY

Ck k=1 u;e U v €V

From the perspective of each user u;, if we are given fixed item
clusters {Vy, ..., Vk}, u; is assigned to the user cluster Uj when
its total penalized interaction weight with items in Vj is minimized,
ie.,

k(u;) = arg max Z Bij—v- Wl_(u) .W](_”) =k. (10)
=

Accordingly, users u; and u; are assigned to the same cluster Uy if
and only if k(u;) = k(u;) = k. Recall that in the resulting user and
item embeddings U and V, users or items from the same clusters
will share the same embedding vector in the codebook Z*) and
Z(® (see § 3.2). The above Eq. (10) implies that users with similar
interaction patterns with K sets of items are likely to have the
same embedding vectors. A similar conclusion can be made for
item embeddings when the user clusters are fixed.
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4.3 Hybrid Weighting Scheme

As pinpointed in Table 2, previous clustering methods unified into

the BACO framework all adopt the same weighting functions for
users and items in G, either a degree-related function % used

in the bipartite modularity or a constant (e.g., 1) used in the CPM.
However, this simple strategy neglects the intrinsic distinction of
users and items in the context of recommendation systems, and
hence, causes flawed cluster assignments.

More precisely, recall that in Eq. (10), user u; is assigned to clus-
ter Cx if ZvjECk Bij-vy- wi(") - w' is maximal. When the weight

(0) _ d)

J VIl

the cluster of its interacted items with low degrees (i.e., unpopular

items) due to the penalty term — -WF") . M, which is counter-
) penalty VW e

intuitive. In BACO, we view all items interacted by user u; equally
instead, leading to the following weight for item v;

is adopted for items, user u; will be prone to join

1
wi = —. 11)
[V

On the other hand, item v; will be merged to cluster C; with
()

maximal 3, cc Bij —y-w; w](.”). In this case, item v; will pri-

oritize the cluster of users with lower weights wi("). Recall that
in real-world scenarios, compared to those who interacted with
plenty of items, the interaction with item v; from a user u; with
fewer interactions conveys a stronger preference and interest. Intu-
itively, v; should be more likely to be grouped with ;. Given this
observation, we resort to the degree-related weight for users, as
exemplified below:

@ _ __ du) _ d(w)

RN s e RN T

4.4 The Optimization Algorithm

The pseudo-code of our optimization solver for BACO is illustrated
in Algorithm 1. Given the bipartite graph G = (U, V, &), the space
budget B for codebooks, the maximum number T of iterations,
and a coeflicient y, BACO begins by assigning a unique cluster label
£(u;) < i(resp. £(vj) < |U| + j) to each user u; (item v;) (Line
1) and reset the iteration count (Line 2). Afterwards, Algorithm 1
starts an iterative procedure (Lines 3-12) to update the labels of
users and items until the total number of labels for users and items
K@ 4+ K(® reaches the space budget B, where K(*) and K(®) are
defined as

(12)

K™ o [{e(u)lu; € U, K — |{£(v))lo; € V}I.

In each iteration, BACO picks each user or item from G and up-
dates its label to the one with the highest likelihood among all
the labels of its adjacent neighbors, akin to the label propagation
scheme [38]. Specifically, for each node x; € G, BACO first collects
its candidate label set £; from the neighbors and x; at Line 5. Then,
for every label k € L;, we calculate its likelihood by

D Buy-y ), ww? @)

;€N (x;)NCx v;€Vi

p(k) «
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Algorithm 2: The Complete BACO Algorithm

Input, output, and Lines 1-2 are the same as Algorithm 1
3 while K + K® > B’ andt < T do

Lines 4-17 are the same as Algorithm 1;
18 Rerun Lines 4-10 in Algorithm 1 for each x; € U;

10 28 {e(u)lu; € Uy — [KW];
20 fieu(ui) — £ (0(u)) Vu; € U,
— 1VYu; € U;

()
zn Yi,ﬁcu (ui)

if x; is a user in U, and by

ply— > Bu-y » wew® (9

ujeN(x;)NCx ujeUy

if it is an item in V (Lines 6-10). Next, at Line 11, the new label of
x; is set to the one with the maximum likelihood. Note that the first
term in the likelihood p(k) measures the intra-cluster connectivity
of x; to its adjacent items (resp. users) with label k, while the second
term considers the penalty y - wj(.”) . wl.(v) for all items (resp. users)
with label k. In essence, this label updating rule is to maximize the
objective Eq. (9) locally for each target node x; in a greedy fashion.

After that, Algorithm 1 maps the cluster labels of users and items
to consecutive integers [K*)] and [K()], respectively, followed by
relabeling all the users and items accordingly (Lines 13-16). Based
thereon, we can construct sketching matrices Y® and Y® at Line
17 with the new labels.

Remark. Although Louvain can be applied to optimize our objec-
tive in Eq. (9) with minor changes, its optimization strategy tends
to merge small clusters, leading to the resolution limit issue [27]
on bipartite networks. In other words, Louvain will greedily group
nodes with low connectivity for higher overall modularity. The
empirical cluster size distributions reported in Figure 7 confirm this
problem, and Table 5 manifests its detrimental effects on recom-
mendation performance.

4.5 Generating Secondary Clusters for Users

Although our basic BACO in Algorithm 1 can achieve an effective
balance and optimization of two terms in Eq. (6), and thus, pro-
duce good divisions of users and items, as empirically validated in
§ 5.4 and § 5.5, it suffers from a fundamental deficiency of repre-
senting each user via exactly one embedding in codebooks, whilst
e-commerce users have multiple, evolving interests and often share
taste similarities with various user groups.

To remedy this issue while maintaining parameter efficiency, we
propose to assign each user to two clusters, which demands a small
space of O(|U|) for additional user sketches, leading to a new space
budget for the codebooks: B" « %\ﬂl. Accordingly, the loop
condition at Line 3 in Algorithm 1 will be changed to K™ + K(*) >
B’. Next, the task is to construct the secondary clusters for users.
Specifically, as displayed in Algorithm 2, we employ a simple but
effective SCU strategy, which only repeats Lines 4-10 in Algorithm 1
for each user in U for once to generate updated cluster labels as
their secondary clusters (Line 18). BACO then maps users to K
consecutive integers based on the secondary cluster labels, i.e.,
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Table 3: Statistics of datasets used in experiments.

Dataset #Users #Items #Interactions Density
Beauty 22,363 12,101 198,502 0.073%
Gowalla 29,858 40,981 1,027,370 0.084%
Yelp2018 31,668 38,048 1,561,406 0.130%
AmazonBook | 52,643 91,599 2,984,108 0.062%

fiew : U — [K®)] at Lines 19-20. Eventually, for each user u; € U,
we set the entry Yf’}) () that corresponds to its secondary cluster

in its sketch to 1 (Line 21).

4.6 Complexity Analysis

In Algorithm 1, each iteration accesses the labels of neighbors in
O(|&|) time at Lines 3-4. Since only one label is updated at each
step (Line 11), at most two clusters are affected. By maintaining
global sums of cluster weights and updating them whenever label
changes, the computation of Eq. (13) or Eq.(14) can be done in O(1).
To ensure termination over disconnected G, we impose a maximum
number T (typically 8) of iterations on the iterative procedure (Lines
4-11). In practice, the label propagation process (Lines 3-12) can
usually converge and terminate rapidly [38], i.e., the actual number
of iterations is less than T.? Therefore, Algorithm 1 takes O(T|&E|)
time. Similarly, obtaining the secondary cluster labels requires only
O(|&]) time. At Lines 13-17 and 19-21, clusters are mapped to sets
of consecutive integers, which takes O(|U| + |V|) time. Overall,
the time complexity of the complete BACO is O(|U| + |'V| + T|E|).
The space complexity is bounded by O(|U| + |'V| + |E|) due to the
storage of G and clusters.

5 Experiments

This section experimentally evaluates BACO against 18 ETC base-
lines in recommendations, and conducts related ablation studies and
component analyses to answer the following research questions:

e RQ1: How does BACO perform in terms of accuracy compared to
full models and ETC baselines in recommendation tasks? (§ 5.2)

e RQ2: How does BACO perform in terms of computation efficiency
and parameter reduction compared to ETC baselines? (§ 5.3)

e RQ3: How effectively do the HWS and SCU enhance the perfor-
mance of BACO? (§ 5.4 and § 5.5)

All experiments are conducted on a Linux machine equipped with
an NVIDIA Ampere A100 GPU (80 GB), AMD EPYC 7513 CPUs (2.6
GHz), and 1 TB RAM. The codes and datasets are made publicly
available at https://github.com/HKBU-LAGAS/BACO.

5.1 Experimental Setup

Datasets. Table 3 summarizes the four datasets used in the retrieval
task, including Beauty [51], Gowalla [8], Yelp2018 [56], Amazon-
Book [21], each representing a specific recommendation domain
and all publicly available. For each dataset, we randomly divide the
data into 80% for training, 10% for validation, and 10% for testing.

Baselines. For a thorough evaluation, we include 18 ETC baselines
in the experiments, broadly categorized into three groups:

2As validated by our empirical results in Appendix C.2.
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e Hashing methods: Random, Frequency Hashing [16, 66], Double
Hashing [66],Hybrid Hashing [66], LSH[10], CCE [49], LEGCF [34].

e Graph clustering methods: (Double)GraphHash [56], Leiden [48],
LP [38], EBMD [27], infomap [40], BiMLPA [45], BRIM [37].

o Co-clustering methods: SCC [12], SBC [29], ITCC [13].

Evaluation Protocol. We evaluate top-K item recommendation
performance using two widely adopted ranking metrics: Recall@K
and NDCG@K, with K = 20 by default. The metrics are averaged
over all users in the test set. For fair comparison, all methods are
implemented with an identical experimental protocol, employing
the classical LightGCN [22] model as the backbone and the BPR loss
function. Further experimental details are provided in Appendix C.

5.2 Recommendation Performance Evaluation

Table 4 reports the mean Recall@20 and NDCG@20 performance
of BACO and the baselines across four datasets, averaged over 5
independent runs using the best hyperparameters. The results under
other top-K (10, 50) values are quantitatively similar, and thus, are
deferred to appendix. We can make the following observations.

Firstly, our proposed algorithm consistently outperforms all base-
lines across all tested datasets, with marked improvements. For in-
stance, our algorithm surpasses the best baselines by considerable
margins of 0.28%, 1.29%, 0.88%, and 0.47% in terms of Recall@20
on Beauty, Gowalla, Yelp2018, and AmazonBook, respectively. Par-
ticularly, BACO attains an average improvement of 0.96% in recall
and 0.56% in NDCG over state-of-the-art community detection
methods, and offers significantly faster runtime. Additionally, BACO
consistently maintains outstanding performance, while SCC and
Leiden tend to fail on certain datasets. These results demonstrate
the effectiveness of our BACO in exploiting and integrating collab-
orative information for recommendation across diverse contexts,
enabled by its hybrid weighting schemes and refined secondary
cluster design.

Moreover, compared with simple hash methods (e.g., Random and
Frequency), which rely solely on statistical probabilities, graph-
based methods (e.g., GraphHash and LP) consistently demonstrate
superior performance across most datasets because of their ability
to incorporate graph structural information. Unlike conventional
clustering algorithms (e.g., k-means), most community detection
methods (such as Infomap, BiMLPA, and BRIM) do not provide con-
trol over the cluster number, which leads to fewer parameters but
inferior performance in our experiments. In addition, SCC, as a
classical co-clustering method, serves as the strongest baseline on
Beauty and Yelp2018, but incurs a much higher computational cost.

5.3 Efficiency and Parameter Reduction

Figure 2 presents the runtime costs of BACO and four top-performing
baselines, as listed in Tables 3. Note that the y-axis is in logarithmic
scale, and the running time is measured in seconds (sec). Baselines
with the best clustering quality are marked with x.

As shown in Figure 2, BACO consistently offers superior efficiency
while attaining the best performance across all datasets. Compared
to the best baselines in Table 4, BACO achieves speedups of 400X,
2.1X, 346X, and 1.7X on Beauty, Gowalla, Yelp2018, and Amazon-
Book, respectively. Specifically, BACO is at least 346X faster than
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Table 4: Recommendation Performance (k = 20). Best results highlighted in and runner-up underlined.
Method \ Beauty Gowalla Yelp2018 AmazonBook
\ #Params| R@20T N@207 #Params| R@207 N@20T #Params| R@20T N@207 #Params| R@207 N@20T
Full Model 2.206M 10.931 5.769 4.534M 18.204 11.600 4.462M 8.867 5.526 9.231M 8.416 5.487
Random 0.529M 4.696 2.347 0.742M 9.214 5.909 0.977M 4.894 3.114 1.255M 2.485 1.704
Frequency Hashing [16] | 0.529M 4.367 2.194 0.742M 8.574 5.480 0.977M 4.931 3.142 1.255M 2.184 1.497
Double Hashing [66] 0.529M 4.132 2.080 0.742M 9.215 5.994 0.977M 5.293 3.366 1.255M 2.398 1.687
Hybrid Hashing [66] 0.529M 4.564 2.307 0.742M  10.182  6.581 0.977M 6.090 3.884 1.255M 2.800 1.884
LSH [10] 1.049M 5.566 2.787 1.049M 9.768 6.253 1.049M 4.707 2.952 2.097M 3.214 2.167
CCE [49] 0.529M 7.400 3.699 0.742M 10455 6.851 0.977M 5.505 3.538 1.255M 3.233 2.124
LEGCF [34] 0.529M 7.908 3.738 0.742M 8.463 5.125 0.977M 4.349 2.685 OOM - -
GraphHash [56] 0.529M 8.167 4.272 0.742M 15325  9.658 0.977M 6.244 3.882 1.255M 7.261 5.033
DoubleGraphHash [56] 0.529M 6.266 3.198 0.742M 12377  7.905 0.977M 5.134 3.236 1.255M 5.194 3.501
LP [38] 0.530M 7.883 4.088 0.743M  11.749  7.464 0.977M 5.423 3.391 1.255M 3.483 2.275
Leiden [48] 0.529M 7.943 4.141 0.743M  15.406  9.738 0.979M 6.230 3.852 1.256M 7426  5.115
EBMD [27] 0.536M 8.095 4.037 0.746M  10.313  6.564 0.996M 4.947 3.088 1.261M 3.332 2.199
infomap [40] 0.025M 4.614 2.252 0.016M 5.893 3.590 0.037M 4.335 2.688 0.018M 1.166 0.736
BiMLPA [45] 0.001M 3.765 1.708 0.007M 6.397 3.920 0.008M 4.462 2.767 0.001M 3.765 1.708
BRIM [37] 0.003M 8.253 4.013 0.002M 8.074 5.150 0.001M 4.483 2.789 0.001M 2.302 1.440
ScC[12] 0529M 8801 4476 0.743M 13.792 8817 0977M  6.633 4124 1255M 5558  3.615
SBC [29] 0.529M 6.816 3.345 0.742M 10.458  6.715 0.977M 4.831 3.023 1.255M 3.556 2.372
ITCC [13] 0.529M 4.812 2.437 0.742M 7.685 5.156 0.977M 4.375 2.844 1.255M 2.610 1.790
BACO 0.529M 9.079 4.574 0.742M 16.692 10.674 0.976M 7.510 4.763 1.255M 7.892 5.240
v.s. Baselines - +0.278  +0.098 - +1.286  +0.936 - +0.877  +0.639 - +0.466 +0.125
v.s. Full Model -76.0% -1.852  -1.195 -83.6% -1.512  -0.926 -78.1% -1.357  -0.763 -86.4% -0.524  -0.247
27 sScC | GraphHash [ LP BACO mmmm== GraphHash Leiden Neo
EERRE Leiden EBMD [ BACO . GR@ZO ‘ 17 ofe |
time (sec) , time (sec) time (sec) time (sec) 9.2 - 12: B B
10 103 8.3 15.2 ;v’ﬁ
102 102 8.4 k B 146 N
10 * 10 30 =" 140 |- .
7.6 ‘ ‘ ‘ 13.4 ‘ ‘ ‘
1 1 vz U3 U4 15 16 2 U3 vs 15 16
0.1 0.1 (a) Beauty (b) Gowalla
(a) Beauty (b) Gowalla (c) Yelp2018 (d) AmazonBook R@20 R@20
Figure 2: Efficiency of strong methods in constructing sketch- ZZ [ ] Z'g [ N
ing matrices. (best baselines in Table 4 are marked with %) 71k i 75 i
6.8 |- — 7.0 - —
coclustering methods. Furthermore, when compared to highly ef- 6.5 - 6.5 \\ / -
ficient modularity maximization approaches (e.g., GraphHash and 6.2~ : T— 601 ‘ ‘ ——
Leiden), BACO surpasses them both in speed and in clustering qual- Y s s s e s 1 15 e
ity. While LP is slightly more efficient owing to its lightweight label () Yelp2018 (d) AmazonBook

propagation, our method consistently outperforms LP in clustering
quality, achieving recall improvements in the range of 1.2% to 4.9%.

Figure 3 presents the Recall@20 results under varying compres- Table 5: Impact of Weighting Schemes.
sion ratios ranging from 1/2 to 1/6. As the ratio increases, BACO

Figure 3: Performance when varying parameter ratios.

and other graph-based algorithms exhibit distinct trends in per- V‘ge:f:;igg | Beauty Gowalla Yelp2018  AmazonBook
formance across different datasets, with an overall trend of initial |R@20T N@20T R@20T N@20T R@20T N@20T R@20T N@20T
improvement followed by a decline. Specifically, for Yelp2018 and Louvain (HWS)| 8.551 4.480 15844 9.974 6504 4.088 7.754¢ 5314

Louvain (CPM)| 8.489 4.417 16.008 10.364 7.211 4.588 6.999 4.747

AmazonBook, BACO’s performance hits a nadir at ratio 1/2 and

’ p ) / : Leiden (HWS) | 8.559 4455 15705 10.007 6.563 4.158 | 7.760 5.314
peaks around 1/4 or 1/5, while for Beauty and Gowalla, it rises Leiden (CPM) | 8.725 4.492 15888 10.258 7.152 4.576 7.066 4.825
initially then drops as the ratio increases. Unlike hashing methods, Modularity | 8452 4380 16.246 10355 7.296 4661 7.566 5164

CPM 8.159 4.169 16.009 10.262 6.849 4.341 7322 5111
reverse HWS | 8.159 4169 15935 10.147 7.116 4.461 7.261 5.028
BACOw/o SCU | 8.619 4.406 16.393 10.537 7.344 4.679 7.669 5237

graph-based approaches rely on sufficiently large communities to
leverage user/item homogeneity before collisions influence perfor-
mance. Therefore, we recommend setting the compression ratio to
at least 1/5, as lower values can degrade performance to random
hashing levels.
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Table 6: Impact of Secondary Clusters for Users.

Weighting ‘ AmazonBook

Scheme

Beauty Gowalla Yelp2018

|[R@207 N@20T R@20T N@201 R@207 N@20T R@20T N@207

GraphHash w/ SCU| 9.073 | 4.725 15.856 9.930 6.567 4.117 7.655 5.108
Leiden w/ SCU 8.910 4.670 15924 10.041 6.530 4.084 7.605 5.101
LP w/ SCU 8.428 4366 11.517 7.292 5.120 3.186 3.540 2.323
BACO w/o SCU 8.619 4.406 16.393 10.537 7.344 4.679 7.669  5.237
BACO w/ SCI 8.530 4306 15.892 10.195 7.209 4.544 7.393 5.084
BACO w/ SCU & SCI| 8.982 4.555 16.503 10.476 @ 7.648 4.844 7.801 5.214
BACO 9.079 4574 16.692 10.674 7.510 4.763 | 7.892  5.240

5.4 Impact of Weighting Schemes

Table 5 presents the recall and NDCG results achieved by BACO,
integrated with various weighting schemes as summarized in Ta-
ble 2, within our unified framework. Overall, HWS consistently
outperforms competing methods in most cases, indicating that our
scheme is better suited for real-world recommendation scenarios.
Specifically, when combined with HWS, BACO achieves average
improvements of 0.12% in recall and 0.07% in NDCG across datasets
compared to other strategies. Notably, on AmazonBook, all algo-
rithms achieve their best performance when combined with HWS.
In particular, the Leiden algorithm achieves the highest perfor-
mance, demonstrating that HWS can be effectively integrated into
various frameworks to further enhance their effectiveness. The only
exception occurs on the small-scale Beauty dataset, where HWS is
slightly outperformed by CPM, yet it still surpasses the baselines
in Table 4.

5.5 Impact of Secondary Clusters for Users

As illustrated in Table 6, the integration of secondary clusters for
users in BACO significantly reduces hash collisions, resulting in av-
erage improvements of 0.29% in recall and 0.10% in NDCG over
the version without secondary clusters (w/o SCU). Particularly, on
Beauty, GraphHash equipped with SCU yields notable gains of 0.9%
inrecall and 0.5% in NDCG, whereas using random secondary labels
in DoubleGraph leads to a drop in performance. Notably, introduc-
ing secondary item clusters (w/ SCI) generally results in diminished
performance, likely due to the dilution of user-level personalization
as numerous items are added to clusters. In contrast, SCU sharp-
ens user differentiation. Including both SCU and SCI decreases
performance versus SCU alone, since excessive secondary labels
may lead to potential conflicts. An exception occurs on Yelp2018,
where BACO with both SCU and SCI fortuitously aligns with the
dataset’s structure. Our results indicate that employing SCU alone
is both sufficient and appropriate for all methods, offering a more
reasonable approach than employing the double hash trick.

6 Conclusion

This paper presents BACO, a simple, fast, and effective framework to
compress embedding tables through balanced co-clustering of users
and items. Through maximizing intra-cluster connectivity and en-
forcing balanced cluster sizes, BACO alleviates embedding collisions
and codebook collapse, as well as aligns with established graph
clustering methodologies. We further introduce a hybrid weighting
scheme, an efficient label-propagation solver that sidesteps resolu-
tion limits, and secondary user clusters that expand representational
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capacity. Our experiments and ablations demonstrate competitive
recommendation quality, substantial parameter reductions, and
considerable speedups against strong baselines.
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A Theoretical Proofs
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Likewise, from the definition of bipartite CPM [47], it follows that
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As for LPAb [3], it basically leverages label propagation to op-
timize the modularity by assigning a new label to u; as follows:
I(u;) = arg max ZUjeck B - % -d(u;) - d(vj). It is equivalent to

1<k<K
max Yy, et Dojev (Bi,j -y
the function and together sum up to an overall objective matching
our final form. o
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Proof of Lemma 4.2. According to [3, 38], each step in LP de-
termines the cluster label of target node u; by the following way:
kKt = argkmlix YiojeCenN(u;) 8 (ui,v5), which is to locally maximize

1<k<
ZvjeN(ui) B, j - 8(u;, v;) for node u;. If we consider all nodes in U,

it leads to an overall objective of LP:
max Z Z Bi,j~6(ui,uj):m§1x Z Z B;; - 6(u;,05).
uj €U vjeN(u;) ui€Uov;eV
Since SCC is the version of spectral clustering on bipartite graphs,
whose objective function is often framed as a trace minimiza-
tion problem: miny Trace(Y" (D — A)Y) < miny Trace(Y'DY) —
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Trace(YTAY), which can be simplified as maxy Trace(Y " AY) since
Trace(Y'DY) = Zlk(:l 2xec, d(x) = |E| is a constant. This objec-
tive can also be rewritten as maxy 3., cq/ ZUjEN(ui) B;j - 8(ui,vj)
by Eq. (8). O

B Detailed Related Works
B.1 Co-Clustering

Co-clustering seeks to reveal associations between row and column
clusters through the simultaneous clustering of both dimensions
in a data matrix. Initially, Hartigan [20] advocated co-clustering
of variables and cases, enabling direct interpretation of the result-
ing clusters. Dhillon [12] established a connection between co-
clustering and spectral graph partitioning. Regarding the spectral
co-clustering algorithm, Kluger et al. [29] enabled different clus-
ter numbers per dimension, Gao et al. [15] resolved higher-order
problems, and Shi et al. [42] integrated constraint information.
Employing information theory transforms co-clustering into an op-
timization problem, where different association measures yield dis-
tinct algorithms: [17, 20] utilizes a least-squares criterion, ITCC [13]
maximizes mutual information, and BCC [1] optimizes the Bregman
divergence. Numerous model-based and matrix factorization-based
algorithms have also been proposed, as reviewed in detail in previ-
ous surveys [4, 52]. Recently, co-clustering techniques have accel-
erated improvements in recommender systems. For instance, Wu
et al. [55] incorporated sampling techniques to accelerate recom-
mendations, while Feng et al. [14] improved accuracy by limiting
recommended items to the same cluster. However, these methods
are typically employed to supplement information and enhance
accuracy, with limited focus on addressing the memory constraints
of embedding tables.

B.2 Bipartite Graph Clustering

Bipartite graph clustering is a method for uncovering underly-
ing structural properties in diverse relationship networks [63]. A
straightforward approach is to transform the bipartite graph into a
unipartite graph, thereby allowing the application of conventional
graph clustering methods, e.g., [36, 50]. Moreover, projection-based
methods [35, 44, 61] generate a unipartite graph to yield higher-
quality clusters, but this often results in a much denser graph struc-
ture. Approaches specifically developed for bipartite graph cluster-
ing include spectral clustering [12, 29], statistical modeling [30, 64],
and graph embeddings [62]. However, the aforementioned meth-
ods often involve considerable computational overhead, whereas
modularity maximization [5, 27, 48] and label propagation [38, 45]
methods are recognized for their computational efficiency. Its influ-
ence diffusion-based structure enables continuous and enhanced
information exchange between users and items, making it particu-
larly well-suited for recommendation systems. Recently, Wu et al.
[56] innovatively exploited user-item interaction graphs to com-
press embedding tables for recommendation tasks. However, their
approach simply applies modularity maximization, without ade-
quately considering the unique data characteristics and clustering
biases of recommender systems.
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C Additional Experimental Details
C.1 Datasets Details

We conduct our experiments on four benchmark datasets, each

widely utilized in recommendation research [22, 51, 56] and real-

world scenarios. The datasets are detailed as follows:

o Beauty: A subset of Amazon product reviews, encompassing user
interactions of beauty products.

o Gowalla: A check-in dataset capturing user location-sharing be-
haviors on the Gowalla platform.

o Yelp2018: Extracted from the 2018 Yelp Challenge, this dataset
contains user interactions with local businesses.

e AmazonBook: A subset of Amazon product reviews, containing
user interactions with books.

C.2 Parameter Settings

Table 7: Parameter setting in BACO

Parameter Beauty Gowalla Yelp2018 AmazonBook

Y 0.13 7.57 5.50 4.73
Beauty —wemm=  Gowalla Yelp2018 AmazonBook
10 OI‘;?ras ra‘tio ‘

75% [~ -

50% [~ -

25% |- ¥ —
ool 11 T
0 1 2 3 4 5 6 7 8

Figure 4: Embedding table parameters ratio of BACO versus
iteration count.
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In this section, we present the parameters not detailed in the
main text. We utilize the Adam [28] optimizer with a learning rate
0f 0.001 and a mini-batch size of 1024, and an embedding dimension
of 64 across all datasets. Training is conducted for up to 1000 epochs,
with early stopping(patience of 50 epochs) and validation strategies
employed to prevent overfitting.

Following the settings in [56], we assign half of the hash bins to
the highest-frequency entities in both the Frequency Hashing [16]
and Hybrid Hashing, and employ the user-item interaction graph
as the feature in LSH [10]. In addition, CCE [49] and LEGCF [34] re-
quire dynamic updates, but for fairness, their sketching matrices are
updated only in the first epoch, while hash labels for other methods
are fixed before training. We retain the original implementations of
infomap [40], BiMLPA [45], BRIM [37], as these methods inherently
perform adaptive cluster detection without explicit control over
the number of communities.

For a fair comparison, we adjust our parameter y to match the
target size of the embedding table, as in Table 7. As shown in Fig-
ure 4, our empirical study confirms that the parameter converges
at an exponential rate. The parameter achieves around 20% com-
pression ratio and tends to be stable after 5 iterations. Thereon, we
fix the parameter T to 5.

C.3 Evaluation Metrics

Given a set of C = {C1,C,, ..., Cx} of K disjoint co-clusters, each
containing both users and items, we provide the formal mathemat-
ical definitions of the averaged cross-cluster links(ACCL) and the
Gini coefficient in Figure 1 as follows:
Z Blj

Cr.CeeC u;j€Cy,vjeCy 2
X , Gini = s
(2)

ACCL =

i ( J 1 Gl )

i= 1 |Ck|

D Additional Experimental Results

D.1 Recommendation Performance Evaluation

To comprehensively assess the performance of BACO, we addition-
ally report Recall@K and NDCG@K for K =10 and K = 50, using
the same embedding table size as shown in Table 4. As shown
in Table 8, BACO consistently outperforms all baseline approaches
across all datasets, with improvements of up to 1.987% in Recall and
1.192% in NDCG, achieving substantial improvements in both eval-
uation settings. Overall, these results demonstrate the substantial
effectiveness of BACO under both strict and relaxed scenarios.

D.2 User Subgroup Evaluation

This experiment investigates the efficacy of algorithms across user
groups, which are categorized by their activity frequency per-
centiles in the training data. In the Figure 5, we report the average
metrics of each degree subgroup for both the top-performing base-
lines and the full model. All methods follow the trend of the full
model and perform better with power users. Notably, BACO, which
achieves the best overall performance, substantially mitigates the
shortcomings of existing algorithms with respect to tail users. These
observations indicate that substantial improvements can still be
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Table 8: Recommendation Performance (k = 10 or 50). Best results highlighted in
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and runner-up underlined.

Method ‘ Beauty Gowalla Yelp2018 AmazonBook
|[R@107 N@10T R@507 N@50T R@10T N@10T R@50T N@501 R@107 N@10T R@507 N@50T R@10T N@10T R@50T N@507
Full Model 7.619 4.814 16.343 6.998 12917 9.837 29.010 14.538 5.602 4.334 16334 7.796 5.689 4.542 15.093 7.603
Random 3.054 1874 7.555 3.009 6.368 5.015 15.097 7.588 3.048 2.414 9.055 4375 1.677 1445 4.679 2.448
Frequency Hashing [16]| 2.926 1.763 7.637 2945 5852 4.597 14.331 7.108 3.071 2451 9.262 4.482 1459 1243 4.095 2.127
Double Hashing [66] 2872 1717 7.035 2779 6.491 5.133 15.172 7.705 3.170 2.504 9.542 4.587 1.626 1374 4393 2.304
Hybrid Hashing [66] 3.028 1.786 7.704 2976 6.901 5451 16.061 8.151 3.856 3.112 11.172 5.486 1.726 1.418 4.892 2471
LSH [10] 3.613 2179 8720 3470 6.481 5.191 14.244 7.511 2.858 2.255 8.274 4.033 2287 1899 6.260 3.212
CCE [49] 4953 2993 11.478 4.629 7.391 5844 16.710 8586 3.533 2.808 10.148 4.960 2.117 1.710 5937 2.975
LEGCF [34] 4989 2914 12391 4754 5413 4.046 13.230 6.319 2.747 2.071 8.060 3.795 - - - -
GraphHash [56] 5776  3.579 12.294 5.224 10.672 8.074 24442 12.112 3.863 3.013 11.709 5.542 5.081 4.264 11.851 6.477
DoubleGraphHash [56] | 3.883 2439 9307 3.826 8.711 6.720 19.949 10.007 3.245 2.529 9.708 4.635 3.708 2.778 9.221 4.519
LP [38] 5465 3.415 12.162 5.094 8.026 6.253 19.144 9.481 3.358 2.636 10.291 4.868 2.278 1.830 6.435 3.181
Leiden [48] 5.540 3.446 12.165 5.108 10.753 8.203 24.245 12.152 3.898 3.000 11.764 5.536 5.174 4300 11.927 6.513
EBMD [27] 5443 3.290 11961 4.949 7.061 5501 16.816 8352 3.080 2.407 9.628 4.525 2.182 1.780 6.052  3.058
infomap [40] 2922 1.767 7.521 2893 4.085 2997 9511 4556 2.690 2081 8.074 3.827 0749 0.584 2.248 1.067
BiMLPA [45] 2293 1.295 6806 2381 4.423 3.262 10430 4986 2.751 2.140 8.284 3930 0.699 0.545 2.106 0.996
BRIM [37] 5418 3.236 12875 5.082 5595 4378 12935 6.518 2.702 2.080 8.025 3.809 1.438 1.121 4.387 2.081
SCC [12] 5020 3.640 13.072 5456 9.667 7467 21.880 11.016 4.167 3.224 12.246 5832 3.622 2909 9.860 4.941
SBC [29] 4360 2.630 10.506 4.192 7.220 5.665 17.084 8.522 3.060 2377 9.164 4354 2389 1944 6.508 3.300
ITCC [13] 3.096 1925 7.648 3.090 5.461 4419 12163 6439 2.788 2258 8.291 4.069 1.753 1471 4701 2.465
BACO 6.308 3.733 14.036 5.643 11.701 9.052 26.429 13.344 4.790 3.767 13.739 6.668 5357 4315 13.221 6.868
v.s. Baselines +0.388 +0.093 +0.964 +0.187 +0.948 +0.849 +1.987 +1.192 +0.623 +0.543 +1.493 +0.836 +0.183 +0.015 +1.294 +0.355
v.s. Full Model -1.311 -1.081 -2.307 -1.355 -1.216 -0.785 -2.581 -1.194 -0.812 -0.568 -2.596 -1.127 -0.332 -0.227 -1.872 -0.734

made for low-frequency users, and our framework provides a po-
tential solution to address this challenge.

D.3 Parameter Analysis

In Figure 6, we vary y in the range [4, 10] on Gowalla , where the
compression ratio parameter spans [1/10, 1/5]. BACO consistently
surpasses GraphHash across all resolutions. Furthermore, increas-
ing the resolution(with a corresponding increase in the embedding
table size) leads to an improvement in Recall for BACO, whereas
GraphHash fails to achieve further performance gains. Regard-
ing NDCG, BACO maintains stable performance, while GraphHash
demonstrates a decline, due to its coarse clustering strategy.

D.4 Clustering Result Analysis

user item total
size size size

102 [ - 107 - 1 wF E
100 |- /'

10t - 10 -
10t |- =

100 4 oo 4 0° — _'-'/

Sorted ID Sorted ID Sorted ID
(a) GraphHash (b) Leiden (c) BACO

Figure 7: Cluster size distributions of GraphHash, Leiden, BACO.

We further examine the differences in clustering between BACO
and strong baselines by analyzing cluster size distribution and
embedding distance.

As illustrated in Figure 7, BACO exhibits a more heterogeneous
cluster size distribution compared to GraphHash and Leiden, with
a greater prevalence of both small and large clusters. This pattern
arises because our method groups low-degree nodes into large
clusters, facilitating mutual information sharing, while assigning

high-degree nodes to smaller or singleton clusters to minimize
conflicts. In contrast, other methods tend to produce clusters of
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more uniform size, thereby failing to fully leverage the inherent
graph structure.

Table 9: Average distance of full embeddings and codebooks.

Method | Gowalla Yelp2018
‘ user item all user item all
GraphHash |5.444 4.976 5.174 5.291 4.894 5.074
Leiden 5.401 4.951 5.141 5.449 4.970 5.188
ScC 5.405 4.872 5.097 5.038 4.794 4.905

BACO w/o SCU|5.069 4.909 4.977 5.180 4.847 4.998
BACO 4.854 4.980 4.927 4.751 4.982 4.877

Table 9 presents the average distances between the hashing em-
beddings and the full model embeddings for users, items, and the
combined set. The results indicate that embeddings produced by
BACO are more closely aligned with those of the full model, corrobo-
rating its superior performance as reported in Table 9. Moreover, the
SCU strategy in BACO substantially reduces the user-side distance,
with only minimal impact on item-side conflicts. Nevertheless, the
overall improvement for both users and items is more significant.

D.5 Additional Large-scale Datasets

Table 10: Summary statistics about large-scale datasets.

Dataset #Users  #Items #Interactions Density
MovieLens 200,808 65,032 20,228,336 0.155%
SteamGame | 2,567,538 15,474 7,793,069 0.020%

We further evaluate BACO on MovieLens and SteamGame, two
large-scale datasets with 20M interaction edges and 2M nodes,
respectively, as shown in Table 10. We select the three optimal
baselines, namely GraphHash, Leiden, and SCC, for performance
evaluation on large-scale datasets. Note that since SCC relies on
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Table 11: Performance comparison on large-scale datasets.

Method MovieLens SteamGame

|Param| R@201T N@207T Param| R@20T N@20T

Full Model | 17.0M 25.980 20.294 165.3M 8.004 3.752
GraphHash | 2.26M 20.631 14.669 22.6M 6.354 2.821
Leiden 2.26M 20.878 14.778 22.6M 6.439  2.830
BACO 2.19M 21.362 14.802 21.7M 6.912 3.111

v.s. Baselines - +0.484 +0.024 - +0.473 +0.281
v.s. Full Model | -87.1% -4.618 -5.492 -86.9% -1.092 -0.641

the costly SVD technique, it fails to finish running within 10 hours.
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Therefore, we only present the results of GraphHash, Leiden, and
BACO.

As shown in Table 11, BACO overall outperforms all the baselines
with fewer embedding table parameters. Compared to the best base-
lines, BACO achieves improvement of over 0.4% in Recall@20 across
both datasets. In terms of speed, BACO saves 25% of the running
time relative to Leiden on MovieLens data. On SteamGame, BACO
runs 1.5s longer than Leiden, yet it achieved relative improvements
of 7.3% and 9.9% in Recall@20 and NDCG@20, respectively. The
reason lies in our compact weighting schemes, which are tailored
to the recommendation task.
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