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Abstract

Parkinsons’ diseases (PD) is a chronic neurodegenerative disease. It shows multiple
motor symptoms such as tremor, bradykinesia, postural instability, freezing of gait (FoG).
PD is currently diagnosed clinically through physical exam by health-care professionals ,
which can be time consuming and highly subjective. Wearable IMU sensors has become
a promising gateway for passive monitoring of PD patients. We propose a self-supervised
cross-attention encoder that processes bilateral wrist-worn IMU signals from a public
dataset called PADS, consisting of three groups, PD (Parkinson Disease), HC (Healthy
Control) and DD (Differential Diagnosis) of a total of 469 subjects. We have achieved
a mean accuracy of 93.12% for HC vs. PD classification and 87.04% for PD vs. DD
classification. The results emphasize the clinical challenge of distinguishing parkinson’s
from other neurodegenerative diseases. Self-supervised representation learning using
contrastive infoNCE loss gained an accuracy of 93.56% for HC vs. PD and 92.50% for
PD vs. DD using only 20% of labelled data in a held-out fold. This demonstrates the
effectiveness our method in transfer learning for clinical use with minimal labels. The
real-time applicability was tested by deploying the optimized model operating with a
mean inference time of 48.32 ms per window on a Raspberry Pi CPU. This study can
contribute in remote monitoring of patients and support timely clinical intervention
and lessen the need for explicit monitoring.

Keywords: Parkinson’s Disease, IMU, wearable sensing, cross-attention encoder, self-
supervised learning, infoNCE, nested cross-validation, edge deployment

1 Introduction

Parkinson’s Disease (PD) is one of the most common progressive neurodegenerative disorders,
affecting upwards of 10 million people worldwide [Dorsey et al., 2018]. This is due to the
gradual and progressive degeneration of the dopaminergic system of the brain. Movement
disorders, tremors, bradykinesia, rigidity, postural instability and freezing of gait (FoG) are
some initial manifestation of PD. Daily activities, including walking, and other essential
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functions can thus be highly impaired by this illness — Parkinson’s disease (PD). As diseases
progress, PD may lead to motor impairments as severe as balance dysfunction and dysphagia
and cognitive deficits such as dementia and psychosis. although PD is incurable, timely
clinical intervention and regular check-ups can slow the disease’s advancement and correlate
with increased life-span [Bloem et al., 2021]. PD has overlapping motor symptoms with other
neurological disorders which is complexed as differential diagnoses (DD) such as atypical
Parkinsonism, essential tremor,progressive supranuclear palsy and multiple system atrophy.
DD can present motor patterns similar to PD, complicating diagnosis, especially at early
stages and resulting in delayed treatment.Only a limited number of studies focus on developing
a system capable of detecting motor abnormalities and differentiating PD from DD. Currently,
wearable sensors have widespread for bridging the gap between passive health monitoring
and daily life, this incorporation of wearable sensors into edge devices such as smartwatches
provides an opportunity to provide assessment to the patients in their home environment
without affecting their daily activities. Smartwatch with embedded accelerometers can capture
the Inertial Measurement Unit (IMU) signals related to PD motor symptoms. However,
finding meaningful patterns from such medical time series data is fundamentally challenging
due noise and distortions due to natural environmental variables and irregular pattern of
motor symptom related to PD. On the other hand, motor asymmetry is a well-known feature
of PD and symptoms often onset and progress more severely on one side of body, by the
application of bilateral smartwatches used on wrists this asymmetry may be captured without
any clinical setup.

Recently, machine learning techniques have achieved promising results in Human Activity
Recognition (HAR) tasks such as the PD recognition task. While sequential networks like
LSTMs capture temporal dependencies in the signals generated from sensors, transformer
encoders with attention mechanism perform well on learning long-range temporal depen-
dencies [Vaswani et al., 2017]. Self-supervised contrastive representation learning [Chen
et al., 2020] is a powerful learning paradigm for unlabelled data, which may be transferable
to clinical environments where obtaining annotated data is limited by expert assessment
and cost. Nonetheless, real-time implementations of these systems are largely unexplored
because of increased computation costs and the scarcity of annotated data in the domain
of neurological diseases like PD which exhibits high variability in patient symptom. In this
study, we present a self-supervised cross-attention framework for detecting Parkinson’s disease
using wrist-worn IMU data. The key contributions are:

• A dual-channel cross-attention architecture that captures the motor asymmetry between
left and right wrists, an established clinical feature of PD .

• A hierarchical binary decomposition (HC vs. PD and PD vs. DD) outperforming a
direct three-class classification, explicitly targeting the clinically challenging PD vs. DD
boundary.

• A self-supervised pre-training strategy for label efficient learning that achieved accuracy
of 93.56% for HC vs. PD and 92.50% for PD vs. DD with as few as 20% labels comparing
to state of the art models which can reduce data annotation time and cost.

• A inference rate of 48.32 ms per window on Raspberry Pi CPU with minimum prepro-
cessing establishing feasibility of deployment of the model on edge devices.
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The rest of this paper is structured as follows. Section 2 reviews related work. Section 3
describes the PADS dataset. Section 4 details on the proposed methodology. Section 5
presents experimental results and ablation studies. Section 6 discussion on findings and
limitations. Section 7 conclusion.

2 Related Work

Objective of PD detection with wearable IMU sensor modality is being extensively investigated
recently.

Most of the earlier works relied on handcrafted features derived from accelerometer
signals,to determine tremor and bradykinesia [Patel et al., 2009]; CNNs were used for IMU
time series analysis of gait and tremor [Soumma et al., 2025a]. While LSTMs have been
applied to capture sequential motor signals dependencies [Guo et al., 2022], and CNN-
Transformer hybrids for single waist-worn accelerometer data for FoG detection have been
employed [Sigcha et al., 2022]. A limitation common across this work is the heavy reliance on
unilateral sensing,despite the well-known motor asymmetry in PD Symptoms. Transformer
architecture [Vaswani et al., 2017] is suitable for modelling the irregular, periodic nature
of motor symptoms, as self-attention lets the model make associations between distant
timestamps simultaneously.

For Human Activity Recognition (HAR) tasks, dual-stream architectures have been
designed using parallel encoders for preprocessing various sensor modalities, The PD has also
been explored in multi-scale frequency-aware architectures for severity assessment [Zhao et al.,
2025]. Yet existing dual-stream designs fuse the streams using concatenation or addition,
without any explicit modelling of the contralateral relation between left and right motor
signals.

Self-supervised contrastive representation learning [van den Oord et al., 2018] has become
a powerful learning paradigm for unlabelled clinical data. TS-TCC [Eldele et al., 2021]
combines temporal and contextual dissimilarity. LIFT-PD [Soumma et al., 2025b] gaining
competitive performance with 40% fewer labelled samples. These approaches successfully
transfer to downstream clinical task but have not been validated on bilateral IMU data
for PD classification, where augmentation strategies need to ensure clinically meaningful
asymmetric bands between the two wrist streams.

Finally, an continuing challenge in clinical ML is to avoid optimistic bias by conflating
model selection with performance estimation [Varma and Simon, 2006]. The vast majority of
studies reporting PD detection evaluate results from a single split or flat k-fold; they yield
models that are difficult to compare, and potentially too optimistic.

All these challenges have been addressed in our studies, which addressed the challenges
in detecting the asymmetry in PD symptoms, scarcity of labelled data, generalization and
real-life feasibility.
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Table 1: Comparison of related work. ✓=addressed; ×=not addressed; ∼=partial.

Work Method
Label

Efficiency
PD vs.
DD

Edge
Deploy

Patel et al. [2009] Handcrafted features × × ×
Sigcha et al. [2022] CNN-Transformer × × ×
Guo et al. [2022] LSTM × × ×
Zhao et al. [2025] Multi-scale freq. network × × ×
Soumma et al. [2025b] SSL (LIFT-PD) ∼ × ×
Farahmand et al. [2024] Hybrid attention (GlucoNet) × × ×

Ours Dual cross-attention + SSL ✓ ✓ ✓

3 Dataset

3.1 Overview

The PADS (Parkinson’s Disease Smartwatch) dataset from [Varghese et al., 2024]. It contains
bilateral wrist-worn smartwatch recordings from 469 participants performing 10 standardized
motor tasks designed by expert neurologists. The dataset comprises three groups: 291
patients with PD, 79 with HC, and 99 patients with DD–diseases that show Parkinson ’s-like
motor symptoms but are distinct neurological disorders, including essential tremor, atypical
Parkinsonism,secondary causes of Parkinsonism, and multiple sclerosis.

Figure 1: hows comparative data from randomly selected participants from HC,PD and DD
classes performing the HoldWeight task

Each participant wears two Apple Watch Series 4 devices, one on each wrist, providing
six-axis IMU measurements: three accelerometer axes (ax, ay, az) capturing linear movement
and three gyroscope axes (ωx, ωy, ωz) recording angular velocity. These tasks are CrossArms,
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DrinkGlas, Entrainment, HoldWeight,LiftHold, PointFinger, Relaxed, StretchHold, TouchIndex,
and TouchNose, Tasks Relaxed and RelaxedTask each being 10 seconds to 20 seconds long,
sampled at 100 Hz frequency.

4 Methodology

4.1 Problem Definition

In all, each input sample is a pair of synchronous left (L) and right (R) wrist signals:
X = (XL,XR) ∈ RT×2C , where C = 6 is the number of channels per wrist and 2C = 12
the total number of channels. At 256 time steps per window we have T . Each sample
comes with a label (y ∈ {HC,PD,DD}). We decompose classification into two binary
subtasks: the model learns f : RT×2C → [0, 1]2, predicting probabilities for HC vs. PD and
PD vs. DD. Raw signal X ∈ RTraw×C is transformed to N windows after DHWT (Section 4.2.3):
XW = [xw1 , . . . ,xwN

] ∈ RN×T×2C , and a label is assigned for each window.

4.2 Data Preprocessing

The six channels of IMU signals per wrist, were selected, discarding any additional channels
in the recordings. The first 0.5 seconds (50 samples) of each task is then cut-off to eliminate
transient artifacts caused by sensor initialization and the participants settling into the assigned
tasks.

4.2.1 Down-Sampling and Band-pass filtering

The signal was then down-sampled from 100 Hz to 64 Hz using polyphase resampling. This
frequency in effective range for recognizing human motor activity with accelerometer sensors,
despite reducing memory loads and computational complexity. A fifth-order Butterworth
band-pass filter with a frequency range of [0.1, 20] Hz was applied using zero-phase forward-
backward filtering (filtfilt) to prevent phase distortion. Most clinically relevant human motor
activity occurs below 20 Hz, including resting tremor (4-6 Hz) and voluntary movement
(≤ 5 Hz). The band-pass filtering preserves all crucial bands while cutting out noise such as
low-frequency DC offsets and high-frequency sensor artifacts. The impact of this filtering
step on model performance is discussed in Section 5.6.

4.2.2 Hierarchical Label encoding strategy

To design the hierarchical binary classification method, a masking strategy is applied during
labelling. For a Healthy participant, the HC vs. PD label is set to 0 while the PD vs. DD
label is masked as −1; for a PD participant, HC vs. PD head is lableled 1 and PD vs. DD is
labelled 0; and for the DD participant, HC vs. PD head is masked as −1 and PD vs. DD is 1.
During training, the masked labels are excluded from loss calculation for the corresponding
classification head. This ensures that each classifier is learning only the samples relevant to
its decision boundary.
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4.2.3 Imbalanced Data Mitigation

IMU signals are segmented into windows of T=256 timestamps (4 seconds at 64 Hz). Uniform
non-overlapping sampling produced severe class imbalance, due to highly disproportionate
participant counts (HC: 79, PD: 291,DD: 99) in the dataset,causing the model to pre-
dict only majority class (PD). to mitigate this Differential Hopping Windowing Technique
(DHWT) [Soumma et al., 2025b] was applied that applies variable overlap per class: 70% for
HC, 0% for PD, and 65% for DD. This created around ∼8,000 windows per class(∼25,640
total), distributed evenly across folds.

A patient-level stratified 5-fold cross-validation is applied to form train set and validation
set. Stratified cross-validation ensures equal distribution of class labels in every fold, for a
less biased estimates of true out-of-sample performance. The patient-level splitting ensures
patient-independent training of the model.

4.3 Model Architecture and Training

The architecture employs parallel encoder streams to process both left and right wrist windows.
that are connected by cross-attention , motivated by the motor asymmetry of PD (Figure 2).
Each wrist’s C=6 channel input is linearly projected to d dimensions, and sinusoidal positional
encodings are added accordingly [Vaswani et al., 2017]. There are N cross-attention layers,
each consisting of three sub-layers: (i) cross-attention, where the embedding of one wrist
queries that of the other wrist’s values; (ii) self-attention on each stream independently; and
(iii) a position-wise feed-forward network (two-layer MLP, ReLU) For the left stream:

HL ← LayerNorm
(
HL + MHA(HL, HR, HR)

)
(1)

This produces z ∈ R2d by applying global average pooling over the output of the N layers,
giving zL, zR ∈ Rd which is then passed to two classification heads (linear + softmax).

Figure 2: Parkinson’s Disease Detection Framework using Bilateral Wrist-Worn Smartwatch
IMU Data Using Dual-Channel Cross-Attention Transformer.
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Cross-entropy loss is calculated per head over non-masked samples, and the joint loss
averages the two:

L =
1

|S|
∑
s∈S

Ls, Ls = −
2∑

c=1

ys,c log p̂s,c (2)

The AdamW [Loshchilov and Hutter, 2019] (weight decay 0.01) optimizer was used for
training, gradient clipping at unit norm, ReduceLROnPlateau (factor 0.5,patience 5), up to
100 epochs with the batch size of 32 and a learning rate of 5×10−4 and a dropout of 0.2. The
embedding dimension of the base model is d=64, N=3 cross-attention layers, h=8 attention
heads, feed-forward 256 dimensional feed-forward network layer.

4.4 Self-Supervised Pre-training

Utilizing self-supervised contrastive learning as a preliminary training phase, followed by fine-
tuning on labelled data, enables the transfer of valuable structural knowledge to downstream
classification tasks. An anchor sample zi, positive z+i augmented from the anchor sample, and
negative samples zj (j ≠ i) which is augmented from different class than the anchor sample
are constructed per batch. Two augmentations technique alternate with 50% probability:
temporal warping [Um et al., 2017] via cubic spline interpolation (k=4knots, N (1.0, 0.32),
pinned endpoints) and Gaussian noise (σ=0.05). The infoNCE loss is calculated per batch
with a random sampling strategy [van den Oord et al., 2018] is:

LNCE = − 1

B

B∑
i=1

log
exp

(
sim(zi, z

+
i )/τ

)∑B
j=1 exp(sim(zi, zj)/τ)

(3)

After pre-training, the full model is fine-tuned end-to-end to study the label efficiency of
the model.

5 Experiments and Results

5.1 Experimental Setup

Development and training of all models was performed with PyTorch on a with CUDA
enabled NVIDIA GPU. and uses SciPy for signal processing ; hyperparameter search uses
Optuna (TPE sampler, 40 trials) the Fold 1 of the nested cross-validation as the internal
validation fold. The Optuna-optimised variant selected for edge deployment uses d=32, N=3,
feed-forward dimension 256, learning rate 2.91×10−4, weight decay 1.62×10−4, dropout 0.12,
and batch size 32—a 2× smaller embedding dimension than the base model. The inference
runs on a Raspberry Pi 4 CPU. All base model results are reported as mean± std across a
5-fold cross-validation.

5.2 Base Model Performance

The base model achieved 93.12% ± 0.43% in HC vs. PD accuracy and 87.04% ± 3.66%
PD vs. DD accuracy across 5 folds, an average accuracy of 90.08%. Table 2 reports the
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per-fold result. HC vs. PD performs consistently higher across folds (92.51–93.55%), but
PD vs. DD fluctuates (82.33–92.51%), reflecting the clinical challenge of partitioning the
PD vs. DD boundary. The t-SNE embedding in Figure 3 visualizes this asymmetry: PD vs. DD
embeddings overlaps in a common region unlike HC vs. PD space.

Table 2: Per-fold results for the base model (with band-pass filtering) vs. three-class baseline
performance.

Fold
HC vs. PD PD vs. DD HC vs. PD vs. DD

Acc F1 Acc F1 Overall Acc Overall F1

1 93.55 93.47 92.51 92.41 88.93 89.78
2 93.47 93.39 88.10 88.07 87.96 89.43
3 93.07 92.90 82.33 82.33 85.10 89.38
4 93.01 92.90 86.85 86.94 86.03 89.45
5 92.51 92.45 85.41 85.29 88.83 89.36

Mean±Std 93.12±0.43 93.02±0.46 87.04±3.66 87.01±3.65 87.37±1.65 89.48±0.17

5.3 Hierarchical vs. Three-Class Classification

The overall accuracy of the three-class model was 87.37%± 1.65% . Per-class analysis showed
near-perfect PD accuracy (99.89%) but unsatisfactory HC performance (77.86%± 6.29%)—
the class with fewest samples, proving that when there is a single objective that must
simultaneously separate HC from PD and PD from DD, the model over-estimates on the
easiest boundary at the cost of harder ones. The proposed hierarchical classification gained
a 2.71 pp over the average accuracy improvement by allowing each head to specialize in
particular objective.

Figure 3: t-SNE embeddings. (a) HC vs. PD shows clean separation. (b) PD vs. DD shows
overlap in the shared region. (c) Three-class embedding confirms PD vs. DD boundary
difficulty.
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5.4 Self-Supervised Pre-training and Label Efficiency Experiment

We achieved a performance of 93.56% (HC vs. PD) and 92.50% (PD vs. DD) for SSL model on
100% of labels, comparing with base model’s result 93.12% accuracy (HC vs. PD) and 87.04%
for (PD vs. DD) which is a substantial gain for PD vs. DD, proving that self-supervised
model learns better representations for hard boundary of the PD vs. DD classification. The
SSL representation reaches saturation 92.26% (HC vs. PD) and 91.67% (PD vs. DD) with
only 20% of the labels; the improvement is only ∼ 1 pp from 20% to 100% of the labels. The
linear probe evaluation with 100% of labels, with frozen SSL encoder achieved accuracy of
94.12% (HC vs. PD) and 93.90% (PD vs. DD), slightly exceeding the full fine-tuned model.
This means that the contrastive pre-training learns representations which become linearly
separable by a linear classifier provided sufficient labels, and that it is not strictly necessary
to end-to-end fine-tune for strong performance with fully available labels. However, at lower
fractions of labels the full fine-tuning has a noticeable contribution (e.g. 91.96% vs. 82.14%
at 20% labels), showing that strong performance can be achieved with as low as 20% of data.

Label efficiency test was also done on the supervised base model. Which showed accuracy
of 91.03% (HC vs. PD) and 90.13% (PD vs. DD) with 20% of labels, where the SSL variant
plateaus after 20% of labels the supervised model continues to learn at 50% of the labels
fraction. This proves that SSL model can saturate with less than 30% of labels, which is
significant in a field with scarcity of annotated dataset such as PD.
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Figure 4: accuracy vs. labelled fraction. Full fine-tune plateaus after ∼20%; linear probe
scales steadily and crosses the fine-tune at full labels.

5.5 Hyper-parameter optimization and Edge Deployment

We also conducted a nested cross-validation experiment with Optuna (TPE sampler, 20 trials
with 3 inner folds) to search hyper-parameters across outer fold, to train the selected
configuration for 100 epochs. This yielded 93.61% ± 0.09% (HC vs. PD) and 92.57% ±
0.07% (PD vs. DD), making it the most consistent near-zero variance result across folds.
The Optuna search consistently favoured smaller architectures (d=32-64, N= 2–3 layers),
confirming that smaller properly regularised model generalize well on this dataset.

We used the hyper-parameter optimized model (d=32, N=3) for evaluating the feasibility
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of real-time inference on Raspberry Pi 4 (ARM Cortex-A72, 4GB RAM). The pipeline
reads from incoming samples at 100Hz, down-samples them to 64Hz and then applies a fifth
order causal Butterworth band-pass filter sample-by-sample, with the second-order sections
(SOS) filter with a persistent filter state and 256 samples are generated in a circular buffer.
Inference triggered every 128 samples, added to the buffer (50% overlap, 2.0s step), resulting in
predictions at ∼ 0.5 Hz. The mean inference time of one sample is 48.32±4.52 ms, throughput
of 20.46 FPS, CPU usage: 0.2%, RAM consumption: 816.1 MB. This demonstrated that the
model can be comfortably accommodated by the resource constraints of a current smartwatch
processor.

5.6 Effect of Band-Pass Filtering
The model in the absence of band-pass filtering: training loss converges while validation loss
diverge and oscillate (Figure 5a), which shows that out-of-band noise causes the model to
memorize high frequency artifacts rather than learning subtle features. Accuracy decreased
to 85.98%± 2.74% (HC vs PD) and 85.39%± 2.33% (PD vs DD). Band-pass filtering removes
the over-fitting, as shown in 3, yielding an accuracy improvement in HC vs PD of +7.14 pp
along with a six-times decrease in its standard deviation (2.74%→ 0.43%).

Figure 5: Loss curves showing overfitting without band-pass and without band-pass.

5.7 Comparison with Foundation Model

We fine-tuned the TimesFM [Das et al., 2024], a decoder-only foundation model pre-trained
on large volume of time series data, by adding a LoRA adapter [Hu et al., 2022] (rank
r=6, α=12, dropout 0.15, regularisation 0.1) to the hidden dimension of 1,280.Across 5-fold
cross-validation, TimesFM+LoRA achieved 93.62% ± 0.06% (HC vs. PD) and 92.89% ±
0.39% (PD vs. DD), with a high stability in standard deviation and competitive with the
best models from this study.

We have also conducted zero-shot learning [Wang et al., 2019] on the TimeFM decoder.
which attained 87.39%± 0.0089% for HC vs. PD and 85.42%± 0.0120% for PD vs. DD head,
without any task specific knowledge. The gap between accuracy of zero-shot learning and
fine-tuning suggests that PD detection depends on, domain-specific learning that are not
entirely learnt during general pre-training, Thus, clinically relevant adaptation is needed for
the effective discrimination of clinically-similar movement disorders.
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Figure 6: accuracy vs. model variation curve of HC vs.PD and PD vs. DD accuracies.

5.8 Consolidated Results

Table 3 consolidates mean±std results from cross-validation evaluation.

Table 3: Consolidated results.

Approach HC vs. PD PD vs. DD Average accuracy.

Base Model (w/ BP) 93.12±0.43 87.04±3.66 90.08%
Base Model (w/o BP) 85.98±2.74 85.39±2.33 85.69%
Three-Class Baseline combined 87.37±1.65 87.37%

Nested CV (Optuna) 93.61±0.09 92.57±0.07 93.09%
SSL Fine-tune (100%) 93.56±0.05 92.50±0.02 93.03%
SSL Fine-tune (20%) 92.26±0.7 91.67±0.17 91.96%
SSL Linear Probe (100%) 94.12±0.02 93.90 94.01%
TimesFM + LoRA 93.62±0.06 92.89±0.39 93.26%
TimesFM Zero-shot Learning 87.39±0.89 85.42±1.20 86.41%

Raspberry Pi (inference) — 48.32 ms/win

6 Discussion

The hierarchical binary classification strategy, performs better than the three-class baseline
model by 2.71% points in average accuracy. The three-class model achieves near-perfect
PD accuracy at 99.89%, but sacrifices HC and DD performance. This shows that focusing
on maximizing accuracy for a single class tends to favor the easiest boundary. Focusing on
one objective favours the easiest boundary, crucial for the clinically challenging PD vs. DD
boundary.

The k-fold cross validation shows that PD vs. DD accuracy varies significantly, ranging
from 82.33% to 92.51% with a standard deviation of 3.66%, likely due to the inherent
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complexity and variability in distinguishing between these conditions. HC vs. PD remains
stable, with a standard deviation of 0.43%. This highlights the importance of cross-validation
rather than optimistic approach.

Band-pass filtering, which isolates the motor-relevant signal within the 0.1 to 20 Hz band,
improves training and reduces variance between folds by six times. This confirms that the
motor-relevant signal lies within the 0.1 to 20 Hz band, while out-of-band noise disrupts
learning.

SSL pre-training shows strong label efficiency, achieving 91.02% accuracy with 20% of
labels. The linear probe, reaching 93.32% accuracy with full labels, confirms that SSL features
capture general motor patterns and can gain good performance with as little training as
training the classifier only. In clinical settings where specialist annotation is a bottleneck,
this suggests that the burden of annotation can be greatly reduced.

The comparison reveals that the base model, SSL fine-tuning, and TimesFm fine-tuning
all achieved around 93% accuracy on the same partition. The foundation model’s zero-shot
learning indicates that PD has underlying patterns which is undetectable by generalized
model such as TimesFM.

Edge deployment shows an inference rate of 48.32 ms and 0.02% CPU usage, confirming
that real-time monitoring is feasible on limited hardware.

6.1 Cross-Attention Weight Analysis

Cross-attention weight maps of HC vs. PD and PD vs. DD are shown in Fig 2. From HC, to
PD, to DD the attention becomes sparser. HC exhibits a high activity concentration at early
timestamps, in comparison to PD and DD, display correlated bands that are indicative of the
episodic characteristics of tremor and bradykinesia. The resemblance between PD and DD
attention patterns additionally reinforces the challenges of separating these groups. Figure 7
shows cross-attention weight maps.

(a) HC vs PD (b) PD vs DD

Figure 7: Cross-attention weight maps (Fold 1).

6.2 Limitations

Experiments are performed using a single dataset (PADS). Test on an independent cohort
is necessary to confirm generalization. The patient partition must be maintained across
all training. SSL pretraining is done on the same dataset which was used for fine-tuning.
Pre-training would ideally exploit a larger corpus of unlabeled IMU data from many different
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populations. Clinical verification by experts against true diagnosis has not been conducted
and is essential. The Raspberry Pi results emulate smartwatch deployment but do not directly
measure power consumption on target hardware.

7 Conclusion

Here we have proposed a Dual-Channel Cross-Attention Encoder for PD detection from bilat-
eral wrist-worn IMU data. Through cross-attention, the model captures motor asymmetry.

a hierarchical binary classification approach which divides into focused HCṽs.P̃D and
PDṽs.D̃D tasks, improving over three-class baseline achieved 93.12% HCṽs.P̃D and 87.04%
PDṽs.D̃D accuracy, where cross-validation showed that primary challenge of distinguishing
the PDṽs.D̃D boundary.

SSL Pre-Training Brings 91.02% Combined Accuracy With 20% Labels, and a pre-
trained foundation model (TimesFM+LoRA) attains similar performance, validating that
self-supervised representation learning are effective approaches for this clinical setting. The
main limitations include dependency on one dataset.

Future work should, explore task-aware fusion for challenging motor tasks, and extend to
longitudinal data.

For disease progression monitoring. a validated continuous system could help take pressure
off specialist clinics and give millions of people living with Parkinson’s disease earlier clinical
intervention.
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