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Abstract

Extending a fully post-trained language model with new domain capabili-
ties is fundamentally limited by monolithic training paradigms: retraining
from scratch is expensive and scales poorly, while continued training often
degrades existing capabilities. We present BAR (Branch-Adapt-Route),
which trains independent domain experts, each through its own mid-
training, supervised finetuning, and reinforcement learning pipeline, and
composes them via a Mixture-of-Experts architecture with lightweight
router training. Unlike retraining approaches that mix all domains and
require full reprocessing for any update (with cost scaling quadratically),
BAR enables updating individual experts independently with linear cost
scaling and no degradation to existing domains. At the 7B scale, with
experts for math, code, tool use, and safety, BAR achieves an overall score
of 49.1 (averaged across 7 evaluation categories), matching or exceeding re-
training baselines (47.8 without mid-training, 50.5 with). We further show
that modular training provides a structural advantage: by isolating each
domain, it avoids the catastrophic forgetting that occurs when late-stage
RL degrades capabilities from earlier training stages, while significantly re-
ducing the cost and complexity of updating or adding a domain. Together,
these results suggest that decoupled, expert-based training is a scalable
alternative to monolithic retraining for extending language models.

1 Introduction

Language models have achieved exceptional capabilities across a wide range of domains and
tasks, serving as powerful general-purpose foundation models. In many practical scenarios,
model developers need to continuously update an already trained model by incorporating
newly available data or knowledge. For example, improved versions of datasets may
become available after initial training, or developers may wish to add new capabilities to the
original model. Updating LMs in these settings remains challenging: retraining from scratch
is often prohibitively expensive and requires full access to the original training pipeline,
while continued training risks losing previously attained capabilities due to catastrophic
forgetting and cross-domain interference. Moreover, extending a fully post-trained model
presents additional challenges: simply continuing post-training is often insufficient for
strong performance, as mid-training is typically critical for learning new capabilities and
establishing strong priors that post-training can refine (Runwal et al., 2026).

In this paper, we propose a modular mixture of experts approach to post-training: rather
than training a single model across all domains, we train independent domain experts—each
through its own mid-training, supervised finetuning (SFT), and reinforcement learning
(RL) pipeline—and compose them into a unified model via a Mixture-of-Experts (MoE)
architecture. This modular design decouples learning for each domain, enabling experts to
be developed, added, or upgraded independently without re-training other components.

*Equal contribution.
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Figure 1: Overview of BAR. The initial model M (a dense transformer). For each target
domain, a two-expert MoE is created: the anchor expert preserves M’s capabilities while the
domain expert is trained on new data. Each domain follows its applicable pipeline—math
and code use the full pipeline (mid-training — SFT — RLVR), while tool use and safety
use SFT only. Shared parameters are progressively unfrozen across stages to minimize
divergence between experts. All experts are merged into a single MoE, and a lightweight
router is trained on a small sample of SFT data. New experts can later be added (to add a
new capability) or swapped in (to upgrade a capability) without retraining previous experts.

While modular MoE-based training has been explored in prior work for pre-training, e.g.,
BTX (Sukhbaatar et al., 2024) and FlexOlmo (Shi et al., 2025), we find that they fail to extend
to post-training. For instance, freezing shared (non-FFN) parameters during expert training
(as done in Shi et al. (2025)) significantly degrades performance in our setting. This likely
reflects that, unlike pre-training that primarily updates knowledge representations, post-
training requires adapting broader behaviors, including attention patterns and handling
new tokens, e.g., <thinking>. We address this by progressively unfreezing shared layers
across training stages and composing experts via a combination of weight merging and
lightweight router training.

At the 7B scale, we train domain experts for math, code, tool use, and safety and merge them
into a single 5-expert MoE. BAR outperforms all baselines that do not require re-running
mid-training from scratch: it exceeds retraining with post-training only (49.1 vs. 47.8), BTX
(46.7), continual post-training (45.3), and model merging (36.9 and 6.5). It even approaches
full re-training with mid-training (50.5). Importantly, our experiments showcase that BAR
enables adding new experts or upgrading existing ones at constant cost, without affecting
other experts—avoiding the quadratic cost of monolithic retraining while preserving existing
capabilities.

Together, these results position decoupled, expert-based training as a scalable alternative to
monolithic retraining for extending language models.

2 Related Work

Model Merging and Modular Training A growing body of work explores combining
separately trained models by operating directly in parameter space. Task arithmetic (Ilharco
et al., 2023) edits model behavior by adding or subtracting task-specific weight vectors,
while TIES (Yadav et al., 2023) and DARE (Yu et al., 2024) address interference during
merging through sign-based and pruning-based strategies. Model soups (Wortsman et al.,
2022) average weights of multiple fine-tuned models to improve accuracy. However, these
methods assume relatively small parameter shifts from a shared initialization and fail when
models diverge substantially, e.g., after continued mid-training on different domains.

A separate line of work takes a more structured modular approach. Branch-Train-Merge (Li
et al., 2022) trains domain-specific language model branches independently during pre-
training and merges them via weight averaging. Branch-Train-MiX (BTX, Sukhbaatar et al.
(2024)) extends this by composing branches into a Mixture-of-Experts (MoE) model with a



trained router, followed by continued joint training. FlexOlmo (Shi et al., 2025) improves
BTX by introducing coordinated expert training, in which the original model is retained
and the shared layers are frozen, and only the expert feed-forward parameters are updated.
Critically, all of these approaches focus on pre-training; extending them to post-training
remains unexplored and, as we show, requires non-trivial modifications.

LM Training Pipelines Modern LMs are trained in multiple stages: large-scale pre-
training on broad corpora, followed by mid-training on domain-specific data to establish
strong priors, and post-training including supervised finetuning (SFT), preference opti-
mization (Rafailov et al., 2024), and reinforcement learning with verifiable rewards (RLVR;
(Lambert et al., 2025)). Recent work has shown that mid-training is critical for acquiring
new domain capabilities; without it, post-training alone is often insufficient to establish
the reasoning primitives needed for strong downstream performance (Runwal et al., 2026).
Open-source efforts (Lambert et al., 2025; Grattafiori et al., 2024; Olmo et al., 2025) have
further demonstrated that careful data curation and stage ordering across this full pipeline
are essential for strong multi-domain results. However, sequential multi-domain training
within a single pipeline introduces catastrophic forgetting: later stages such as code or math
RL can degrade capabilities learned during earlier stages, which may lack RL data entirely.

Mixture-of-Experts Sparse Mixture-of-Experts (MoE) architectures (Fedus et al., 2022;
Lepikhin et al., 2020) use a learned router to activate a subset of expert modules per input,
enabling increased model capacity without proportional compute costs. This approach has
been adopted at scale in both open and closed models (Jiang et al., 2024a; Dai et al., 2024).
While MoE is typically motivated by compute efficiency, we instead leverage MoE as a
composition mechanism: independently trained domain experts are merged into a unified
model, with a lightweight router trained to coordinate them.

3 BAR Modular post-training with Mixture-of-Experts

3.1 Problem Setup

Throughout this paper, we use domain to refer to a target capability (e.g., math, code)
defined by a curated data distribution designed to develop that capability. Given an initial
model M—in this work, a fully post-trained dense base model-—and new domain datasets
{D1,D,,..., Dy} corresponding to capabilities to add or improve, BAR produces domain
expert modules {Eq, Ey, . .., Ei }, each trained independently, that are composed into a single
model M’ = COMPOSE(M, Eq, ..., E;) such that:

1. M’ substantially outperforms M on each target domain D;, and ideally, M’ approaches
or matches the performance of E; on D;.

2. M’ preserves the general capabilities of the base model M.

Each expert is trained through a pipeline tailored to its target capabilities, drawing from
three stages: mid-training on large-scale domain corpora, supervised finetuning (SFT), and
reinforcement learning with verifiable rewards (RLVR). Not all capabilities require every
stage; some benefit from mid-training to establish priors that post-training alone cannot
provide (Runwal et al., 2026), while some can be acquired through SFT/RLVR alone.

This formulation enables modular upgrades (replacing a single expert without retraining
others), avoids catastrophic forgetting (each domain’s pipeline is isolated), and supports
parallel development across teams. Because each expert is trained independently, the cost of
adding new domains scales linearly rather than requiring full retraining over all domains.

3.2 Model Architecture

In this work, the base model M is a standard dense transformer, in which each layer consists
of a self-attention block followed by a feed-forward network (FFN). BAR converts M into a
Mixture-of-Experts (MoE) architecture (Fedus et al., 2022; Lepikhin et al., 2020) by replacing
each layer’s single FFN with multiple parallel FFN “experts” and a learned router that
determines which experts process each input token.



In the final, fully trained BAR architecture (Figure 1), each transformer layer contains:
(1) shared layers—the embeddings, attention, layer normalization, and language mod-
eling head—which are common across all experts, and (2) expert FFNs—k +- 1 parallel
feedforward networks, one per domain plus an anchor expert that preserves M’s capabilities.

To construct BAR from the dense base model M, the anchor expert’s FFN weights are
initialized from M’s post-trained FFN parameters and frozen, preserving M’s original
capabilities. Each domain expert’s FFN weights are initialized from the pre-trained (not
post-trained) base model, providing a clean starting point for domain-specific training
without the behavioral constraints of post-training.

3.3 Training Algorithms

BAR training proceeds in three stages:

Stage 1: Independent expert training Each domain expert E; is trained independently as
a two-expert MoE. Each expert follows the full training pipeline as applicable to its domain:

1. Mid-training (sometimes called annealing, using a decaying learning rate schedule),
which is continual pre-training on large-scale corpora to establish strong domain priors,

2. Supervised finetuning (SFT), which adapts the expert to follow instructions and produce
well-formatted outputs for the target domain, and

3. Reinforcement learning with verifiable rewards (RLVR), which further improves perfor-
mance on tasks where correctness can be automatically verified.

Each domain expert is an independent MoE, enabling fully decoupled training: experts can
be trained in parallel, on different hardware, and on different timelines.

Key difference from pre-training Prior modular pre-training approaches such as Flex-
Olmo (Shi et al., 2025) freeze all shared layers and train only the FEN. For post-training,
however, directly applying this strategy significantly degrades domain experts” perfor-
mance. We hypothesize this gap arises from a key difference in objectives: pre-training
primarily updates knowledge representations (well captured by FFNs), while post-training
requires adapting broader behaviors, including attention patterns and handling new tokens,
e.g., <thinking>. We therefore adapt the recipe for post-training as follows:

* During mid-training, we follow prior work and freeze all shared layers.
* During SFT, embeddings and the LM head are unfrozen to support new tokens.
¢ During RLVR, all shared parameters are unfrozen for the behavioral shifts RL requires.

Ablations in §5.3 show that these modifications are critical for effective post-training.

Stage 2: Expert merging After independent training, the k domain experts are combined
with the anchor expert into a single (k + 1)-expert MoE. For shared parameters that may
have diverged across expert training runs (e.g., attention layers that were unfrozen during
RL), BAR averages the diverged parameters across all domain expert models. We find
this averaging introduces little to no measurable performance loss on domain-specific
evaluations compared to any single expert (Table 2).

Stage 3: Router training  After merging, only the router parameters are trained while all
expert and shared weights are frozen. The router is a small linear layer at each transformer
block that produces a probability distribution over experts for each input token. Training
uses a stratified sample of SFT data from all domains, ensuring the router sees examples
from every domain. We find that only 5% of the full SFT dataset is sufficient for effective
router training, making this stage computationally inexpensive (§5).

4 Experimental Setup

We design our setup to mimic realistic iterative LM development. We start with an existing
fully post-trained model and extend it with four new domains (math, code, tool use, and
safety) using newer datasets that were not available when the initial model was trained.



4.1 Initial Model

Our initial model M is a 7B-parameter dense transformer based on Olmo 2 (OLMo et al.,,
2025) that has been fully post-trained for general-purpose chat and instruction-following
capabilities. The model was first pretrained on a broad web corpus, then mid-trained on a
general-purpose mixture of web text, StackExchange, Wikipedia, and Flan data (Shi et al.,
2025), followed by SFT on chat and instruction-following data (Lambert et al., 2025; Olmo
et al,, 2025) and RLVR for precise instruction following.

Importantly, this initial model’s pre-training data already includes some math and code con-
tent (e.g., OpenWebMath, Algebra Stack, and StackExchange), but these are older datasets
that have since been surpassed by higher-quality alternatives. This mirrors the realistic
setting where a deployed model has baseline capabilities in these domains but would benefit
from upgrading to newer data and training methods.

4.2 New Domain Data

We add four new domain experts to the initial model: math, code, tool use, and safety. For
each domain, we use newer, higher-quality datasets that became available after the initial
model was trained, reflecting the realistic scenario of upgrading a deployed model with
improved data. Full dataset details and citations are in Appendix B.

Math (mid-training — SFT — RLVR) For mid-training, we use the math mid-training mix
from Shi et al. (2025), which combines Dolmino Math (OLMo et al., 2025) and FineMath (Allal
et al., 2025). SFT uses math-specific instruction data from Tulu 3 (Lambert et al., 2025),
mixed with general SFT data to prevent catastrophic forgetting of non-math capabilities (see
Table 4). RLVR uses the math verifiable reward data from OLMo 3 (Olmo et al., 2025).

Code (mid-training — SFT — RLVR) We experiment with two code expert versions: v1
uses StarCoder-based (Li et al., 2023) mid-training data and code SFT data from Tulu 3 (Lam-
bert et al., 2025), while v2 uses the OLMo 3 (Olmo et al., 2025) code mid-training data, SFT
data, and RLVR data. As with math, SFT mixes code-specific instruction data with general
SFT data (Table 4). Comparing v1 and v2 allows us to evaluate modular upgrades (Table 3).

Tool use (SFT only) Tool use involves learning to generate structured function calls and
process their outputs. Unlike math and code, tool use does not require domain-specific
mid-training. We train this expert using SFT only, with the Dolci tool use instruction data
from OLMo 3 (Olmo et al., 2025), mixed with general SFT data.

Safety (SFT only) Safety training teaches the model to refuse harmful requests while
avoiding over-refusal of benign ones. We train using SFT only, with safety data drawn from
CoCoNot (Brahman et al., 2024), WildGuardMix (Han et al., 2024), and WildJailbreak (Jiang
et al., 2024b), following the OLMo 3 (Olmo et al., 2025) safety recipe, mixed with general
SFT data. Like tool use, safety does not require domain-specific mid-training.

Training details and hyperparameters for all stages are in Appendix C.

4.3 Evaluations

We evaluate across 19 benchmarks spanning 7 categories: chat (AlpacaEval (Dubois
et al., 2025), IFEval (Zhou et al., 2023)), knowledge (MMLU (Hendrycks et al., 2021a),
PopQA (Mallen et al., 2023), SimpleQA (Wei et al., 2024)), reasoning (BBH (Suzgun et al.,
2022), GPQA (Rein et al., 2023), ZebraLogic (Lin et al., 2025), AGIEval (Zhong et al., 2023)),
math (MATH (Hendrycks et al., 2021b), GSM8K (Cobbe et al., 2021)), code (HumanEval+,
MBPP+; Liu et al., 2023), tool use (BFCL (Patil et al., 2025)), and safety (HarmBench (Mazeika
etal., 2024), TrustLLM (Huang et al., 2024), WildGuard (Han et al., 2024), Wild]ailbreak (Jiang
et al., 2024b), DAN (Shen et al., 2024)). Evaluation details are provided in Appendix D. We
report category-level averages in the main paper, with per-benchmark results in Appendix D.
The overall score is the unweighted average across all seven category averages.



Model Overall Knowledge Reasoning Chat Math Code Tool Use Safety

Initial model M (7B) 313 28.5 29.8 489 236 118 253 513
Math expert (2x7B)

+ SFT 36.8 28.8 312 409 419 205 216 727

+RL 39.3 29.0 30.8 425 558 221 198 754
Code expert (2x7B)

+ SFT 385 28.8 29.1 401 255 493 197 773

+RL 38.8 285 292 410 269 504 198 753
Tool use expert (2x7B)

+SFT 372 28.5 287 393 218 169 464 791
Safety expert (2x7B)

+ SFT 35.6 28.7 288 381 224 157 211 946
Combined (Ours)
BAR 5x7B (all experts) 49.1 28.4 30.8 38.7 56.2 499 45.6 94.0
Baselines
Continual post-training 45.3 26.8 294 388 450 429 409 931
Model merging (w/ mid-train) 6.5 0.1 102 59 03 04 19.7 9.1
Model merging (w/o mid-train) 36.9 29.2 30.0 426 329 251 197 785
BTX5x7B 46.7 239 306 364 621 321 479 939
Re-training (post-train only) 47.8 28.6 31.3 439 48.7 436 45.3 92.8
Re-training (mid+post-train)* 50.5 27.0 31.8 432 559 59.6 459 904

Table 1: Main results and per-expert performance across training stages. Each domain expert
is trained as a 2x7B MoE (anchor expert + domain expert). Bold and underline indicate best
and second-best across all models (excluding t). tRe-training with mid-training requires
complete access to the original pre-training checkpoint and reprocessing all mid-training
data from scratch. Per-benchmark results are in Table 7.

4.4 Baselines

We compare against six baselines: (1) Continual post-training, which continues training
the initial model on all new domain data sequentially without mid-training; (2,3) Dense
model merging with and without mid-training, which trains independent dense models
and merges them via weight averaging (Ilharco et al., 2023; Wortsman et al., 2022; Morrison
et al., 2024); (4) BTX (Sukhbaatar et al., 2024), which trains five fully independent dense
models on domain-specific data and combines them into a 5-expert MoE with router training;
(5) Re-training (post-train only), a dense model re-trained on all domain data through SFT
and RLVR without mid-training; and (6) Re-training (mid-train and post-train), which
re-runs mid-training on all data followed by the full post-training pipeline, representing the
upper bound requiring complete access to the original training pipeline.

In terms of development cost, retraining approaches require retraining all domains jointly
whenever any single domain is updated, and additionally require tuning cross-domain
data mixtures, an iterative process that is quite costly. BAR trains each expert as a 2-expert
MOoE, making individual expert training moderately more expensive than BTX or merging
baselines which use dense 7B models, but upgrading a single domain requires retraining
only that expert and the router, while all other baselines require retraining the entire model.

5 Results

5.1 Main Results

We compare our modular approach against several baselines in Table 1. Our full BAR 5x7B
achieves an overall score of 49.1, exceeding the retraining (post-train only) baseline (47.8)
while achieving substantially higher math performance (56.2 vs. 48.7) and higher code
performance (49.9 vs. 43.6), while maintaining strong safety (94.0 vs. 92.8)—consistent with
the hypothesis that modular training avoids the catastrophic forgetting that occurs when
late-stage RL on math and code degrades safety capabilities learned during earlier SFT.



Model Experts Overall Knowledge Reasoning Chat Math Code Tool Use Safety

Initial model M — 31.3 28.5 29.8 489 236 118 253 51.3
BAR 2x7B + Math 38.9 28.5 320 434 579 202 21.0 69.5
BAR 3x7B + Code 423 28.4 304 385 585 481 19.9 72.4
BAR 4x7B + Tool Use 46.5 28.7 30.7 406 565 483 45.8 74.9
BAR5x7B + Safety 49.1 28.4 30.8 387 562 499 45.6 94.0

Table 2: Performance as domain experts are incrementally added to BAR. Adding new
experts for tool use and safety improves overall performance without degrading math or
code, demonstrating that experts do not interfere with each other. Per-benchmark results
are in Table 9.

Model Overall Knowledge Reasoning Chat Math Code Tool Use Safety

Math expert (standalone, 2x7B)

Math expert v1 (SFT only) 36.8 28.8 312 409 419 205 216 727

Math expert v2 (SFT + RL) 39.3 29.0 30.8 425 558 221 198 754
A +2.5 +0.2 —04 +1.6 +139 +1.6 —-1.8 +2.7

Combined with math upgrade (all other experts held fixed)

BAR w/ Math v1 47.0 28.9 312 38.0 432 496 450 929

BAR w/ Math v2 49.1 28.4 308 387 562 499 45.6  94.0
A +2.1 -0.5 -04 +0.7 +13.0 +0.3 +0.6 +1.1

Code expert (standalone, 2x7B)

Code expert v1 35.5 28.8 292 388 239 297 215  76.6

Code expert v2 38.8 28.5 292 410 269 504 198 753
A +3.3 0.3 00 +22 +3.0 +20.7 1.7 1.3

Combined with code upgrade (all other experts held fixed)

BAR w/ Code v1 46.7 28.8 313 368 56.6 334 459 943

BAR w/ Code v2 49.1 28.4 30.8 387 562 499 456  94.0
A +2.4 —04 -05 +19 —-04 +165 -03 —-03

Table 3: Modular expert upgrades. Upgrading individual experts—by adding RL (math)
or using newer data and RL (code)—improves the combined BAR without retraining any
other experts. A rows show the difference between v1 and v2. All non-upgraded experts are
held fixed. Per-benchmark results are in Table 10.

BAR also outperforms continual post-training (45.3), which simply continues training the
initial dense model on all new domain data without mid-training, confirming that post-
training alone is insufficient for strong domain capabilities. The BTX baseline, which trains
five dense domain-specific models through the same per-domain recipes and combines
them via router training, achieves 46.7 overall, lower than our approach despite using the
same domain data and training stages. We attribute this gap to BTX training each expert
as a fully independent dense model without shared parameters, which leads to greater
divergence and makes composition via routing more difficult.

Dense model merging after mid-training fails catastrophically (6.5 overall), producing a
nearly non-functional model. We hypothesize that this is because mid-training causes the
models to diverge substantially, making merging more difficult. Without mid-training,
merging performs better (36.9) but falls short of other approaches.

Re-training with mid-training achieves the highest score (50.5), but requires complete access
to the original pre-training checkpoint and reprocessing all data from scratch—impractical
for most models and expensive when possible. BAR achieves competitive performance
while enabling modular upgrades and parallel development that retraining cannot support.

Training stages are additive Table 1 additionally shows per-expert performance across
training stages. Additional training stages per domain (mid-training — SFT — RL for math
and code) progressively improve domain-specific performance. For example, the math
expert improves from 41.9 (SFT only) to 55.8 (SFT + RL). These per-expert gains transfer
to the final merged model, demonstrating the value of full domain-specific post-training
pipelines within the modular framework.



5.2 Adding and Upgrading Experts
. . S 54 —®— Re-training from scratch

Adding experts BAR enables both adding new E —B- BAR (ours)
domain experts and upgrading existing ones with- ~ S547
out retraining the full model. Table 2 shows that %’E 3
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from math through safety, overall performance im- g 1]
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Upgrading experts There are two natural ways to Number of domains

upgrade an existing expert: (1) training on newer
or higher-quality data, and (2) adding additional
training stages such as RL. Table 3 demonstrates both.
For code, replacing an expert trained on older data
(v1l) with one trained on newer data and RL (v2)
improves code performance by +16.5 points while
all other domains remain essentially unchanged. For
math, adding RL on top of SFT (vl — v2) improves math performance by +13.0 points in
the combined model while other domains remain stable.

Figure 2: Cost to add each new do-
main. Re-training must reprocess all
domains, so cost grows linearly with
the number of domains. BAR trains
only the new expert, keeping cost
constant.

In a non-modular pipeline, upgrading a single domain requires retraining the entire model
across all domains. With BAR only the affected expert and router need retraining, and cost
scales linearly with the number of domains rather than quadratically (Figure 2).

5.3 Ablations

Unfreezing shared layers Prior modular ap-  Model General Tool Use

proaches such as FlexOlmo (Shi et al., 2025) Base (no tool use training) 423 19.6
_freeze all shared parameters during expert train-  “1oo] yse expert (frozen) 38.9 203
ing, which works for pre-training, but we find ~ Tool use expert (unfrozen) ~ 39.3 464

it does not for post-training. We find that RL re-
quires substantially more unfreezing of shared
layers—particularly attention—because RL in-
duces distributional shifts that extend beyond
what expert FFNs alone can accommodate (Fig-
ure 3). After training, we average all diverged
shared layers across experts.
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Embedding and language modeling head For
domains that introduce new special tokens dur-
ing post-training, such as tool use function-
calling formats, the embedding layer and lan-
guage modeling head must be unfrozen. Fig-
ure 3 shows that without unfreezing, the tool use
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Figure 3: Unfreezing embedding and LM
head layers is critical. Top: Frozen tool
use expert fails to learn new tokens (20.3

expert fails to learn new token representations,
producing near-baseline tool use performance
(20.3 vs. 46.4 with unfreezing).

vs. 46.4). Bottom: For math RL, freezing
produces a flat reward curve.

Mixing general data during SFT preserves general performance Training experts on
domain-specific SFT data alone causes severe degradation of general capabilities: overall
performance drops substantially despite strong in-domain gains (Table 4). By mixing
with the general SFT data used to train the base model, experts preserve their knowledge,
reasoning, and chat capabilities while still achieving large domain improvements.

Number of active experts Performance when activating fewer than all 5 experts during in-
ference is shown in Table 5. Activating 4 of 5 experts achieves nearly equivalent performance
to the full model, while fewer than 4 leads to substantial drops in math and code.



Expert SFT Data Overall Knowledge Reasoning Chat Math Code Tool Use Safety

Initial model M — 31.3 28.5 29.8 489 236 118 253 51.3
Math Domain only 25.8 22.1 23.8 157 336 228 19.7 43.2
Domain + anchor mix 36.8 28.8 312 409 419 205 21.6 72.7

Code Domain only 32.8 26.0 252 264 162 50.0 20.5 65.4
Domain + anchor mix 38.5 28.8 291 401 255 493 19.7 77.3

Tool use Domain only 28.2 18.6 20.0 219 123 6.7 449 73.2
Domain + anchor mix 37.2 28.5 28.7 393 21.8 169 46.4 79.1

Safet Domain only 31.9 25.2 249 198 209 162 197 96.9
Y Domain + anchor mix 35.6 28.7 288 381 224 157 211 94.6

Table 4: Effect of mixing anchor SFT data with domain-specific SFT data. The anchor
expert row shows the baseline before domain training. Adding anchor data preserves broad
capabilities (knowledge, reasoning, chat) with minimal impact on domain performance.
Per-benchmark results are in Table 8.

Active Experts Overall Knowledge Reasoning Chat Math Code Tool Use Safety

1 31.1 22.8 234 310 12.2 10.3 31.6 86.5
2 38.8 27.5 281 371 234 19.3 44.5 91.9
3 36.8 25.7 274 331 19.5 16.5 42.2 93.3
4 48.2 28.5 31.0 375 55.1 48.5 42.6 94.5
5 49.1 28.4 30.8 38.7 56.2  49.9 45.6 94.0

Table 5: BAR 5x7B performance as the number of active experts varies. All models use 5%
router training data with learning rate le-4. Best results per domain are bolded.

6 Discussion

Structural advantages of modular training In standard post-training, all domains pass
through every stage sequentially, but not all domains benefit from every stage. For example,
safety lacks verifiable RL data, so when math and code RL run later, safety capabilities
degrade via catastrophic forgetting. Modular training avoids this by isolating each domain’s
pipeline. This advantage only became apparent by extending modular training to post-
training, where behavioral shifts during SFT and RL require adapting shared layers (§5.3),
unlike prior work that froze all shared parameters. Beyond quality, modularity provides a
cost advantage: adding or upgrading domains scales linearly (one expert per domain), while
re-training requires reprocessing all domains each time, scaling quadratically (Figure 2).

Limitations and future work Total parameters grow linearly with the number of experts,
increasing inference cost as domains are added. While activating 4 of 5 experts achieves
near-full performance (Table 5), better routing strategies are needed to reduce cost without
sacrificing quality. Upgrading the anchor model currently requires retraining all domain
experts. Future directions include scaling to finer-grained experts, extending to new modali-
ties, and upgrading the base model without full expert retraining.

7 Conclusion

We have presented BAR, a modular approach to post-training that extends fully trained lan-
guage models with new domain capabilities via independently trained mixture-of-experts.
By isolating each domain’s training pipeline, BAR avoids the catastrophic forgetting inherent
in multi-domain training, outperforming both a strong dense baseline and Branch-Train-MiX
at the 7B scale. Our results demonstrate that domain experts can be upgraded independently,
composed without interference, and integrated via lightweight router training, offering a
practical path toward scalable, modular LM development.
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Active Experts Method Overall Knowledge Reasoning Chat Math Code Tool Use Safety

1 BAR 31.1 22.8 234 310 12.2 10.3 31.6 86.5
BTX 29.0 15.7 206 245 10.8 7.6 38.5 85.2
5 BAR 38.8 27.5 281 371 23.4 19.3 445 91.9
BTX 38.7 24.1 266 353 260 208 43.6 94.6
3 BAR 36.8 25.7 274 331 19.5 16.5 422 93.3
BTX 39.7 24.6 28.7 347 317 202 44.5 93.7
4 BAR 48.2 28.5 31.0 375 55.1 48.5 42.6 94.5
BTX 45.1 24.2 29.7  35.0 59.0 282 45.5 93.9
5 BAR 49.1 28.4 30.8 387 562 499 45.6 94.0
BTX 46.7 23.9 306 364 62.1 32.1 479 93.9

Table 6: Comparison of BAR and BTX as the number of active experts varies. BAR outper-
forms BTX overall for all expert counts except n=3, with the gap largest at 4 active experts.
Per-benchmark results are in Table 11.

A Active Expert Comparison

We evaluate performance when activating fewer than all 5 experts during router training
and inference (Table 5). Performance degrades substantially with fewer than 4 active
experts, with the largest drops in math and code. However, activating 4 of 5 experts
achieves nearly equivalent performance to the full model. This behavior is consistent with
our use of coarse-grained, domain-level experts; splitting each expert into finer-grained
sub-experts (Krajewski et al., 2024) could improve routing flexibility and enable sparser
activation without sacrificing performance. Table 6 compares BAR and BTX across active
expert counts.

B Dataset Details

We list the full dataset composition for each domain expert below.

Math mid-training We use the math mid-training mix from FlexOlmo (Shi et al., 2025),
which combines the Dolmino Math Mix (OLMo et al., 2025) and FineMath4+ (Allal et al.,
2025).

Math SFT We use math-specific instruction data from Tulu 3 (Lambert et al., 2025), which
includes synthetically generated persona-driven math problems (Persona MATH, Persona
GSM, Persona Algebra) as well as data from OpenMathlInstruct 2 (Toshniwal et al., 2024)
and NuminaMath-TIR (Jia LI & Polu, 2024).

Math RLVR We use the math verifiable reward data from OLMo 3 (Olmo et al., 2025),
which draws from Open-Reasoner-Zero (Hu et al., 2025), DAPO-Math (Yu et al., 2025),
AceReason-Math (Chen et al., 2025), and OMEGA (Sun et al., 2025).

Code mid-training For code v2, we use the OLMo 3 (Olmo et al., 2025) code mid-training
data, which includes StackEdu (quality-filtered code from The Stack with fill-in-the-middle
formatting) and CraneCode (a permissively-licensed synthetic code dataset original to
OLMo 3).

Code SFT For code v2, we use the OLMo 3 (Olmo et al., 2025) code SFT data (Dolci), which
includes data from AceCoder (Zeng et al., 2025), OpenCodeReasoning (Ahmad et al., 2025),
OpenThoughts 3 (Guha et al., 2025), and Tulu 3 Persona Python (Lambert et al., 2025).

Code RLVR For code v2, we use the OLMo 3 (Olmo et al., 2025) code RLVR data, which
includes prompts from AceCoder (Zeng et al., 2025) and other sources with execution-based
verification.

Tool use SFT We use the Dolci tool use instruction data from OLMo 3 (Olmo et al.,
2025), which is largely original to that work, comprising synthetic function-calling tra-
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jectories (SImFC), science QA trajectories, and web search QA trajectories adapted from
DR-Tulu (Shao et al., 2025).

Safety SFT We use safety data following the OLMo 3 (Olmo et al., 2025) recipe, drawing
from CoCoNot (Brahman et al., 2024), WildGuardMix (Han et al., 2024), and Wild]Jail-
break (Jiang et al., 2024b).

C Training Details & Hyperparameters

All experiments use OLMo 2 7B as the base model. Training was conducted on one to eight
8xH100 nodes with infiniband interconnect. We report hyperparameters for each training
stage below.

Mid-training Mid-training uses a decaying learning rate schedule on large-scale domain
corpora. Training is distributed across eight nodes (64 H100 GPUs).

Learning rate 9e-4

Warmup steps 2,000

Sequence length 4096

Max duration 50B tokens

LR schedule Cosine decay (from OLMo 2 anneal config)
Hardware 8 nodes x 8 H100 GPUs

Supervised Finetuning (SFT) Each domain expert is fine-tuned for 2 epochs on a mixture
of domain-specific and general SFT data.

Learning rate le-4

Sequence length 4,096

Max duration 2 epochs

Hardware 2 nodes x 8 H100 GPUs

SFT data Domain + general mix (see Table 4)

Reinforcement Learning (RLVR) We use GRPO with verifiable rewards for math and
code.

Learning rate 6e-7

LR schedule Constant
Max prompt length 2,048 tokens
Response length 4,096 tokens
Pack length 7,168 tokens

Rollout samples per prompt 8
Unique prompts per rollout 64

Mini-batches 4
Hardware 2 nodes x 8 H100 GPUs
Temperature 1.0

Router Training After merging all experts, only the router parameters are trained.

Learning rate le-4

Sequence length 2,048

Max duration 2 epochs

Training data 5% stratified SFT sample (all domains)
Hardware 5 nodes x 8 H100 GPUs (1 per expert)

Frozen parameters All non-router weights

D Detailed Evaluation Results

We evaluate across seven domain categories. All evaluations use chat formatting with
zero-shot chain-of-thought prompting unless otherwise noted.
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Chat We measure instruction-following and open-ended conversational quality using
AlpacaEval (Dubois et al., 2025) (Ilength-controlled win rate) and IFEval (Zhou et al., 2023)
(prompt-level loose accuracy on verifiable instruction-following constraints).

Knowledge We assess factual knowledge using MMLU (Hendrycks et al., 2021a) (zero-shot
chain-of-thought), PopQA (Mallen et al., 2023) (15-shot, exact match), and SimpleQA (Wei
et al., 2024) (F1).

Reasoning We evaluate general reasoning with BBH (Suzgun et al., 2022) (zero-shot
chain-of-thought), GPQA (Rein et al., 2023) (zero-shot chain-of-thought), ZebraLogic (Lin
et al., 2025) (constraint satisfaction and logical deduction), and AGIEval (Zhong et al., 2023)
(English subsets, zero-shot chain-of-thought).

Math We use MATH (Hendrycks et al., 2021b) (zero-shot, exact match flex with \boxed{}
extraction) and GSMS8K (Cobbe et al., 2021) (zero-shot, exact match flex).

Code We measure code generation with HumanEval+ (Liu et al., 2023) (zero-shot chat,
pass@1) and MBPP+ (Liu et al., 2023) (zero-shot chat, pass@1).

Tool Use We evaluate function-calling and tool use with BFCL (Patil et al., 2025) (accuracy
across all subtasks).

Safety We measure both proper refusal of harmful requests and avoidance of over-refusal
using HarmBench (Mazeika et al., 2024), TrustLLM (Huang et al., 2024), WildGuard (Han
et al., 2024), WildJailbreak (Jiang et al., 2024b) (benign subset to measure over-refusal), and
Do Anything Now (DAN; Shen et al., 2024).

Per-benchmark results for all models are reported in the tables below.

Per-expert (2x7B) Baselines
— =)

- £ ¥ £ =
g = = @ z E N g

s 5 2 5 2 g 5 ¢ = &= & 7

= + + + + 3 5 A Py Py u>'<u b=

2 £ £ & & Z F o g ¥ P 2 B

= < < -~ 9] 9] T

Category  Benchmark 5 > = S S e & = 3 p= p= B &
Chat AlpacaEval 20.0 11.2 12.1  10.0 8.9 10.1 93 114 8.6 0.0 13.8 7.8 17.0
IFEval 77.8 70.6 73.0 699 732 68.6 669 660 689 11.8 713 651 70.8

MMLU 59.3 604 622 590 598 59.6 595 604 587 0.0 602 556 615

Knowledge PopQA 21.7 21.6 209 223 215 212 219 205 184 0.0 227 136 202
SimpleQA 4.6 4.5 4.0 4.1 43 4.6 4.7 42 3.4 0.2 4.6 24 4.0

BBH 399 377 388 376 386 362 363 39.1 36.7 75 38.8 383 403

Reasonin GPQA 28.6 29.5 259 295 275 275 270 268 28.6 165 277 28.6 275
SONNE  ZebraLogic 33 41 41 38 29 28 40 49 40 00 41 36 41
AGIEval 473 53.6 544 476 48.0 483 477 526 482 169 494 518 53.6

Math MATH 70 21.1 36.8 87 86 7.7 71 31.6 153 0.0 117 39.7 19.8
GSMS8K 402 627 748 415 452 36.0 378 808 747 05 541 845 776

Code HumanEval+ 26 13.1 16.3 448 462 11.0 9.1 489 453 0.0 180 279 449
MBPP+ 21.0 27.8 278 50.7 54.6 229 223 508 404 0.8 322 363 423

Tool Use BFCL 253 21.6 19.8 19.7 198 464 21.1 456 409 19.7 19.7 479 453
HarmBench 52.8 66.6 669 634 634 666 928 900 875 119 706 894 875

TrustLLM 21.8 55.0 59.0 69.2 625 675 945 96.0 925 58 658 945 86.0

Safety WildGuard 684 773 776 786 758 786 991 989 992 19.0 848 981 99.6
WildJailbreak 100.0 984 100.0 99.6 99.2 992 884 88.0 89.2 24 988 88.8 988

DAN 13.3  66.0 733 757 757 837 983 970 970 6.7 727 987 923

Table 7: Per-benchmark results for all models. Eval settings are described in §4.3. Retraining
(mid+post-train)' is omitted for space; see Table 1.

19



Math Code Tool Use Safety

> > > >

E 5 [ i

= g £ £ £
= £ % § % § 0% 0§ %
= R R 2 g 2
5 A p= A p= A p= A p=
Chat AlpacaEval 200 12 112 40 100 3.7 101 87 93
IFEval 77.8 301 706 488 699 405 686 322 669
MMLU 59.3 481 604 533 59.0 428 596 56.1 595
Knowledge PopQA 217 157 216 212 223 101 212 148 219
SimpleQA 4.6 2.5 45 3.5 4.1 3.0 4.6 4.0 4.7
BBH 399 254 377 245 376 160 362 266 363
Reasonin GPQA 286 261 295 299 295 228 275 241 27.0
& ZebraLogic 33 08 41 33 38 01 28 1.5 40
AGIEval 473 428 536 432 476 419 483 458 477
Math MATH 70 212 211 6.1 8.7 4.1 7.7 4.7 7.1
GSM8K 40.2 460 62.7 263 415 211 36.0 36.1 37.8
Code HumanEval+ 26 204 131 499 448 65 110 108 9.1
MBPP+ 21.0 252 27.8 500 507 6.8 229 215 223
Tool Use BFCL 253 19.7 216 205 19.7 449 464 197 21.1
HarmBench 528 322 666 619 634 891 66,6 99.7 928
TrustLLM 21.8 135 550 520 692 588 675 99.0 945
Safety WildGuard 684 533 773 726 786 750 786 988 99.1
WildJailbreak 100.0 95.6 984 98.0 99.6 628 992 87.6 884
DAN 13.3 21.7 66.0 427 757 79.0 83.7 100.0 98.3

Table 8: Per-benchmark results for SFT data mixing ablation (Table 4).
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IFEval 77.8
MMLU 593 598 591 603 604
Knowledge PopQA 217 215 218 213 205
SimpleQA 46 4.1 42 46 42
BBH 399 394 386 387 391
Reasonin GPQA 28.6 31.7 257 295 268
& ZebraLogic 33 40 45 39 49
AGIEval 473 528 53.0 508 526
Math MATH 70 400 373 324 316
GSM8K 402 758 798 80.6 808
Code HumanEval+ 26 131 512 494 489
MBPP+ 21.0 272 450 472 508
Tool Use BFCL 253 21.0 199 458 456
HarmBench 528 625 594 628 90.0
TrustLLM 21.8 50.8 602 633 96.0
Safety WildGuard 684 772 781 776 989
WildJailbreak  100.0 98.8 98.8 98.8 88.0
DAN 133 583 657 720 97.0

Table 9: Per-benchmark results for expert interference (Table 2).
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Math Code
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Chat AlpacaEval 11.2 12.0 10.6 9.6 9.6 99 10.0 9.6
IFEval 706 749 654 667 68.0 723 63.6 66.7
MMLU 604 59.8 60.2 600 595 596 60.0 60.0
Knowledge PopQA 21.6 215 220 21.8 224 212 219 218
SimpleQA 4.5 4.1 4.5 4.0 4.6 4.5 4.5 4.0
BBH 377 394 382 387 375 371 39.7 387
Reasonin GPQA 295 31.7 308 283 283 275 288 283
& Zebral.ogic 4.1 4.0 3.6 4.5 3.1 3.6 4.3 4.5
AGIEval 53.6 528 523 511 480 475 525 51.1
Math MATH 211 40.0 213 334 8.0 78 329 334
GSMS8K 627 758 652 796 398 438 802 79.6
Code HumanEval+ 13.1 13.1 51.1 505 251 492 29.0 50.5
MBPP+ 278 272 481 46.0 342 534 379 46.0
Tool Use BFCL 21.6 21.0 450 455 215 19.7 459 455
HarmBench 66.6 625 888 891 675 628 909 89.1
TrustLLM 550 50.8 935 93.8 65.0 73.0 942 938
Safety WildGuard 773 772 988 988 781 782 985 988
WildJailbreak 984 98.8 876 90.8 984 988 90.0 90.8
DAN 66.0 583 960 967 740 70.0 97.7 96.7

Table 10: Per-benchmark results for modular upgrades (Table 3).
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BAR BTX
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Chat AlpacaEval 37 89 84 113 96 20 72 83 79 78
IFEval 582 652 579 636 667 470 634 612 621 651

MMLU 485 578 527 592 60.0 360 536 543 552 556

Knowledge PopQA 170 209 208 222 218 9.7 154 164 145 13.6
SimpleQA 29 37 36 42 40 14 33 30 30 24

BBH 314 370 346 381 387 2068 358 372 375 383

Reasonin GPQA 259 266 292 281 283 221 248 283 261 286
& ZebraLogic 03 32 23 50 45 18 25 45 50 36
AGIEval 359 459 436 529 511 316 433 446 502 518

Math MATH 42 69 57 322 334 39 84 111 358 397
a GSMS8K 202 398 334 779 796 177 435 523 822 845
Code HumanEval+ 63 127 120 479 505 45 154 149 229 279
MBPP+ 144 259 211 491 460 107 263 254 335 363

Tool Use BFCL 31.6 445 422 426 455 385 43.6 445 455 479
HarmBench 80.6 906 875 919 89.1 838 912 916 881 894

TrustLLM 845 93.0 935 95.0 938 825 942 942 948 945

Safety WildGuard 929 991 985 993 988 96.1 988 979 985 981
WildJailbreak 84.0 840 892 88.0 908 728 888 864 90.0 888

DAN 90.3 927 980 983 967 91.0 99.7 983 983 987

Table 11: Per-benchmark comparison of BAR vs BTX across active expert counts (Table 6).
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