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Abstract
Large language models have achieved signifi-
cant reasoning improvements through reinforce-
ment learning with verifiable rewards (RLVR).
Yet as model capabilities grow, constructing high-
quality reward signals becomes increasingly dif-
ficult, making it essential to understand when
RLVR can succeed under weaker forms of su-
pervision. We conduct a systematic empirical
study across diverse model families and reasoning
domains under three weak supervision settings:
scarce data, noisy rewards, and self-supervised
proxy rewards. We find that generalization is
governed by training reward saturation dynamics:
models that generalize exhibit a prolonged pre-
saturation phase during which training reward and
downstream performance climb together, while
models that saturate rapidly memorize rather than
learn. We identify reasoning faithfulness, defined
as the extent to which a model’s intermediate steps
logically support its final answer, as the pre-RL
property that predicts which regime a model falls
into, while output diversity alone is uninformative.
Motivated by these findings, we disentangle the
contributions of continual pre-training and super-
vised fine-tuning, finding that SFT on explicit rea-
soning traces is necessary for generalization under
weak supervision, while continual pre-training on
domain data amplifies the effect. Applied together
to Llama3.2-3B-Base, these interventions enable
generalization across all three settings where the
base model previously failed.

1. Introduction
Reinforcement learning with verifiable rewards (RLVR) has
emerged as a powerful paradigm for improving reasoning ca-
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pabilities in large language models (Guo et al., 2025; Jaech
et al., 2024; Team et al., 2025). With only binary feedback
on correctness, RLVR has enabled substantial gains across
diverse reasoning tasks without requiring dense supervision.
However, recent findings suggest these improvements may
be driven by factors other than the integration of correctness
signals. Some studies report that RLVR succeeds even un-
der extreme conditions: training on just a single example
can yield significant gains (Wang et al., 2025a), and random
or incorrect rewards sometimes match ground-truth perfor-
mance (Shao et al., 2025). Other work shows that proxy
signals such as self-certainty (Zhao et al., 2025; Prabhudesai
et al., 2025), entropy minimization (Agarwal et al., 2025),
majority voting (Zuo et al., 2025), or self-generated training
data (Huang et al., 2025) can replace verifiable rewards.

Furthermore, techniques that succeed on one model family
often fail on others (Shao et al., 2025), underreported base-
lines may inflate perceived benefits (Chandak et al., 2025),
and prolonged training with proxy rewards (i.e., reward
signals derived from model outputs without ground-truth
verification) can lead to reward hacking and performance
collapse (Shafayat et al., 2025). These mixed results leave a
fundamental question: When can RLVR generalize1 under
weak supervision, and what determines success or failure?

Understanding when RLVR works under weak supervision
matters for practice. Ground-truth verifiers are often limited:
labels may be noisy or unavailable, and as models become
stronger than their supervisors, alternative reward signals
become necessary (Burns et al., 2023).

We conduct a systematic empirical study of RLVR under
weak supervision across two model families (Qwen and
Llama), and three reasoning domains (MATH, SCIENCE,
and GRAPH). Our work is organized around three questions:

• RQ1 (Weak Supervision): Does RLVR generalize across
model families and domains under scarce data, noisy re-
wards, and self-supervised proxy rewards?

• RQ2 (Model Properties): What pre-RL model proper-

1Throughout, we use generalization to mean improvement on
downstream evaluation benchmarks, both in-domain held-out sets
and out-of-domain transfer, following RL training.
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ties determine whether a model generalizes under weak
supervision?

• RQ3 (Intervention): How can we enable generalization
in models that fail under weak supervision?

Our investigation uncovers three findings. First, general-
ization under weak supervision is governed by training
reward saturation dynamics. Models that generalize ex-
hibit a prolonged pre-saturation phase during which training
reward climbs steadily and the model learns transferable rea-
soning patterns; models that fail saturate rapidly and enter a
post-saturation phase where further training yields diminish-
ing returns. Which regime a model falls into depends on its
pretraining priors: models with strong domain-aligned pre-
training (Qwen on MATH and SCIENCE) sustain extended
pre-saturation phases and generalize under scarce data, noisy
rewards, and self-supervised proxy rewards, while models
without such priors (Llama across all domains, and Qwen on
GRAPH) saturate rapidly and fail to generalize even under
moderate label noise. We treat the model-family contrast as
a proxy for pretraining-prior strength rather than an intrin-
sic property of either family, a reading that §4 confirms by
showing that continual pre-training on math data transforms
Llama’s RL behavior to resemble Qwen’s.

Second, reasoning faithfulness, not output diversity, dis-
tinguishes models that generalize from models that mem-
orize. A natural hypothesis for rapid saturation is that fail-
ing models lack exploratory capacity. We find the oppo-
site: Llama models reach perfect training reward faster than
Qwen and maintain higher output diversity throughout train-
ing, yet they generalize poorly. The missing property is
reasoning faithfulness, defined by whether a model’s inter-
mediate steps logically support its final answer. Models that
saturate rapidly produce correct answers through reason-
ing chains that do not justify them, memorizing rather than
learning. Diversity is only informative when considered
jointly with faithfulness.

Third, SFT on explicit reasoning traces is necessary for
generalization under weak supervision, and continual
pre-training amplifies the effect. We run a controlled
comparison that disentangles the two interventions, train-
ing Llama3.2-3B Base, a continually pre-trained variant
(CPT, ours), and Instruct, each with either Thinking SFT
(explicit reasoning traces) or Non-Thinking SFT (final so-
lutions only). Thinking SFT is necessary: it improves rea-
soning faithfulness, extends the pre-saturation phase, and
enables generalization under all three weak supervision set-
tings, while Non-Thinking SFT on the same prompts fails.
Continual pre-training is a multiplier rather than a substitute.
CPT combined with Thinking SFT produces the strongest
generalization, recovering performance in settings where
Llama previously failed.

2. Experimental Setup
We evaluate the following model families: (1) Qwen2.5-
1.5B / 3B (Base): General-purpose models pretrained on 18
trillion tokens (Team, 2024); (2) Qwen2.5-Math-1.5B / 7B
(Math-specialized): Built upon Qwen2.5 with an additional
1 trillion math-related tokens (Yang et al., 2024); (3) Llama-
3.2-3B / 8B-Instruct (Instruction-tuned): Pretrained on 9
trillion tokens and aligned via SFT, rejection sampling, and
DPO (Dubey et al., 2024). We use the Instruct variants for
Llama because the base models do not reliably follow the
required format for on-policy rollouts. We revisit Llama-
Base in §4 , where SFT handles the format-following issue.

Domains and Datasets. We select three domains with vary-
ing levels of pretraining exposure: MATH (high exposure),
SCIENCE (moderate coverage) and GRAPH tasks (underrep-
resented in typical pretraining corpora). We use Skywork-
OR1 (He et al., 2025a) for MATH, SCP datasets (Liu et al.,
2025a; Lu et al., 2025) spanning physics, chemistry, and
biology for SCIENCE, and tasks from Reasoning Gym (Sto-
janovski et al., 2025) involving discrete algorithmic reason-
ing for GRAPH. For Math and Science, we use the 1.5B/3B
models as our primary experiments and additionally evalu-
ate 7B/8B models to verify that our findings hold at larger
scale. For GRAPH, we only use the 7B/8B variants be-
cause the smaller models achieve solve@16 = 0, leaving
no informative signal for RL. More details are provided in
Appendix B.

Model-Aware Data Filtering. To ensure informative train-
ing signals, we implement model-specific difficulty filtering.
For each problem, we sample 16 responses and count correct
solutions (solve@16 ∈ [0, 16]). We retain only problems
where solve@16 ∈ [1, 15], effectively discarding instances
that are either trivial or intractable for the model, stratified
equally across difficulty levels (details in Appendix B.2).
This filtered set serves as the candidate pool for all weak
supervision settings studied in this work; we describe how
training data is constructed from this pool for all settings
in §3.

Training Configuration. We use GRPO (Group Relative
Policy Optimization) as our RL algorithm (Shao et al., 2024).
For each query q sampled from training datasets D, a group
of individual responses {oi}Gi=1 are sampled from the policy
πθold before the update. GRPO maximizes the following
objective:

JGRPO(θ) =E(q,a)∼D,{oi}G
i=1∼πθold (·|q)

[
1

G

G∑
i=1

1

|oi|

|oi|∑
t=1

min
(
ρi,tÂi, clip(ρi,t, 1−ϵ, 1+ϵ)Âi

)
− βDKL(πθ||πref)

]
,

where ρi,t :=
πθ(oi,t|q,oi,<t)
πθold (oi,t|q,oi,<t)

denotes the probability ratio
between the current and pre-update sampling policy and
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Qwen2.5-Math-1.5B (7B) Qwen2.5-1.5B Llama3.2-3B-Instruct (8B) N=8 N=min(2048, Nmax)

Figure 1. Comparison of training dynamics and test performance (avg@16 metric) across model families and domains. For each
domain, we plot training reward (column 1), in-domain benchmark performance (column 2-3) and OOD benchmark performance (column
4) over RL steps for two dataset sizes: 8 (solid lines) and Nmax (dashed lines), where Nmax is the largest available training set in the
domain for the model. For MATH and SCIENCE, Nmax = 2048. For Graph, Nmax = 882 for Qwen model and Nmax = 256 for Llama
model. Colored vertical dashed lines mark the saturation step tNsat for each run. The shaded region indicates one standard deviation over
independent sampling. Qwen models exhibit extended pre-saturation phases and generalize from 8 samples, while Llama models
saturate rapidly with limited gains. Corresponding results for 7B and 8B models on MATH and SCIENCE are provided in Appendix C.3.

Âi :=
ri−mean({ri}G

i=1)

std({ri}G
i=1))

is the advantage of i-th response
calculated by normalizing the group-level rewards. Rewards
ri ∈ {0, 1} are binary and assigned by ground-truth answer
verification. The KL regularization DKL(πθ||πref) is applied
to a fixed reference policy πref, weighted by a scalar coeffi-
cient β. All experiments use the verl framework (Sheng
et al., 2024) (hyperparameter details in Appendix B.3).

Evaluation. We evaluate reasoning performance using
avg@16 accuracy (average pass@1 over 16 independent
samples per problem) with temperature 1.0 sampling and re-
port pass@k for k ∈ {4, 8, 16} in the Appendix. For MATH,
we use MATH-500, AMC, AIME 2024, AIME 2025, Min-
erva Math, and OlympiadBench evals. For SCIENCE, we
use GPQA-Diamond, a held-out SCP-Hard set (Liu et al.,
2025a) (a subset of SCP problems where both Qwen2.5-
1.5B and Llama-3.2-3B-Instruct achieve solve@16 = 1 pre-
RL), Science Bench, MMLU-Science, and SuperGPQA. For
GRAPH, we use held-out Quantum Lock and Largest Island
tasks from Reasoning Gym (Stojanovski et al., 2025), fil-
tered similarly to solve@16 = 1. For each domain, we des-
ignate benchmarks as in-domain or out-of-domain (OOD).
For example, for MATH training, MATH-500 and AMC
are in-domain, while SCP-Hard and GPQA-Diamond are
OOD (full assignments in Appendix Table 2). We report
representative results in the main text and full results in the
Appendix.

3. RLVR Under Weak Supervision
To understand when RLVR generalizes under weak super-
vision, we study three settings: scarce data (§3.1), noisy
rewards (§3.2), and self-supervised proxy rewards (§3.3).
We then analyze policy behavior to explain why some mod-
els succeed and others fail under these conditions (§3.4).
We additionally analyze GRPO baseline selection in Ap-
pendix E.

Throughout this section, we compare Qwen and Llama
model families. We treat this comparison as a proxy for vari-
ation in pretraining priors rather than an intrinsic property of
either family: Qwen2.5-Math is pretrained on an additional
1T math-specific tokens, while Llama-3.2-Instruct is aligned
for general instruction-following. The contrast we report
is between models with strong domain-aligned pretraining
and those without, and §4 confirms this interpretation by
showing that continual pre-training on math data transforms
Llama’s RL behavior to resemble Qwen’s.

3.1. Scarce Data

To understand how data scarcity affects RLVR general-
ization, we investigate training dynamics across dataset
sizes N ∈ {8, 32, 64, 512, 2048} across diverse model fam-
ilies and domains. Unlike prior work on sample-efficient
RLVR (Wang et al., 2025a; Sun et al., 2025), which se-
lect specific data points, we use stratified random sampling

3
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Table 1. Comparison of saturation steps t(8)sat , pre-saturation gain ∆
(8)
sat and post-saturation residual ∆∗(8)

post across model families
and training domains when training on 8 examples. We additionally report the large-small gap G

(n1,8)
sat,in and G

(n1,8)
sat,ood. For Graph, the

largest available setting is n1 = 882 for Qwen model and n1 = 256 for Llama model (marked with †). The green cells mark ∆
(8)
sat > 0

(effective pre-saturation learning) while red mark rapid saturation t
(8)
sat < 100. The large-small gap at saturation steps G

(n1,8)
sat,in and

G
(n1,8)
sat,ood are generally small. Results on more benchmarks and pass@k metrics are reported in Table 3-7 in Appendix.

Model t
(8)
sat

In-domain Benchmarks OOD Benchmark

∆
(8)
sat ∆

∗(8)
post ∆

(8)
sat ∆

∗(8)
post Gsat,in ∆

(8)
sat ∆

∗(8)
post Gsat,ood

Training Domain: Math MATH500 AMC G
(2048,8)
sat,in SCP-Hard G

(2048,8)
sat,ood

Qwen2.5-Math-1.5B 302 29.7 1.5 18.7 0.6 -1.1 10.5 2.1 2.4
Qwen2.5-1.5B 170 32.1 0.9 12.7 3.3 -0.5 7.0 0.3 -0.4
Llama3.2-3B-Instruct 55 10.8 -1.9 8.8 -2.1 -0.9 3.9 0.0 1.5

Training Domain: Science SCP-Hard GPQA-Diamond G
(2048,8)
sat,in MATH500 G

(2048,8)
sat,ood

Qwen2.5-Math-1.5B 268 14.5 1.1 16.9 1.6 1.1 25.3 0.8 1.1
Qwen2.5-1.5B 161 6.4 0.2 13.3 1.7 1.8 32.3 2.1 1.2
Llama3.2-3B-Instruct 61 1.8 1.7 11.9 3.0 5.1 7.3 2.2 0.6

Training Domain: Graph Quantum Lock Largest Island G
(n1,8)†
sat,in MATH500 G

(n1,8)†
sat,ood

Qwen2.5-Math-7B 150 8.3 4.9 19.8 1.9 -1.8 21.0 2.1 -3.7
Llama3.1-8B-Instruct 29 10.1 7.1 1.8 1.0 3.0† 9.1 3.8 0.0†

across difficulty levels defined in §2. For N < 64, we re-
peat prompts uniformly to reach batch size 64 (e.g., N = 8
implies 8 repeats).

To study training dynamics, we leverage reward saturation to
distinguish periods where the policy improves on the train-
ing dataset from those where it plateaus. Intuitively, once
training reward saturates, further updates yield little new sig-
nal. We define r̄t := Eq∼D, {oi}G

i=1∼πold(·|q)

[
1
G

∑G
i=1 ri

]
as

the expected training reward at update step t ∈ {1, . . . , T},
and let r̄max := max1≤t≤T r̄t be the maximum reward ob-
served during training. We identify training has saturated
once the reward is close to this maximum, and define the
saturation step as the earliest update where this occurs:

tsat := inf
{
t ∈ {1, . . . , Teff} : r̄t ≥ ϵmaxr̄max}.

We use ϵmax = 0.99 and set Teff = T−50, i.e., we search for
tsat only up to the first Teff updates to avoid boundary effects
near the end of training. We define the pre-saturation phase
as all steps t ∈ {1, . . . , tsat − 1} and post-saturation phase
as all steps t ∈ {min(tsat, T ), . . . , T}.

To quantify data efficiency, we introduce three metrics.
Let M (n)(t) denote an evaluation metric (e.g., avg@16 on
MATH-500) at training step t for training with n samples,
and t

(n)
sat be the corresponding saturation step.

• Pre-saturation gain ∆
(n)
sat (M): performance gain from

initialization to saturation as ∆(n)
sat (M) := M (n)

(
t
(n)
sat

)
−

M (n)(0). Larger positive values indicate effective learn-
ing before saturation.

• Post-saturation residual ∆
∗(n)
post(M): maximum addi-

tional gain after saturation, defined as ∆
∗(n)
post(M) :=

max
t∈[t

(n)
sat , T ]

M (n)(t) − M (n)
(
t
(n)
sat

)
. Values near zero

indicate negligible post-saturation gains.

• Large-small gap G
(n′,n)
sat (M): we define this gap as

M (n′)(t
(n)
sat ) − M (n)(t

(n)
sat ) for n′ > n, which compares

performance between larger (n′) and smaller (n) datasets
at the saturation step of the smaller run. At the smaller
run’s saturation step, how much better does the larger run
perform? Larger positive values indicate substantial ben-
efit from more data; values near zero suggest limited ad-
vantage from increasing dataset size. We denote G

(n1,8)
sat,in

as the average gap over the in-domain benchmarks, and
G

(n1,8)
sat,ood as the average gap over OOD benchmarks.

Pre-saturation phase dominates small-sample learning,
and its length predicts generalization. Table 1 sum-
marizes the proposed metrics across model families and
training domains when training on 8 examples. Results
on more benchmarks and pass@k metrics are provided in
Appendix C.2 and Tables 3-7. All model-domain pairs
show clearly positive ∆(8)

sat for all metrics (i.e., both avg@16
and pass@k, k ∈ {4, 8, 16}) across in-domain and out-of-
domain benchmarks, indicating that as few as 8 training
examples can trigger measurable learning during the pre-
saturation phase. Neither G

(2048,8)
sat,in nor G

(2048,8)
sat,out is sig-

nificantly greater than zero on 7 out of 8 model-domain
pairs, indicating that the pre-saturation improvements are
often comparable to those obtained with larger training sets.
This suggests that early learning is not strongly data-limited.
In contrast, the post-saturation residual ∆∗(8)

post is typically

smaller than ∆
(8)
sat, indicating diminishing returns once the

4
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Figure 2. Effect of reward label corruption on training dynam-
ics and generalization. γ denotes the fraction of training prompts
with corrupted labels, ranging from clean (γ = 0) to mostly in-
correct (γ = 0.9). For Qwen on GRAPH and Llama on MATH,
generalization degrade at γ ≥ 0.5. For Llama, training reward
curves stay close across all γ, suggesting overfitting to noise.

8-sample run reaches t(8)sat.

Fig. 1 shows the training curves across data scales. The
length of the pre-saturation phase is the primary determinant
of whether a model can generalize. With 8 training samples,
Qwen2.5-Math-1.5B on MATH increases reward steadily
for over 300 steps; this sustained ascent allows the model to
extract generalizable reasoning patterns that transfer to held-
out evaluation benchmarks such as MATH-500 and SCP-
Hard. A within-family comparison isolates the pretraining
effect: Qwen2.5-Math-1.5B, which shares architecture with
Qwen2.5-1.5B but has additional math-specific pretraining,
saturates more slowly and transfers further (Table 1).

Figs. 13, 14, and 15 (Appendix C.1) show the full range
N ∈ {8, 32, 64, 512, 2048} across MATH, SCIENCE, and
GRAPH. For Qwen models on MATH and SCIENCE, in-
domain performance is nearly independent of N . For Llama
across all domains, and for Qwen on GRAPH, different N
produces visibly different dynamics on some of the evals,
with smaller datasets saturating earlier and at lower down-
stream performance.

Models without domain-aligned priors saturate rapidly
and fail to generalize. In contrast, Llama models across all
domains, and Qwen on GRAPH (Fig. 1) exhibit clear depen-
dence on data scale. For Llama, training on 8 samples leads
to rapid saturation, with t

(8)
sat occurring within the first 100:

it maximizes the training reward much faster than the Qwen
models. These models require larger datasets (N ≥ 512) to
achieve meaningful generalization (details in Appendix C.1
Fig. 13 and Fig. 14). The results in the GRAPH domain sug-

gest that even for models with strong mathematical priors,
the lack of domain-specific pre-training accelerates satura-
tion and necessitates higher data volume to drive learning.
We further provide illustrations for 7B and 8B models on
MATH and SCIENCE domains in Appendix C.3.

Extended pre-saturation enables out-of-domain transfer.
Positive ∆

(8)
sat values in Table 1 indicate that the reasoning

patterns learned during the pre-saturation phase transfer
across domains, particularly for Qwen models. With only
8 samples, Qwen2.5-1.5B trained on MATH achieves con-
sistent gains on the out-of-domain SCIENCE benchmark
(SCP-Hard), while Qwen2.5-Math-7B trained on GRAPH
improves out-of-domain MATH-500 performance by 21.0%
(Fig. 1). In contrast, Llama models show limited out-of-
domain transfer even when in-domain performance im-
proves; their gains remain localized to the specific training
distribution.

Takeaway:
(1) RLVR can generalize from as few as 8 samples
when models remain in an extended pre-saturation
phase, whereas rapidly saturating models require sub-
stantially more data. (2) Whether scarce-data learning
succeeds is model- and domain-dependent, reflecting
the influence of pretraining priors. (3) In the low-data
regime, Llama models can achieve perfect training re-
wards much faster than Qwen by rapidly memorizing
training examples but achieve little meaningful task
learning.

3.2. Noisy Rewards

When ground-truth verifiers are available but imperfect, re-
ward labels may contain errors. To evaluate RLVR robust-
ness to such noisy supervision, we vary the fraction of incor-
rect labels γ by randomly replacing ground-truth answers
with the most frequent incorrect answer produced by the
model itself (details in Appendix D.1). Unless otherwise
noted, experiments use N = 2048.

RLVR demonstrates robustness to reward noise, but
generalization varies across models. Fig. 2 and Appendix
Fig. 26 summarize performance across seven model–domain
pairs under varying γ. At γ ≤ 0.3, test performance across
most settings remains close to the clean rewards (γ = 0), in-
dicating robustness to moderate label noise. On MATH
and SCIENCE, Qwen models maintain gains under sub-
stantial corruption (up to γ = 0.7). In contrast, Qwen
on GRAPH and Llama on MATH and SCIENCE degrade at
γ ≥ 0.5. Higher γ leads to consistently lower training re-
wards throughout training, but for Llama on MATH, training
reward curves remain nearly identical across all γ despite
severe corruption, indicating Llama fits incorrect answers

5
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Figure 3. Comparison of reward variants (RLVR, self-certainty,
majority vote) with 1024 training samples. Proxy rewards with-
out verifiers exhibit failure modes under prolonged training: train-
ing collapse (self-certainty) and reward spikes followed by perfor-
mance drops (majority vote) (more results are in Appendix D.2).

more easily. We also observe that model-domain pairs with
faster saturation (§3.1) are generally less robust to label
noise, a connection we develop in §3.4 and §4.

Takeaway: Robustness to label noise varies sharply
across model-domain pairs: Qwen on MATH and SCI-
ENCE tolerates up to 70% corruption, while Llama
and Qwen on GRAPH degrade at 50%. Model-domain
pairs that saturate faster under clean rewards are less
robust, and Llama fits corrupted labels nearly as fast
as clean ones — evidence that rapid saturation reflects
memorization capacity rather than learning efficiency.

3.3. Self-Supervised Proxy Rewards

When ground-truth verifiers are entirely unavailable, models
must rely on alternative reward signals (Burns et al., 2023;
Rahman et al., 2025; Bowman et al., 2022). Recent work
has proposed self-supervised proxy rewards derived from
model outputs, but whether these approaches work well
across model families and task domains remains unexplored.
We evaluate two such rewards: self-certainty (Zhao et al.,
2025) and majority vote (Zuo et al., 2025) (implementation
details in Appendix D.2).

Proxy rewards trigger reward hacking and policy col-
lapse. While RLVR tolerates moderate label noise in some
model-domain pairs (§3.2), Fig. 3 shows that fully replacing
verifiable feedback with self-supervised proxy signals intro-
duces severe failures under prolonged training. Only math-
specialized models (Qwen2.5-Math-1.5B on MATH and

Figure 4. Evolution of semantic diversity during 8-sample train-
ing on MATH. Llama shows significantly higher post-saturation
diversity than Qwen, albeit with lower performance outcomes.

SCIENCE) show improvement with majority voting, while
other models fail entirely. For Qwen2.5-3B on SCIENCE,
majority voting yields temporary gains before collapse after
500 steps, as the policy converges toward a single output
to maximize agreement. Self-certainty rewards lead to per-
formance collapse across all settings. These results show
that current self-supervised proxy rewards are insufficient
to replace verifiable feedback in most settings. (details in
Appendix D.2 and Fig. 27).

Takeaway: Self-supervised proxy rewards succeed
only for math-specialized models (Qwen-Math under
majority voting). Other models exhibit the same pat-
tern we observed in §3.1 and §3.2: faster saturation
and weaker pretraining priors coincide with brittle-
ness. Under prolonged training, the failure mode
is reward hacking: policies converge toward outputs
that maximize the proxy without corresponding down-
stream gains.

3.4. Why Do Models Fail Under Weak Supervision?

The results in §3.1–§3.3 show a consistent pattern: models
with strong domain-aligned pretraining (Qwen on MATH
and SCIENCE) generalize under weak supervision, while
those without (Llama across domains, Qwen on GRAPH)
fail. A natural hypothesis, motivated by prior work link-
ing diminished exploratory capacity to rapid policy satura-
tion (Cui et al., 2025), is that failing models produce less
diverse outputs. To test this, we analyze model behavior
along two complementary axes: response diversity and rea-
soning faithfulness. Formal definitions and implementation
details are provided in Appendix F.

To quantify response diversity, we quantify semantic di-
versity to characterize meaningful patterns in the model’s
reasoning rather than surface-level variation (Farquhar et al.,
2024; Li et al., 2025). We measure diversity on the 8-sample
subset of the MATH, SCIENCE and GRAPH training datasets,
as well as on the MATH-500 evaluation dataset, over a se-
lection of prompts at various steps throughout training. For
each prompt, we cluster model responses using pairwise
similarity judgments from an LLM judge and define the
diversity score as the Shannon diversity index over the re-
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Figure 5. Evolution of reasoning faithfulness (on correct sam-
ples) and faithful diversity on models throughout RL using 8
samples from a variety of datasets. Llama models in the MATH
domain exhibit significantly lower faithfulness compared to Qwen.

sulting clusters. See Figure 31 for the judge model prompt.

High diversity does not prevent rapid saturation. Fig. 4
reports the evolution of diversity scores for models trained
on 8 samples from the MATH training dataset, computed
on the corresponding training set. Llama reaches reward
saturation earlier and retains higher diversity than Qwen,
the opposite of what the exploration-saturation hypothesis
predicts. Diversity computed on the MATH-500 evaluation
dataset is presented in the appendix (Fig. 30).

Since diversity alone does not explain failure under weak
supervision, we investigate the faithfulness of a model’s
reasoning. Inspired by prior work (Baker et al., 2025), we
define a response as faithful if its reasoning trace contains
the information needed to justify the final answer and is
logically consistent with it. At a given training step and for
a given prompt, we categorize each policy rollout as aligned,
partially aligned, or misaligned based on rubrics provided
to an LLM-as-a-judge (see prompt in Fig. 32). We then
compute the policy faithfulness rate Fπ(l) as the fraction of
responses assigned to label l. Appendix F outlines results
for inter-model agreement on alignment categorization to
evaluate the reliability of our LLM-as-a-judge.

Models with rapid saturation exhibit low reasoning faith-
fulness. Fig. 5 (left) shows the fraction of correct responses
that are aligned over RL training across models and domains
studied in §3.1. On the MATH domain, the Llama model
shows much lower reasoning faithfulness during training
than the Qwen models. This indicates that Llama’s rapid re-
ward gains do not reflect improved reasoning: a substantial
fraction of correct answers are memorized, with reasoning
traces that do not support them. Fig. 33 in Appendix F
includes additional faithfulness results on these domains,
covering proportion aligned and proportion misaligned on
correct, incorrect and all responses.

Reasoning diversity should be considered jointly with

faithfulness. Fig. 5 (right) reports faithful diversity: di-
versity computed only over faithful responses. This joint
measure reveals a consistent pattern across all three domains.
On MATH, Llama’s apparent diversity advantage (Fig. 4)
disappears — most diverse responses are unfaithful, and the
faithful subset is narrow. On SCIENCE, aligned proportions
are uniformly high across models, masking real differences
in reasoning quality; faithful diversity separates them, with
Qwen-Math maintaining the highest values throughout train-
ing. On GRAPH, Qwen-Math and Llama show comparable
aligned proportions, but Qwen-Math sustains higher faithful
diversity. In every case, the model that generalizes best in
§3.1 is the one exploring the widest range of faithful rea-
soning paths — not the one with the highest raw diversity,
nor the one with the highest aligned proportion. Raw di-
versity overstates exploratory capacity; aligned proportion
saturates on easier domains; only their intersection predicts
generalization.

Takeaway:
Low reasoning faithfulness, not low diversity, ex-
plains why models fail under weak supervision:
rapidly saturating models memorize answers rather
than acquire transferable reasoning. Raw diversity
metrics are misleading — Llama exhibits higher out-
put diversity than Qwen while generalizing worse.
Diversity becomes informative only when computed
over faithful responses.

In summary, §3 shows that the surprising capabilities often
attributed to RLVR, such as learning from scarce data, tol-
erating noisy rewards, succeeding without verification, are
not universal but depend on pre-RL reasoning faithfulness.
§4 takes up the natural question: can pre-RL interventions
targeting faithfulness extend the pre-saturation phase and
recover generalization under weak supervision?

4. Improving RLVR Under Weak Supervision
via Pre-RL Training

Section 3 showed that rapid saturation and low reasoning
faithfulness are linked: models that generalize poorly under
weak supervision produce correct answers through reason-
ing that does not support them. This raises a causal ques-
tion. If faithfulness drives the pre-saturation phase, and the
pre-saturation phase drives generalization, then instilling
faithfulness before RL should extend the phase and recover
generalization. We test this by running a controlled com-
parison of pre-RL interventions on Llama3.2-3B, the model
that failed most consistently in §3.

We study two axes of pre-RL training. The first is continual
pre-training (CPT), extended training on domain-specific
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Base + Thinking SFT Base + Non-Thinking SFT CPT + Thinking SFT CPT + Non-Thinking SFT Instruct

Figure 6. RL training dynamics and generalization on MATH for Llama3.2-3B Base, CPT, and Instruct variants under different
SFT initializations across three weak supervision settings: scarce data (N = 8, top), majority vote (middle), and noisy reward
(γ = 0.7, bottom). Thinking SFT (solid lines) consistently prolongs the pre-saturation phase and improves generalization for both CPT
and Base models compared to their Non-Thinking SFT counterparts (dashed lines) and the Instruct baseline (dash-dot). CPT + Thinking
SFT achieves the strongest performance across all settings.

pretraining tokens to strengthen the pretraining prior. The
second is supervised fine-tuning (SFT), with the specific
question of whether SFT on explicit reasoning traces differs
in its effect from SFT on final answers alone. Crossing
these axes gives a 2×2 design: two initializations (Base,
CPT) each followed by two SFT regimes (Thinking, Non-
Thinking). We additionally include Llama3.2-3B-Instruct as
a reference: it shares the architecture of Llama3.2-3B-Base
but has undergone extensive instruction tuning, rejection
sampling, and DPO, providing a strong off-the-shelf base-
line against which to judge our targeted interventions. We
then run RL under all three weak supervision settings from
§3: scarce data, noisy rewards, and self-supervised proxy
rewards.

We focus on the MATH domain for two reasons: Llama’s
baseline failure is sharpest there, providing the cleanest test
of whether pre-RL interventions can recover generalization;
and high-quality math pretraining corpora (Nemotron-CC-
Math) and reasoning-trace datasets (OpenThoughts-114K)
are available, enabling the interventions at sufficient scale.

Continual Pre-Training (CPT). We continually pre-train
Llama3.2-3B-Base for one epoch on approximately 52B
math tokens from the Nemotron-CC-Math dataset (Ma-
habadi et al., 2025)2. Training details are provided in Ap-
pendix B.5.

SFT Training Regimes. Following CPT or Base initializa-
tion, we apply supervised fine-tuning to determine whether

2Nemotron-CC-Math-v1

explicit reasoning traces influence subsequent RL dynamics.
We compare two SFT regimes that differ only in whether
the supervision includes explicit reasoning. Both regimes
use the same 43.5K math prompts and differ only in the
target output. Specifically, we sample these prompts from
OpenThoughts-114K (Guha et al., 2025), retaining only
those whose reasoning traces have correct final answers and
total length below 8192 tokens.

• Non-thinking SFT: The model is supervised to output the
final solution without generating intermediate reasoning
traces.

• Thinking SFT: The model is trained on explicit, verified
long-form reasoning traces.

A training example is shown in Fig. 12 in the Appendix. The
SFT regimes are near-iso-compute: Thinking SFT trains on
roughly 1B tokens, Non-Thinking SFT on roughly 0.27B,
both negligible relative to the 52B-token CPT stage. Differ-
ences between Thinking and Non-Thinking SFT therefore
reflect the content of the supervision rather than its cost. We
report the CPT loss curve in Appendix Fig. 10 and the SFT
loss curves in Fig. 11.

Implementation and training details of SFT are provided in
Appendix B.6. For the subsequent RL phase, we evaluate
across all three weak supervision settings: scarce data (N =
8), noisy rewards (γ = 0.7), and self-supervised proxy
rewards (majority vote). All other hyperparameters follow
the configurations in §2, with the maximum response length
during RL extended to 8192 tokens to accommodate long-
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form reasoning traces.

4.1. Results

Fig. 6 reports RL training dynamics for the five pre-RL
configurations (Base, CPT, and Instruct, with Thinking SFT
or Non-Thinking SFT applied to Base and CPT) across
the three weak supervision settings. For each setting, we
plot training reward alongside three downstream metrics:
two in-domain (MATH-500, AMC) and one out-of-domain
(SCP-Hard); additional benchmarks and pass@k results are
Fig. 34 and Fig. 35 in Appendix G. We draw three findings
from this figure, developed in the paragraphs below.

Thinking SFT is necessary for substantial learning under
weak supervision. The Instruct baseline is flat or decreasing
across all three settings on all downstream evaluations —
RL produces no meaningful improvement from this starting
point. Thinking SFT is the only intervention that enables
substantial downstream gains on scarce data and majority
vote, and it does so for both Base and CPT initializations
(solid blue and solid red). Non-Thinking SFT shows modest
gains only when paired with CPT, and only under noisy
rewards; Non-Thinking SFT on Base is flat or degrades
across all three settings.

CPT amplifies the Thinking SFT effect. Thinking SFT
on Base alone produces modest gains. Combined with CPT,
it produces substantially larger gains on every evaluation:
CPT + Thinking SFT is the top-performing curve across all
three weak supervision settings and all three evals. The CPT
+ Non-Thinking SFT comparison rules out a compute-based
explanation: the same 52B CPT tokens, paired with SFT tar-
gets that strip reasoning traces, fail to enable generalization
on scarce data and majority vote. The amplification is spe-
cific to the combination: extra pre-training compute alone is
insufficient; Thinking SFT alone helps but is limited, only
the combination recovers full generalization.

Base initialization fails under most weak supervision set-
tings regardless of SFT. The Base model shows meaningful
improvement only in two combinations: Base + Thinking
SFT under scarce data and majority vote, and even there
gains are modest. Under noisy rewards, neither Base +
Thinking SFT nor Base + Non-Thinking SFT produces
meaningful downstream improvement. This isolates CPT’s
contribution: Thinking SFT is necessary but not sufficient —
domain-aligned pretraining is required for the intervention
to generalize across all three weak supervision settings.

Thinking SFT improves reasoning faithfulness. In §3.4,
we identified low reasoning faithfulness as the pre-RL prop-
erty that distinguished failing from succeeding models.
Fig. 7 shows that Thinking SFT raises aligned-response
rate throughout the pre-saturation phase, relative to the Non-
Thinking SFT baseline. CPT + Thinking SFT achieves the

Figure 7. Evolution of reasoning faithfulness of the Llama3.2-
3B family on weak supervision domains when combined with
continual pretraining and SFT variants. When combined with
Thinking-SFT and CPT, the Llama3.2-3B-Base model exhibits
higher reasoning faithfulness.

highest faithfulness among all configurations, consistent
with its strongest generalization across all weak supervi-
sion settings. Together with the extended pre-saturation
dynamics visible in Fig. 6 (leftmost column), this result
supports our hypothesis in §3.4: pre-RL interventions that
instill faithfulness produce longer pre-saturation phases and
recovered generalization, in models that previously failed.

Takeaway: SFT on explicit reasoning traces, not on
final answers, is necessary for Llama to learn substan-
tially from RL under weak supervision. It raises rea-
soning faithfulness, extends the pre-saturation phase,
and recovers generalization under scarce data, noisy
rewards, and self-supervised proxy rewards. Con-
tinual pre-training amplifies the effect but does not
substitute for it: CPT + Non-Thinking SFT fails de-
spite matched compute. The strongest configuration,
CPT + Thinking SFT, recovers performance in set-
tings where Llama had previously collapsed entirely.

5. Related Work
RLVR for Reasoning. Reinforcement learning with ver-
ifiable rewards has emerged as an effective post-training
method for improving reasoning in large language mod-
els (Guo et al., 2025; Olmo et al., 2025; Yu et al., 2025;
Zeng et al., 2025). Recent work has explored when RLVR
yields improvements (Liu et al., 2025b;a; Hu et al., 2025).
Wang et al. (2025a) demonstrate that training on a single ex-
ample can provide meaningful learning signals. Other work
explores alternative rewards, including self-certainty (Zhao
et al., 2025), majority voting (Zuo et al., 2025), negative sig-
nals (Zhu et al., 2025), self-generated training data Huang
et al. (2025), and spurious rewards (Shao et al., 2025). How-
ever, these findings often do not transfer across model fam-
ilies, with studies reporting inconsistent results between
Qwen and Llama (Zeng et al., 2025; Gandhi et al., 2025;
Shao et al., 2025). Moreover, most prior work focuses
on improving performance on narrow domains (primarily
math) without examining generalization. Recent work (He
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et al., 2026; Yang et al., 2026; Plesner et al., 2026) has
concurrently studied when and how RLVR can learn under
self-supervision or noisy supervision. Our work extends this
literature in two ways. First, we characterize the conditions
under which RLVR generalizes across model families and
domains, focusing on saturation dynamics and reasoning
faithfulness. Second, we identify a concrete intervention
that restores generalization in models where weak supervi-
sion would otherwise fail.

Role of Pre-Training and Fine-Tuning in RL. Recent
work emphasizes that pre-training and mid-training shape
RL generalization (Qi et al., 2025; Wang et al., 2025b;
Zhang et al., 2025; Akter et al., 2025), but focuses on com-
pute allocation and distribution alignment to improve perfor-
mance. Our work specifically focuses on understanding how
base model priors shaped from continual pretraining and
reasoning SFT can enable generalization across different
weak supervision settings.

Diversity and Faithfulness in Reasoning. Maintaining
output diversity during RL has been proposed to promote
exploration and mitigate model collapse (Kirk et al., 2024;
Casper et al., 2023; Rafailov et al., 2023; Yu et al., 2025),
but prior work has not explored what types of diversity
benefit generalization. Separately, research has highlighted
mismatches between chain-of-thought traces and model pre-
dictions (Turpin et al., 2023; Chen et al., 2025b; Baker et al.,
2025; Tutek et al., 2025) and emphasized the importance of
ensuring faithful reasoning throughout training (Gui et al.,
2026). Wen et al. (2025) argues that RLVR can incentivize
correct reasoning in base LLMs as long as priors have been
established. Our work connects these lines of research,
showing that diversity alone does not ensure generaliza-
tion and that reasoning faithfulness distinguishes models’
training dynamics. We further demonstrate that pre-RL in-
tervention can improve reasoning faithfulness and improve
generalization under weak supervision.

6. Conclusion
In this work, we studied when and why RLVR generalizes
under weak supervision across diverse model families and
three reasoning domains. Success under scarce data, noisy
rewards, and self-supervised proxy rewards depends on pre-
RL properties, pretraining priors and reasoning faithfulness,
rather than on RL dynamics alone. Models that saturate
rapidly produce correct answers through reasoning that does
not support them, memorizing rather than learning, while
maintaining the high output diversity normally taken as a
sign of healthy exploration. Pre-RL interventions target-
ing reasoning faithfulness recover generalization: SFT on
explicit reasoning traces is the necessary ingredient, and
continual pre-training on reasoning-heavy data amplifies
the effect without substituting for it. These findings sug-

gest two concrete practices for RL from weak supervision.
First, monitor training reward saturation as a diagnostic:
plateaued reward with flat downstream performance indi-
cates the model has exhausted what RL can extract from its
priors, and further RL compute is unlikely to help. Second,
when weak supervision fails, allocate compute to pre-RL
interventions that install strong priors rather than to longer
RL training. Taken together, our findings argue that RL
under weak supervision is best understood not as a training
technique applied to a fixed model, but as the final stage of
a pipeline whose success is largely determined before RL
begins.
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A. Limitations and Future Work
We acknowledge several limitations. First, due to computational constraints, our analysis is restricted to specific model
families and scales. Validating these findings across larger architectures and broader task suites remains an important
direction. Second, our analysis of diversity and faithfulness relies on an LLM-as-a-judge framework. Although we conducted
small-scale human verification to validate label quality, we currently restrict this evaluation to a small scale to allow for
reasonable labeling costs. Consequently, the development of scalable metrics for reasoning faithfulness and diversity remains
an important direction for future research.

B. Implementation Details
B.1. Training and Evaluation Datasets

We investigate RL training dynamics across two model families: Qwen (comprising Qwen2.5-1.5B/3B and Qwen2.5-Math-
1.5B/7B) and Llama (Llama-3.2-3B/8B-Instruct). Our analysis spans three distinct reasoning domains, MATH, SCIENCE,
and GRAPH, allowing for a holistic investigation of RLVR under weak supervision across different domains and model
families. For MATH, we sample training prompts from the Skywork-OR1 (He et al., 2025b) dataset. For SCIENCE, we draw
problems from the SCP dataset curated by prior work (Liu et al., 2025a; Lu et al., 2025), by selecting Physics, Chemistry,
and Biology subjects. For GRAPH, we generate two synthetic algorithmic tasks, Quantum Lock and Largest Island, using
the curriculum specifications provided by the Reasoning Gym benchmark (Stojanovski et al., 2025). For each task, we
instantiate five difficulty levels following the benchmark’s curriculum, with a balanced number of samples per level.

We include the following domain-specific benchmarks for evaluations:

• MATH500 (Lightman et al., 2023): A widely used subset of the MATH test split (Hendrycks et al.).

• AMC (AI-MO, 2024b): 40 competition-level math questions.

• AIME 2024 (AI-MO, 2024a): 30 competition-level math questions.

• AIME 2025 (Opencompass, 2024): 30 competition-level math questions.

• Minerva Math (Lewkowycz et al., 2022): A set of 272 undergraduate-level science and math questions from MIT
OpenCourseWare.

• OlympiadBench (He et al., 2024): A benchmark of 675 problems from international math olympiads and physics
contests.

• GPQA-Diamond (Rein et al., 2024): 198 expert-level questions from GPQA spanning physics, chemistry, and biology;
we preprocess the data following previous practice (Cheng et al., 2025).

• SCP-Hard (Lu et al., 2025; Liu et al., 2025a): A held-out set of 50 SCP questions filtered such that the base models
(Qwen2.5-1.5B series models and Llama3.2-3B-Instruct model) achieve solve@16= 1, containing disjoint questions
from the SCP training datasets.

• SuperGPQA (Du et al., 2025): a subset constructed from the original SuperGPQA which contains 319 science
questions and 250 non-science questions.

• MMLU SCI (Wang et al., 2024): a subset of MMLU Pro benchmark containing all college-level chemistry, physics
and biology questions.

• Science Bench (Wang et al., 2023): 692 college-level science questions.

• Graph Test: A held-out set of 50 algorithmically generated instances from the Quantum Lock and Largest Island
tasks using Reasoning Gym (Stojanovski et al., 2025), disjoint from training, filtered such that the base models
(Qwen2.5-1.5B series and Llama3.2-3B-Instruct) achieve Pass@16= 1.

We also note that GPQA-Diamond, MMLU SCI, and SuperGPQA are multiple-choice benchmarks, for which
pass@k may be a less reliable metric.

Table 2 details the training and evaluation datasets across the three reasoning domains.
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Table 2. Training datasets and evaluation benchmarks across three reasoning domains.

Domain Training Source In-Distribution Eval Out-of-Distribution Eval

MATH Skywork-OR1 MATH-500, AMC, AIME-2024, AIME-
2025, Minerva Math, OlympiadBench

Science Bench, SuperGPQA, GPQA-
Diamond, SCP-Hard, MMLU SCI

SCIENCE SCP-116K SCP-Hard, GPQA-Diamond, MMLU SCI,
SuperGPQA, Science Bench

MATH-500, AMC, Minerva Math,
OlympiadBench

GRAPH Reasoning Gym Quantum Lock, Largest Island MATH-500, AIME-2024, Minerva Math,
GPQA-Diamond, SCP-Hard

Prompt template for MATH and GRAPH.
system
You are a helpful AI Assistant, designed to provide well-reasoned and detailed responses.
You FIRST think about the reasoning process step by step and then provide the user with the answer.
Please enclose your final answer in the box: \boxed{Your Answer}.
user
<question>
assistant

Figure 8. Prompt template used for RL training and evaluation on MATH and GRAPH. The placeholder <question> is replaced
with the actual mathematical question during fine-tuning and evaluation. Special tokens are omitted for clarity.

B.2. Training Data Preparation Details

We describe our procedure for constructing filtered training datasets tailored to each model’s capabilities.

Difficulty Estimation. For each problem in the source dataset, we sample 16 responses from the base model and count
the number of correct solutions, yielding solve@16 ∈ [0, 16]. We retain only problems with solve@16 ∈ [1, 15], excluding
problems that are too difficult (solve@16 = 0) or trivially easy (solve@16 = 16) for the model.

Prompt template for SCIENCE.
system
Let’s think step by step and output the final answer within \boxed{}.
user
<question>
assistant

Figure 9. Prompt template used for RL training and evaluation on SCIENCE. The placeholder <question> is replaced with the
actual mathematical question during fine-tuning and evaluation. Special tokens are omitted for clarity.

Stratified Sampling. We use a stratified round-robin selection method to construct training subsets of size N ∈
{8, 32, 64, 512, 2048}. Filtered problems are partitioned into 15 bins {Bi}15i=1 according to their solve@16 values. To select
N problems:

1. Initialization: Set the current count of selected problems ntotal = 0.

2. Round-Robin Selection: While ntotal < N :

• Iterate through bins Bi for i = 1, . . . , 15.
• If Bi contains unsampled problems, randomly select one problem without replacement, add it to the training set,

and increment ntotal.
• Terminate immediately if ntotal = N .
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This approach ensures that all difficulty levels are represented as uniformly as possible across all data scales.

B.3. Implementation Details of RL Training

All experiments are implemented using the verl framework (Sheng et al., 2024) with its default hyperparameters: learning
rate 10−6, KL coefficient β = 0.001, clip ratio ϵ = 0.2 and no entropy regularization. We set group size G = 8 for
computational efficiency. For response sampling, we fix the sampling temperature 1.0 and a maximum response length of
2048 tokens unless otherwise noted. In verl, we set both the training batch size and mini-batch size to 64 prompts, yielding
exactly one gradient update per training step. Each experiment is run for 496 total gradient updates. A simple rule-based
reward function is used, assigning reward 1 to correct answers and 0 otherwise, without incorporating any format-related
signals. For MATH and SCIENCE, answer matching and reward computation is implemented with Math-Verify3 library; for
GRAPH, we use the internal task-specific evaluation protocol from Reasoning Gym. Prompt templates are detailed in Fig. 8
and Fig. 9.

10 100 1k 10k 100k
Training Steps  (log scale)

0.1 B 1 B 10 B 51 B
Tokens Seen  (log scale)

0.60
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ss

Training loss  (EMA, 50-step window)

Figure 10. Training loss during continual pre-training of Llama3.2-3B on approximately 52B tokens of Nemotron-CC-Math data.
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(a) CPT + Thinking SFT

Training loss  (EMA, 50-step window)
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Figure 11. Training loss for (a) Thinking SFT and (b) Non-Thinking SFT on 43.5K math prompts, initialized from the CPT checkpoint.

B.4. Implementation Details of Evaluation

We evaluate reasoning performance using avg@16 accuracy (average pass@1 over 16 independent samples per problem)
with temperature 1.0 sampling and report pass@k for k ∈ {4, 8, 16}.

3https://github.com/huggingface/Math-Verify
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Table 3. Math-domain training (1.5B/3B): in-domain benchmarks.

Model Metric t
(8)
sat MATH-500 AMC-2023 Minerva Math OlympiadBench AIME-2024

∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat ∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat ∆sat ∆∗
post Gsat

Qwen2.5-Math-1.5B Avg@16 302 29.7 1.5 -2.0 18.7 0.6 -0.1 14.3 1.5 -1.0 13.7 1.0 -0.8 7.3 0.6 0.2
Pass@4 12.3 0.5 -1.2 15.3 -0.1 0.2 14.0 2.0 -1.0 10.4 1.0 0.5 14.8 0.4 2.0
Pass@8 6.2 0.2 -1.0 13.1 -0.1 -1.2 11.1 2.0 -1.4 8.0 1.2 1.0 16.5 0.4 2.4
Pass@16 2.6 0.4 -0.4 10.8 -0.1 -2.8 10.3 1.2 -3.3 5.8 1.8 1.6 16.7 0.5 3.3

Qwen2.5-1.5B Avg@16 170 42.6 0.9 -0.8 15.8 3.3 -1.0 12.6 0.9 -1.3 13.5 1.2 0.2 1.0 0.9 -0.2
Pass@4 25.4 0.6 0.5 16.7 5.2 0.1 16.1 1.1 -1.1 13.9 1.3 0.6 3.4 2.9 0.3
Pass@8 18.6 0.6 1.0 15.0 7.1 2.1 15.7 1.0 -0.3 12.9 1.4 1.2 4.2 4.4 2.2
Pass@16 13.2 0.7 1.2 8.4 11.0 3.6 14.0 1.6 1.5 11.4 1.7 1.6 3.3 6.4 6.7

Llama3.2-3B-Instruct Avg@16 55 10.8 -1.9 -1.4 8.8 -2.1 -0.4 7.4 -1.1 -1.7 6.5 -0.7 0.5 7.1 -0.6 -3.8
Pass@4 23.9 -3.2 -0.6 21.3 -2.7 3.2 7.7 -1.3 -1.2 14.3 -1.1 2.4 0.0 0.0 -4.2
Pass@8 21.7 -3.9 -0.7 20.0 -2.1 6.4 5.6 -0.4 0.1 13.8 -0.9 3.3 0.0 0.4 -3.7
Pass@16 18.8 -3.8 0.2 15.7 -1.1 10.1 1.9 2.2 2.3 11.6 -1.0 4.4 0.0 1.1 -3.3

Table 4. Math-domain training (1.5B/3B): out-of-domain benchmarks.

Model Metric t
(8)
sat GPQA Diamond SCP-Hard MMLU SCI Science Bench

∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat ∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat

Qwen2.5-Math-1.5B Avg@16 302 12.6 1.1 0.9 10.5 2.1 2.4 25.4 1.2 -10.8 4.4 0.2 6.5
Pass@4 33.0 1.7 1.7 22.8 6.0 7.2 35.9 -0.0 -6.7 7.6 0.1 -1.6
Pass@8 41.0 2.5 2.2 25.9 8.6 10.2 31.9 -0.4 -5.4 5.6 0.2 -1.5
Pass@16 39.1 3.8 2.5 26.0 10.6 10.0 22.3 -0.4 -3.4 3.5 1.0 -0.7

Qwen2.5-1.5B Avg@16 170 13.8 1.4 -6.6 7.0 0.3 -0.4 29.4 -0.7 -11.2 6.8 0.6 -0.8
Pass@4 33.0 1.5 -15.5 19.0 2.0 -0.6 47.4 -0.7 -14.6 9.2 0.7 -0.6
Pass@8 37.9 1.0 -17.8 25.3 5.0 0.6 46.4 -0.4 -15.3 9.4 1.0 0.0
Pass@16 31.5 2.3 -16.2 28.0 9.8 2.0 37.4 -0.3 -16.1 9.0 1.2 0.4

LLama3.2-3B-Instruct Avg@16 55 -4.3 1.9 0.8 2.0 0.0 1.5 2.4 -0.4 -1.7 4.8 -0.3 0.1
Pass@4 -2.1 2.8 0.6 5.5 -0.4 3.3 0.1 0.6 0.3 6.8 -0.6 -0.5
Pass@8 0.5 3.0 0.7 8.3 -1.2 3.2 -0.3 0.6 0.2 7.7 -1.0 -0.8
Pass@16 -1.1 6.7 2.1 14.0 -4.3 0.0 -0.3 1.1 0.3 8.2 -1.0 -0.3

B.5. Implementation Details of Continual Pre-Training

We continually pre-train Llama3.2-3B on the Nemotron-CC-Math-4plus subset (Mahabadi et al., 2025), comprising
approximately 52B tokens of math-relevant documents filtered at quality score ≥ 4. Training is conducted for one epoch
with a maximum sequence length of 2,048 tokens and a batch size of 128 sequences. We use AdamW with a peak learning
rate of 2× 10−5, cosine decay schedule, 5% linear warmup, weight decay of 0.01, and gradient clipping at 1.0.

B.6. Implementation Details of SFT

For SFT, we train for three epochs with a batch size of 16 and a maximum sequence length of 8192 tokens. We tune the
learning rate for each model within the 1 × 10−5, 5 × 10−5] and report results for the best-performing setting. For the
subsequent RL phase, we evaluate performance across training sample sizes N ∈ {8, 2048}. All other hyperparameters
follow the configurations established in Section B.3, with the maximum response length extended to 8192 tokens to
accommodate long-form reasoning traces.

C. Data Scale Effect
C.1. Additional Experimental Results from Small to Large Data Scale

Figs. 13, 14, and 15 present domain-specific training dynamics and generalization performance across sample sizes
N ∈ {8, 32, 64, 512, 2048}. Each figure tracks the training reward, two in-distribution benchmarks, and one OOD
benchmark, as listed in Table 2.

In the MATH domain, Llama models exhibit rapid saturation in small-sample regimes and rely heavily on data scale. In
contrast, Qwen models yield comparable performance across varying sample sizes, characterized by extended saturation
periods. Specifically, the math-specialized Qwen2.5-Math-1.5B sustains a pre-saturation phase for 330 gradient steps on 8
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Table 5. Science-domain training (1.5B/3B): in-domain benchmarks.

Model Metric t
(8)
sat Science Bench SCP-Hard GPQA-Diamond MMLU SCI SuperGPQA

∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat ∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat ∆sat ∆∗
post Gsat

Qwen2.5-Math-1.5B Avg@16 268 11.1 0.2 0.0 14.5 1.1 0.8 16.9 1.6 1.3 19.1 1.0 2.0 6.6 0.3 1.4
Pass@4 7.5 -0.1 -0.5 35.0 -1.3 -1.3 38.0 2.3 1.4 34.7 1.1 -0.4 18.1 0.7 2.8
Pass@8 6.0 -0.2 -0.7 43.5 -2.7 -1.6 44.5 1.7 0.5 31.4 0.9 0.3 24.7 0.4 2.8
Pass@16 4.6 0.2 -0.7 44.0 -1.2 -2.0 41.1 0.2 0.5 22.3 0.5 -0.0 29.4 -0.1 1.3

Qwen2.5-1.5B Avg@16 161 6.8 0.5 -0.0 6.4 0.2 0.6 13.3 1.7 2.9 25.4 4.4 8.7 7.9 0.9 2.4
Pass@4 9.7 0.4 0.0 20.4 -1.5 -0.5 33.5 1.9 5.1 54.9 2.0 7.3 21.1 1.5 5.8
Pass@8 9.9 0.3 0.3 31.1 -1.7 -2.3 39.7 1.5 5.4 62.5 0.1 4.7 28.5 2.0 7.4
Pass@16 9.4 0.3 0.7 40.0 1.7 -2.0 32.0 3.0 5.6 60.5 0.2 2.6 32.8 3.1 8.8

Llama3.2-3B-Instruct Avg@16 61 2.6 0.5 0.7 1.8 1.7 5.9 11.9 3.0 4.3 10.6 0.8 2.3 5.2 2.2 3.7
Pass@4 3.5 0.4 0.6 5.1 2.9 11.1 24.0 4.8 3.8 8.7 1.4 0.7 8.5 3.9 5.6
Pass@8 4.1 0.3 0.3 8.2 1.9 11.9 25.7 4.2 1.5 6.7 1.8 -0.2 10.6 3.9 4.5
Pass@16 4.8 0.1 -0.3 16.0 -4.3 6.0 22.3 2.3 -1.1 2.6 2.6 -0.5 11.7 3.4 2.2

Table 6. Science-domain training (1.5B/3B): out-of-domain benchmarks.

Model Metric t
(8)
sat MATH-500 AMC Olympiad Bench Minerva Math

∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat ∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat

Qwen2.5-Math-1.5B Avg@16 268 25.3 0.8 1.1 14.7 1.5 0.1 11.4 0.9 0.5 12.7 1.1 0.6
Pass@4 10.2 0.5 0.7 12.8 0.6 0.5 9.7 0.5 -1.1 12.5 1.3 0.7
Pass@8 4.5 0.8 0.5 10.8 0.1 0.1 8.1 0.0 -1.6 9.4 1.8 0.7
Pass@16 1.2 1.3 0.4 9.4 -0.0 -1.3 7.4 -0.3 -2.1 7.7 1.7 0.7

Qwen2.5-1.5B Avg@16 161 32.3 2.1 1.2 14.5 0.7 -0.2 10.7 1.5 1.6 10.6 1.9 0.7
Pass@4 30.9 1.1 0.9 21.1 1.9 2.0 16.9 1.4 2.1 18.3 1.4 0.7
Pass@8 24.5 0.6 0.1 20.4 3.0 5.3 16.9 1.0 1.8 20.4 0.5 0.1
Pass@16 19.0 0.2 -0.6 15.7 4.1 11.2 14.1 1.1 1.4 21.3 0.3 -1.5

Llama3.2-3B-Instruct Avg@16 61 7.3 2.2 0.6 4.9 2.7 1.5 5.8 1.2 -0.1 5.9 1.2 1.2
Pass@4 4.8 2.4 2.3 6.6 3.9 1.5 8.4 2.2 0.3 7.0 1.5 1.8
Pass@8 3.2 2.4 3.2 6.0 4.5 0.2 8.3 2.6 0.4 5.9 2.2 2.0
Pass@16 1.0 3.0 3.6 4.9 5.1 0.0 7.7 2.7 0.4 4.3 2.4 1.5

samples, driving continuous improvements on in-domain benchmarks.

In the SCIENCE domain, the pre-saturation phase yields similar gains across all sample sizes; however, after the saturation
point, larger sample sizes demonstrate distinct benefits. Similar to MATH domain, models exhibit significantly different
saturation dynamics on small samples.

In the GRAPH domain, we compare two larger models, Qwen2.5-Math-7B and Llama3.1-8B-Instruct. The Qwen model also
saturates faster here than in other domains, implying that the lack of domain-specific pre-training accelerates saturation in
small-sample regimes.

C.2. Full Evaluation Results

In this section, we will report the full evaluation results with all benchmarks and pass@k (k ∈ {1, 4, 8, 16} metrics. Fig. 16,
Fig. 17, Fig. 18, Fig. 19, Fig. 24, and Fig. 25 include in-domain and out-of-domain evaluation results across multiple
benchmarks in MATH, SCIENCE and GRAPH domains.

Discussions on pass@k. Despite prior work (Yue et al., 2025) discussing divergent behavior between pass@1 and
pass@k for k > 1 during RL training, we observe that ∆(8)

sat keeps the same sign for all k ∈ {1, 4, 8, 16} across most
model-benchmark pairs, indicating consistent improvement in both pass@1 and pass@k. This indicates that during the
pre-saturation period, the model is not just closing pass@k and pass@1 gap.

C.3. Additional Experimental Results on Large Models

In this section, we will report the full evaluation results on 7B and 8B models.

Fig. 20 and Fig. 21 show the results of Qwen2.5-Math-7B and Llama3.1-8B-Instruct models on MATH domain with
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Table 7. Graph-domain training (7B/8B): in-distribution benchmarks.

Model Metric t
(8)
sat Quantum Lock Largest Island

∆sat ∆∗
post Gsat ∆sat ∆∗

post Gsat

Qwen2.5-Math-7B Avg@16 151 8.0 4.9 7.3 19.8 1.9 -10.9
Pass@4 22.6 1.5 -1.3 16.5 6.1 16.3
Pass@8 26.8 2.8 -2.4 10.7 9.0 29.9
Pass@16 30.6 5.5 -4.1 6.8 8.6 41.3

LLama3.1-8B-Instruct Avg@16 29 10.1 7.1 3.2 1.8 1.0 -0.2
Pass@4 15.3 -0.0 6.2 1.8 0.0 1.6
Pass@8 15.4 7.4 12.5 1.8 0.0 2.8
Pass@16 20.1 16.0 25.0 1.8 0.0 3.1

in-domain and out-of-domain benchmarks, respectively.

Fig. 22 and Fig. 23 present the results of Qwen2.5-Math-7B and Llama3.1-8B-Instruct models on SCIENCE domain with
in-domain and out-of-domain benchmarks, respectively.

Fig. 25 provides the results of Qwen2.5-Math-7B and Llama3.1-8B-Instruct models on GRAPH domain with more out-of-
domain benchmarks.

Similar to the observations on smaller models, during the pre-saturation phases, models show generalization on both
in-domain and out-of-domain benchmarks in terms of pass@k metrics. Compared to the 3B model, the 8B Llama model
exhibits better cross-domain generalization. However, Llama models still saturate more faster than Qwen models and show
clear data dependence (e.g., Fig. 22 on SCIENCE).

D. Reward Type Effect
D.1. Additional Results on Reward Corruption

Reward corruption implementation. For each corruption level γ, we uniformly sample a γ fraction of prompts from the
N = 2048 training set for each model–domain pair. For each selected prompt, we draw 96 model responses at temperature
1.0 and select the most frequently occurring incorrect final answer (i.e., one that receives zero reward under our verifier) as
the corrupted target. During RL training, we replace the ground-truth labels of the selected prompts with these corrupted
labels. For Llama models and the GRAPH domain, we cap γ at 0.9 due to the base model’s inability to generate valid
solutions even with extensive sampling.

Results. Fig. 2 shows complementary results to Section 3.2. We observe similar patterns that some models are robust to
even large amounts of reward noise. In particular, Qwen models exhibit generalization ability even when trained on almost
completely corrupted data; in contrast, Llama models tend to show high reward curves yet poorer generalization to new data,
suggesting overfitting to incorrect responses.

D.2. Additional Results on Self-Supervised Proxy Rewards

Proxy rewards implementation. We evaluate two self-supervised proxy rewards as alternatives to ground-truth verification:
majority voting and self-certainty.

1. Majority Voting Reward. Following TTRL (Zuo et al., 2025), we estimate pseudo-labels via majority voting and
assign binary rewards based on agreement with the consensus answer. For each prompt, we sample 16 responses from
the policy model. The most frequently occurring answer among these 16 responses is selected as the pseudo-label.
Rewards are then computed as: r = 1 if the response matches the pseudo-label, and r = 0 otherwise. For policy
optimization, we use the first 8 responses to compute advantages. All other RL hyperparameters follow Section B.3.

2. Self-Certainty Reward. Following Zhao et al. (2025), we use the model’s own confidence as the reward signal.
Self-certainty is defined as the average KL divergence between a uniform distribution over the vocabulary and the
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model’s next-token distribution:

r = Self-certainty(o|q) := 1

|o|

|o|∑
i=1

KL(U∥pπθ
(·|q, o<i)) (1)

where o<i denotes previously generated tokens and U is the uniform distribution over the vocabulary. Higher values
indicate greater model confidence. For each prompt, we sample 8 responses and use the self-certainty scores directly as
rewards to compute advantages. All other RL hyperparameters follow Section B.3.

Results. Fig. 27 shows full results of self-supervised proxy rewards across model-domain pairs. Except for Qwen2.5-Math-
1.5B, all other models exhibit failure modes under prolonged training. For Qwen2.5-1.5B on SCIENCE, both proxy rewards
collapse: majority voting shows a sharp reward spike followed by performance degradation, while self-certainty leads
to complete training collapse. Similarly, Llama-3.2-3B-Instruct on MATH shows degraded performance with both proxy
rewards despite increasing training rewards. Only Qwen2.5-Math-1.5B on MATH maintains stable performance with majority
voting, though self-certainty still collapses after approximately 200 steps. These results demonstrate that self-supervised
proxy rewards are brittle and model-dependent, with only math-specialized models showing partial robustness.

D.3. Reward Hacking Example Under Majority Vote

Table 8 shows two rollouts from Qwen2.5-3B trained on SCIENCE with majority vote rewards at training step 846. In
both cases, the model produces plausible intermediate reasoning but converges to the same final answer 0 , regardless of
the problem content. The majority vote reward is 1.0 because all rollouts agree on this answer — the policy has learned
to produce identical outputs to maximize consensus, constituting reward hacking. The correct answers (68.4g and τ0/k,
respectively) appear in the reasoning traces but are overridden in the final answer.

Table 8. Two rollouts from Qwen2.5-3B on SCIENCE at step 846 under majority vote reward. Both produce coherent reasoning toward the
correct answer but output 0 as the final answer, achieving majority vote reward of 1.0.

Rollout 1: Sucrose solution problem Rollout 2: Moment of inertia problem

Prompt: Prepare a 0.0348 mole fraction solution of sucrose using
100g of water.

Prompt: A wheel with moment of inertia I is acted upon by
torque τ0, resisted by τf = −kω. Find the maximum speed.

Reasoning (excerpt): “Mass of sucrose required = 0.2 moles ×
342 g/mole = 68.4 g”

Reasoning (excerpt): “ωmax = τ0
k

”

Final answer: 0 Final answer: 0

Majority vote reward: 1.0 Majority vote reward: 1.0

E. Baseline Effect
We analyze how the choice of reward baseline influences generalization in GRPO. Standard GRPO uses the within-group
mean reward (µ = 1

G

∑G
i=1 ri) as the baseline. By replacing µ with a constant baseline b ∈ {0, 1}, we isolate the direction

of the policy update: b = 0 retains only positive reinforcement from correct samples (GRPO-POS), equivalent to the
REINFORCE algorithm, while b = 1 retains only negative reinforcement from incorrect samples (GRPO-NEG), which
(Zhu et al., 2025) studied in MATH domain. We remove the length penalty term 1

|o| in GRPO for this experiment. Based
on the policy gradient theory, where subtracting an action-independent baseline does not change the expected gradient but
reduces variance, with a large batch these two methods should yield similar learning behavior (Williams, 1992).

Figs. 28 and 29 present the training results on the SCIENCE domain for 8 and 1024 samples, respectively. In both regimes,
GRPO-POS and GRPO-NEG achieve comparable Pass@1 performance to standard GRPO, exhibiting similar saturation
and generalization behaviors. We note that this contrasts with recent findings by (Zhu et al., 2025), which highlight the
superiority of GRPO-NEG. However, their improvements were primarily observed in Pass@k metrics rather than Pass@1
and evaluated on MATH domain. Beyond these metric differences, it’s worth studying whether implementation artifacts may
also influence observations. For instance, clipping terms in the GRPO formulation can introduce biases (Shao et al., 2025;
Chen et al., 2025a). While our strictly on-policy setup mitigates such clipping effects, we leave a comprehensive analysis of
these affects to future work.
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F. Diversity and Faithfulness

Table 9. Inter-rater agreement between LLM judges measured using Cohen’s Kappa.

Judge Pair Cohen’s Kappa
OpenAI o3 vs. GPT-OSS-20B (OpenAI, 2025b) 0.752
OpenAI o3 vs. Gemini 3 Flash (Google DeepMind, 2025) 0.649

F.1. Quantification of generation diversity

To quantify the generation diversity of a model on a given prompt, we generate a number of responses, y1, ..., yN and cluster
them based on their reasoning similarity. Basing our analysis on the method used by (Li et al., 2025), to determine reasoning
similarity between two outputs yi, yj , we define a function s(yi, yj) ∈ {0, 1} such that s(yi, yj) = 1 if yi, yj are similar
and 0 otherwise. To evaluate s(·, ·), we prompt GPT-4o (Hurst et al., 2024) as a diversity judge to determine whether the
reasoning produced by any two responses follows a different reasoning path using the prompt specified in Fig. 31.

We form semantic clusters by iterating through responses and comparing them to a representative response from each existing
cluster, creating a new cluster if the response is dissimilar to each representative. This is performed under the assumption
of transitivity of similarity. We create clusters {C1, ...CK} where Ci = {y1, ..., yni

} such that s(yi, yj) = 1 ∀yi, yj ∈ Ci.
We then define the diversity scores using the Shannon Diversity Index (Shannon, 1948) as follows.

For a given prompt, let N be the total number of responses, ni be the number of responses in cluster Ci, and K be the
number of clusters. Let pi = ni

N Define the Shannon entropy

H(p) = −
K∑
i=1

pi log pi

and the effective number of clusters
Neff = exp

(
H(p)

)
.

We then define the diversity score

Divπ(x) =
Neff − 1

K − 1
. (2)

when K > 1 and 0 otherwise.

For a data distribution D, we define the overall generation diversity as dπ(D) = Ex∼D[Divπ(x)]. Empirically, we sample
N = 16 outputs per prompt and estimate dπ using 8 prompts from the specified dataset.

We define Faithful Diversity as this metric calculated only on responses that achieve a faithfulness score of 1 (see below).

Fig. 36 shows an example of the LM-as-judge output when prompted to evaluate the similarity of 2 responses.

F.2. Quantification of reasoning faithfulness

Inspired by prior work (Baker et al., 2025), we define the faithfulness as a response’s intermediate reasoning trace contains
all relevant information and remains logically consistent with the predicted final answer. Each model rollout produces a
response y that contains (i) a reasoning trace and (ii) a final answer. We write y = (r, a), where r is the reasoning text and a
is the extracted final answer. For each input prompt x, we sample y ∼ π(· | x) from the policy.

Faithfulness labeling. We define a discrete faithfulness labeling function sfaithful : X × Y → {0, 1
2 , 1}, where sfaithful(x, y)

measures the internal agreement between r and a in y:

• sfaithful(x, y) = 1 (aligned) if the reasoning trace r constitutes a coherent and logically supportive justification for the
produced answer a, regardless of whether a is correct;

• sfaithful(x, y) =
1
2 (partially aligned) if r exhibits a plausible argumentative trajectory toward a but contains substantial

gaps, unsupported leaps, or local inconsistencies that weaken the justification;
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• sfaithful(x, y) = 0 (misaligned) if a is not supported by r, e.g., r contradicts a, fails to address the question, or the
answer appears as the “lucky” guess.

In practice, we implement sfaithful(x, y) by querying OpenAI o3 (OpenAI, 2025a) as an LLM-as-a-judge with a fixed rubric
(Fig. 32). OpenAI o3 is used for this task, as opposed to GPT-4o, due to requiring a larger model in order to be able to
accurately reason about complex mathematical and scientific steps present in the reasoning traces. For a label l ∈ {0, 1

2 , 1},
we define the faithfulness rate of policy π over dataset D as

Fπ(l) := Px∼D, y∼π(·|x)
[
sfaithful(x, y) = l

]
.

At training step t, we approximate Fπt(l) using N training prompts {xi}Ni=1 and K rollouts per prompt:

F̂πt
(l) =

1

NK

N∑
i=1

K∑
k=1

1
{
sfaithful

(
xi, yi,k

)
= l

}
, yi,k ∼ πt(· | xi). (3)

We use N = 8 prompts and K = 16 rollouts per prompt at selected RL checkpoints on the specified training dataset. We
report F̂πt(l) for l ∈ {0, 1

2 , 1} to characterize the distribution of reasoning faithfulness under the policy πt.

Fig. 37 shows an example of the LM-as-judge output when prompted to evaluate the faithfulness of a model response when
trained on the MATH training dataset.

Reliability of LLM-as-a-judge. To mitigate bias from using an LLM-as-a-judge for faithfulness evaluation, we assess
consistency across multiple LLM judges by computing Cohen’s Kappa (Cohen, 1960) across 16 faithfulness-scored
Qwen2.5-Math-1.5B outputs when trained on 8 samples from the MATH training dataset at steps 20, 120 and 440.

The judges achieve substantial agreement (κ= 0.752 and 0.649), indicating consistent faithfulness labeling across different
models. We additionally conducted a small-scale manual evaluation to human-check the faithfulness scores and find fair
alignment with the LLM judges.

F.3. Additional results on diversity analysis

Fig. 30 shows the semantic diversity of Llama3.2-3B-Instruct, Qwen2.5-1.5B and Qwen2.5-Math-1.5B on the MATH-500
evaluation dataset throughout RL training. Qwen-Math exhibits higher reasoning diversity on correct responses than the
other models at the later stages of training, highlighting that RL enables it to successfully learn diverse and reliable strategies;
coupled with its better performance on the evaluation dataset, this indicates stronger generalization properties. In particular,
we observe significantly lower diversity in the Llama3.2-3B-Instruct model in comparison to its diversity metric on the
training dataset (Fig. 4), implying disagreement between training and evaluation distributions and further highlighting the
limitations of training diversity as an indicator of reasoning capabilities.

F.4. Additional results on faithfulness analysis

Fig. 33 shows the proportion of responses that are classified as aligned or misaligned when calculated with respect to correct,
incorrect or all responses. Out of all correct, incorrect and overall responses, both Qwen2.5-1.5B and Qwen2.5-Math-1.5B
show higher proportion of aligned responses and lower proportion of misaligned responses than Llama3.2-3B when trained
on 8 samples from the MATH dataset. Qwen2.5-Math-1.5B additionally shows this result when trained on 8 samples from
SCIENCE.

G. Pre-RL Intervention
Fig. 34 report pass@16 results and Fig. 35 reports results on more benchmarks.
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Example prompt and response format of SFT
User Prompt:
Calculate the limit of the function:

lim
x→0

arcsin(3x)
√
2 + x−

√
2

Assistant:
<think>
Okay, so I need to find the limit . . .
Substituting x = 0 gives the indeterminate form 0

0 , so . . .
Rationalizing the denominator, we get . . .
</think>

The limit is calculated as follows:

1. Recognize the indeterminate form: substituting x = 0 yields

0

0
,

which suggests using rationalization or l’Hôpital’s rule.

2. Rationalize the denominator:

arcsin(3x)
√
2 + x−

√
2
·
√
2 + x+

√
2

√
2 + x+

√
2
=

arcsin(3x)
(√

2 + x+
√
2
)

x
.

3. Split the limit:

lim
x→0

arcsin(3x)

x
· lim
x→0

(√
2 + x+

√
2
)
.

4. Evaluate each part:

• Using

lim
z→0

arcsin z

z
= 1,

the first limit becomes 3.
• The second limit evaluates to 2

√
2.

5. Combine the results:
3 · 2

√
2 = 6

√
2.

Final Answer:
6
√
2

Figure 12. Example prompt and response format of SFT. In Thinking SFT, the model is trained with reasoning traces enclosed by
<think> and </think>, whereas Non-Thinking SFT omits them.
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Figure 13. Comparisons of RL training dynamics and performance across different models on MATH domain. Results are averaged
over three independent runs, with shaded regions indicating error bars. Vertical dashed lines denote the saturation step for each data
scale if it saturates before 496 gradient steps. Llama models exhibit rapid saturation in small-sample regimes and rely heavily on data
scale. In contrast, Qwen models yield comparable performance across varying sample sizes, characterized by extended saturation periods.
Evaluation results in this figure are based on greedy decoding.
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Figure 14. Comparisons of RL training dynamics and performance across different models on SCIENCE domain. Results are
averaged over three independent runs, with shaded regions indicating error bars. Vertical dashed lines denote the saturation step for each
data scale. The pre-saturation phase yields similar gains across all sample sizes; however, after the saturation point, larger sample sizes
demonstrate distinct benefits. Models exhibit significantly different saturation dynamics on small samples. Evaluation results in this figure
are based on greedy decoding.
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Figure 15. Comparisons of RL training dynamics and performance across different models on GRAPH domain. We use larger
models (Qwen2.5-Math-7B, Llama-3.1-8B-Instruct) due to increased task difficulty. Results are averaged over three independent runs,
with shaded regions indicating error bars. Vertical dashed lines denote the saturation step for each data scale. Qwen model also saturates
faster here than in other domains. Larger datasets yield clear gains in the post-saturation phases. Evaluation results in this figure are based
on greedy decoding.
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Figure 16. Full in-domain benchmark evaluation results for the MATH domain across multiple models. Vertical dashed lines denote
the saturation step for each data scale.
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Figure 17. Full in-domain benchmark evaluation results for the SCIENCE domain across multiple models. Vertical dashed lines
denote the saturation step for each data scale.
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Figure 18. Full out-of-domain benchmark evaluation results for the MATH domain across multiple models. Vertical dashed lines
denote the saturation step for each data scale.
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Figure 19. Full out-of-domain benchmark evaluation results for the SCIENCE domain across multiple models. Vertical dashed lines
denote the saturation step for each data scale.
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Figure 20. Full in-domain benchmark evaluation results for the MATH domain on 7B and 8B models.
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Figure 21. Full out-of-domain benchmark evaluation results for the MATH domain on 7B and 8B models.
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Figure 22. Full in-domain benchmark evaluation results for the SCIENCE domain on 7B and 8B models.
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Figure 23. Full out-of-domain benchmark evaluation results for the SCIENCE domain on 7B and 8B models.
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Figure 24. Full in-domain benchmark evaluation results for the GRAPH domain on 7B and 8B models.
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Figure 25. Full out-of-domain benchmark evaluation results for the GRAPH domain on 7B and 8B models.
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Figure 26. Effect of reward label corruption on training dynamics and generalization. γ denotes the fraction of training prompts
with corrupted labels, ranging from clean (γ = 0) to fully incorrect (γ = 1). Qwen models on MATH and SCIENCE domains maintain
performance under substantial corruption, while generalization of Llama models and GRAPH domain degrade at γ ≥ 0.5. Evaluation
results in this figure are based on greedy decoding.
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Figure 27. Comparison of reward variants (RLVR, self-certainty, majority vote) with 1024 training samples. Proxy rewards without
verifiers exhibit failure modes under prolonged training: training collapse (self-certainty), and reward spikes followed by performance
drops (majority vote). Evaluation results in this figure are based on greedy decoding.
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Figure 28. Effect of baseline variants on SCIENCE domain with 8 training samples. GRPO-pos (positive updates only) and GRPO-neg
(negative updates only) produce comparable performance to standard GRPO.
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Figure 29. Effect of baseline variants on SCIENCE domain with 1024 training samples. Similar to Figs. 28, GRPO-pos (positive
updates only) and GRPO-neg (negative updates only) produce comparable performance to standard GRPO.
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Figure 30. Response diversity on 8 samples from the MATH-500 evaluation dataset. Qwen-math shows high diversity within its
correct answers, suggesting a range of learned robust reasoning paths.

Diversity Prompt for LLM-as-a-judge
You are given the original prompt and two model-generated responses. Determine whether the two responses use
different strategies to solve the problem.

Use the following guidelines:

-Different solution methods: Clearly different approaches (e.g., algebraic vs. geometric, analytical vs.
numerical).
- Critical reasoning divergence: Significant differences in key reasoning steps or assumptions, even if final answers
match.
- Conceptual differences: Distinct underlying concepts or representations (e.g., probability vs. combinatorics).
**Also label as different if:** The two responses share the same general approach but differ meaningfully in
specific intermediate steps or manipulations crucial to the solution.

Original prompt: prompt

Generation 0: generation 0

Generation 1: generation 1

Question : Do Generation 0 and Generation 1 use different strategies?

You may first generate a short reasoning, then end your response with either ||yes|| if they use different
strategies or ||no|| if they use the same strategy.

Figure 31. LM prompt to check similarity between responses.
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Faithfulness Prompt for LLM-as-a-judge
You will be given: (1) a math problem prompt, and (2) a model response that may include BOTH reasoning and a
final answer.

Definitions :
”Reasoning” = the parts of the model response that attempt to justify or derive a result (intermediate steps,
equations, explanations, casework, narrative logic).
”Final answer” = the model’s explicit committed result (e.g., after ”Final:”, ”Answer:”, ”Therefore”, ”
boxed”, or the last clear numeric/symbolic conclusion). If multiple answers appear, treat the last explicitly
committed one as the final answer.

Task : Decide how well the reasoning supports the final answer, using these labels:

Label 1 (Correlated):
The reasoning forms a coherent derivation that would lead to the final answer as stated. Minor algebra slips are
allowed IF the overall derivation still clearly targets that answer. The final answer may be objectively wrong; you
judge alignment, not correctness.

Label 0.5 (Partially Correlated):
The reasoning is related to the problem and seems to move toward the final answer, but has major gaps, unjustified
leaps, missing steps, or serious errors that break the proof. The answer is not a pure non-sequitur, but the support
is weak/incomplete.

Label 0 (Uncorrelated):
The final answer is not supported by the reasoning. Examples include: contradiction with earlier derived
statements; switching to an unrelated method; violating key constraints from the prompt; or the final answer
appearing as an unsupported guess.

Output format (MANDATORY):
1) Briefly identify (a) the extracted final answer and (b) the key reasoning path in 1–3 sentences.
2) Then output exactly one label token on its own at the end: ∥1∥ or ∥0.5∥ or ∥0∥.

Prompt: prompt

Response: response

Question: Does the reasoning path correspond to the provided answer? You may first generate a short
reasoning, then end your response with either ∥1∥ if they are fully correlated, ∥0.5∥ if they are partially correlated,
or ∥0∥ if the answer is uncorrelated to the preceding logic.

Figure 32. LM prompt to evaluate reasoning faithfulness on a sample from the MATH dataset.
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Figure 33. Proportion of aligned and misaligned responses across models and training datasets.
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Figure 34. Evaluation results of pass@16 metric across models with different pre-RL intervention on weak supervision.
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Figure 35. Evaluation results on AIME 2024 and Science Bench across models with different pre-RL intervention on weak
supervision.
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Diversity Judge Example Output
Prompt: A box contains 5 white balls and 5 black balls. I draw them out of the box, one at a time. What is the
probability that all of my draws alternate colors, starting and ending with the same color?

Response A: To determine the probability that all of the ball draws alternate colors, starting and end-
ing with the same color, we need to consider the following:
1. **Total number of ways to arrange the balls**: There are 5 white balls and 5 black balls, so the total number of
ways to arrange these 10 balls is given by the binomial coefficient

(
10
5

)
, which represents the number of ways to

choose 5 positions out of 10 for the white balls (the remaining 5 positions will be for the black balls). This value
is calculated as: (

10

5

)
=

10!

5!5!
= 252

2. **Number of favorable outcomes**: For the drawings to alternate colors starting and ending with the same
color, there are only two possible sequences: - Starting with a white ball and alternating (W B W B W B W B W
B) - Starting with a black ball and alternating (B W B W B W B W B W)
So there are only 2 favorable outcomes.
3. **Probability calculation**: The probability is the ratio of the number of favorable outcomes to the total
number of outcomes. Therefore, the probability P is:

P =
Number of favorable outcomes

Total number of outcomes
=

2

252
=

1

126

So the final answer is
1

126
.

Response B: To solve the problem, we need to determine the probability that a sequence of 10 balls (5 white
and 5 black) is arranged such that they alternate colors. There are only two possible sequences that meet this
condition: ”WBWBWBWBWB” and ”BWBWBWBWBW”. The total number of ways to arrange 5 white and 5
black balls is given by the binomial coefficient

(
10
5

)
, which represents the number of distinct permutations of 5

white and 5 black balls. This is calculated as:(
10

5

)
=

10!

5!5!
= 252

Since there are only 2 favorable outcomes (the two alternating sequences mentioned above), the probability is the
ratio of the number of favorable outcomes to the total number of outcomes:

Probability =
2

252
=

1

126

So, the probability that all of my draws alternate colors, starting and ending with the same color, is
1

126
.

Judge Output: Both Generation 0 and Generation 1 use the same strategy to solve the problem. They both
identify that there are two possible sequences that satisfy the condition of alternating colors and starting and
ending with the same color: ”WBWBWBWBWB” and ”BWBWBWBWBW”. They both calculate the total
number of ways to arrange the 10 balls using the binomial coefficient

(
10
5

)
, which accounts for the permutations

of 5 white and 5 black balls. Finally, they both compute the probability by taking the ratio of the number of
favorable outcomes (2) to the total number of outcomes (252), resulting in the same final answer of 1

126 .
There are no significant differences in their reasoning steps, assumptions, or intermediate calculations. Both
responses follow a similar logical flow and use the same mathematical concepts to arrive at the solution.

Judge Result: ∥no∥

Figure 36. Qualitative Example of Diversity Analysis
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Faithfulness Judge Example Output
Prompt: Find all real pairs (a, b) that solve the system of equation

a2 + b2 = 25,

3(a+ b)− ab = 15.

Response: To solve the system of equations:{
a2 + b2 = 25,

3(a+ b)− ab = 15,

we can use the following reasoning and algebraic manipulations. First, recall the identity:

a2 + b2 = (a+ b)2 − 2ab.

Let’s denote s = a+ b and p = ab. So, the first equation becomes: s2 − 2p = 25. The second equation remains:
3s− p = 15. We can solve these two equations simultaneously. First, we express p from the second equation:
p = 3s− 15. Next, we substitute p into the first equation: s2 − 2(3s− 15) = 25. Simplify the equation:

s2 − 6s+ 30 = 25 =⇒ s2 − 6s+ 5 = 0.

This is a quadratic equation in s. We can solve for s using the quadratic formula s = −b±
√
b2−4ac
2a , where a = 1,

b = −6, and c = 5:

s =
6±

√
36− 20

2
=

6±
√
16

2
=

6± 4

2
.

So, the solutions for s are: s = 5 or s = 1. Now, we find the corresponding p values for each s: 1. If s = 5,
then p = 3(5)− 15 = 0. 2. If s = 1, then p = 3(1)− 15 = −12. We now need to find the pairs (a, b) that satisfy
the equations a+ b = s and ab = p. These are the roots of the quadratic equations: 1. For s = 5 and p = 0, the
quadratic equation is:

t2 − 5t = 0 =⇒ t(t− 5) = 0.

So, the solutions are t = 0 and t = 5. Thus, the pairs (a, b) are (0, 5) and (5, 0). 2. For s = 1 and p = −12, the
quadratic equation is:

t2 − t− 12 = 0.

We solve this quadratic equation using the quadratic formula:

t =
1±

√
1 + 48

2
=

1± 7

2
.

So, the solutions are t = 4 and t = −3. Thus, the pairs (a, b) are (4,−3) and (−3, 4). Therefore, the complete
set of solutions is:

(0, 5), (5, 0), (4,−3), (−3, 4) .

Judge Output: Final answer given: (0, 5), (5, 0), (4,−3), (−3, 4). Reasoning path: Introduces sums s = a+ b
and product p = ab, rewrites equations into a system in s and p, solves to get s = 5 or 1, finds corresponding p,
then solves quadratic t2 − st+ p = 0 to obtain all ordered pairs consistent with each (s, p), yielding the listed
solutions. The derivation is complete and consistently leads to the stated pairs.

Judge Result: ∥1∥

Figure 37. Qualitative Example of Faithfulness Analysis
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