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Figure 1: Overview of MATHNET. MATHNET contains 30K+ Olympiad-level problems across 47
countries, 17 languages, and 143 competitions over 40 years with expert-authored solutions. We
evaluate several leading models on problem solving and math-aware retrieval.

ABSTRACT

Mathematical problem solving remains a challenging test of reasoning for large
language and multimodal models, yet existing benchmarks are limited in size,
language coverage, and task diversity. We introduce MATHNET, a high-quality,
large-scale, multimodal, and multilingual dataset of Olympiad-level math problems
together with a benchmark for evaluating mathematical reasoning in generative
models and mathematical retrieval in embedding-based systems. MATHNET spans
47 countries, 17 languages, and two decades of competitions, comprising 30,676
expert-authored problems with solutions across diverse domains. In addition to
the core dataset, we construct a retrieval benchmark consisting of mathematically
equivalent and structurally similar problem pairs curated by human experts.

MATHNET supports three tasks: (i) Problem Solving, (ii) , Math-Aware Retrieval,
and (iii) Retrieval-Augmented Problem Solving. Experimental results show that
even state-of-the-art reasoning models (78.4% for Gemini-3.1-Pro and 69.3%
for GPT-5) remain challenged, while embedding models struggle to retrieve
equivalent problems. We further show that RAG performance is highly sensitive to
retrieval quality; for example, DeepSeek-V3.2-Speciale achieves gains of
up to 12%, obtaining the highest scores on the benchmark. MATHNET provides
the largest high-quality Olympiad dataset together with the first benchmark for
evaluating mathematical problem retrieval, and we publicly release both the dataset
and benchmark at mathnet.mit.edu.
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1 INTRODUCTION

Recent large language models (LLMs) and large multimodal models (LMMs) have made rapid
improvements on mathematical reasoning benchmarks, from grade-school problems to competition
mathematics (Cobbe et al., 2021; Hendrycks et al., 2021b; Achiam et al., 2023). Recently, public
reports claimed unprecedented gold-medal-level performance at the International Mathematical
Olympiad (IMO) by advanced multiple models (Luong et al., 2025; Shao et al., 2025). Moreover,
there have been multiple incidents of Al systems reportedly solving open mathematical problems
(Nie et al., 2025; Feldman & Karbasi, 2025).

Despite these advances, the lack of open, high quality, and diverse benchmarks constrains research
progress. Existing Olympiad-level datasets are typically drawn from community platforms such as
AoPS and cover only a handful of competitions in the U.S and China (see Table 1). To address this
gap, we present MATHNET: a large-scale, multimodal, and multilingual collection of Olympiad-level
mathematics problems sourced from 47 countries across four decades. The full dataset collection,
MATHNET, contains 30K+ problems with high-quality official solutions written by experts across a
wide range of mathematical domains. Its scale, diversity, and expert quality provide an unprecedented
foundation for exploring mathematical generalization and analogical reasoning.

We use MATHNET to study two main capabilities: Problem Solving, or the ability to solve mathe-
matical problems, and Math-Aware Retrieval, or the ability to recognize and retrieve mathematically
equivalent or related problems. In particular, unlike existing semantic retrieval (Izacard et al., 2021;
Khattab & Zaharia, 2020; Formal et al., 2021), our problem retrieval task must be aware of symbolic
structure, invariances, and transformations. For example, the problem of solving 22 + y* = 1 is
equivalent to v/a? + b2 = 1, and is also equivalent to the set of 2D vectors with unit norm |u|? = 1.
Crucially, these are not equivalent to solving « + y = 1. Current retrieval models fail to make this
distinction: due to superficial lexical overlap (Das et al., 2025), they often rank a problem containing
x4y = 1 as closer to 22 4+ 2 = 1 than to the truly equivalent formulations. Despite the foundational
importance of math-aware retrieval, we note this task remains largely unexplored in recent literature.

These challenges arise even in expert workflows such as the annual IMO exam selection process.
During shortlist construction, problems may sometimes resemble problems that already exist in books,
problem collections, or online sources, illustrating how difficult it can be to recognize mathematical
equivalence across different notations, formats, and languages. Similar issues arise in mathematical
research. For example, a mathematician studying bounds on gaps between consecutive primes
may search for phrases such as “upper bounds on prime gaps” rather than a specific formula like
Prt1—pn < C(log pn)2 (where p,, is the n-th prime and C' is a constant). However, existing retrieval
systems are often sensitive to superficial features such as variable naming or textual phrasing, making
it difficult to connect mathematically equivalent statements expressed in different forms.

To make progress on these challenges, we introduce MATHNET, a collection of mathematics problems
of unprecedented size supporting model analysis across three tasks: (i) Problem Solving, (ii) Math-
Aware Retrieval, and (iii) Retrieval-Augmented Problem Solving. Our contributions are:

1. Main Corpus. MathNet-Solve, a 30K-problem collection of Olympiad-level math with
aligned LaTeX and natural-language statements, expert solutions, and metadata spanning 47
countries, 17 languages, and 65+ mathematical domains.

2. Datasets for Retrieval. MathNet-Retrieve, a dataset for Math-Aware Retrieval comprised
of 40K additional synthetic problems derived from 10K anchor problems, each paired with 1
equivalent positive and 3 hard negatives. MathNet—RAG, a dataset for Retrieval-Augmented
Problem Solving built from 70 IMO-level expert-curated structurally similar problems.

3. Benchmark Evaluation. Benchmarking across 27 state-of-the-art models on three primary
benchmarks: Problem Solving accuracy on MathNet-Solve, Math-Aware Retrieval using
Recall@k on MathNet-Retrieve, and Retrieval-Augmented Problem Solving accuracy on
MathNet -RAG, using both automatic grading and human expert grading.

4. Analysis: Solving vs. Retrieving. We demonstrate embedding model performance in Math-
Aware Retrieval lags behind LLM and LMM performance in Problem Solving. Moreover, for
Retrieval-Augmented Problem Solving, retrieval-augmented generation (RAG) improves reasoning
only when retrievers surface structure-aligned, mathematically relevant neighbors.
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2 RELATED WORK

Mathematical problem solving has long been a core benchmark for evaluating Al reasoning capabili-
ties. Early efforts focused on text-based arithmetic problems, while recent research has expanded to
competition-level reasoning, theorem proving, and multimodal problem-solving. Existing datasets
can be broadly categorized into text-only benchmarks, multimodal benchmarks, and aggregates.

Text-Only Mathematical Benchmarks. Several datasets evaluate LLMs’ mathematical reasoning
using text-only problems. Cobbe et al. (2021) introduced GSMS8K, grade-school level problems
for elementary arithmetic reasoning. Hendrycks et al. (2021b) proposed MATH, which consists of
problems spanning high school to competitive mathematics. Gao et al. (2024b) presented Omni-
MATH, with 4,428 Olympiad-level problems. He et al. (2024) and Wang et al. (2024) further extend
coverage with bilingual and competition-level datasets, though most are limited in scale, language
diversity, or structured similarity annotations.

Multimodal Mathematical Benchmarks. Multimodal benchmarks integrate visual information
with textual descriptions, primarily for geometry or diagram-based reasoning. Datasets such as
MATH-Vision (Wang et al., 2024) and MathVista (Lu et al., 2024) incorporate broad visual contexts,
including charts and diagrams. Despite this added modality, these datasets remain comparatively easy
and do not capture the full difficulty of Olympiad-level problem solving. Large-Scale Aggregates.
Large datasets aggregate problems from multiple sources such as NuminaMath (Li et al., 2024b)
and (Albalak et al., 2025). Although valuable for large-scale training and evaluation, these datasets
typically lack curated multimodal content, multi-lingual coverage, and fine-grained annotations.

Math-Aware Retrieval. There has been work on formula-aware indexing (Zanibbi et al., 2025; Das
et al., 2025), but such systems predate LLLMs and typically operate at the formula level, missing
broader conceptual and structural similarities expressed in natural language. Meanwhile, modern IR
excels at semantic paraphrase but is often blind to symbolic equivalence and cross-modal cues.

Limitations of Prior Work and Motivation for MATHNET. Despite these advances, current
benchmarks exhibit three main limitations: (i) limited expert solutions, (ii) lack of visual multilingual
content, especially for high-difficulty problems, and (iii) limited analysis of mathematical problem
retrieval. MATHNET addresses these gaps by offering a large-scale, multilingual, multimodal dataset
of Olympiad-level problems. It includes expert-validated problem pairs and a fine-grained taxonomy
of mathematical similarity, enabling rigorous study of analogical problem solving in generative
models, retrieval quality in embedding-based systems, and retrieval-augmented reasoning across
languages and modalities.

Benchmark Size  Languages Evaluation Type M Source Difficulty
GSMS8k Cobbe et al. (2021) 8,500 EN Numeric Answer x  Crowdsourced problems Grade School
MATH Hendrycks et al. (2021b) 12,500 EN Numeric Answer x  Competitions / textbooks High School
MATH-Vision Wang et al. (2024) 3,040 EN Expression / Proof V' Math Competitions High School
CMMLU Li et al. (2024a) 11,528 ZH MCQ x  Chinese exam materials High School / College
MMLU Hendrycks et al. (2021a) 15,908 EN MCQ % College / professional exams College-Level
C-Eval Huang et al. (2023) 13,948 ZH MCQ % Chinese college exams College Entrance
MMMU Yue et al. (2024) 11,500 EN MCQ / Expression v Multimodal academic exams College-Level
AGIEval Zhong et al. (2024) 3,300 EN&ZH MCQ / Expression % College entrance exams College Entrance
JEEBench Arora et al. (2023) 515 EN MCQ /Numeric Answer x  Indian JEE Advanced JEE Advanced Exam
OlympiadBench He et al. (2024) 6,142 EN & ZH Proof / Expression V' Official Websites M Olympiad Level
OlympicArena Huang et al. (2024) 3,233 EN & ZH Proof / Process v' Official Websites M Olympiad Level
Omni-Math Gao et al. (2024b) 4,428 EN Proof / Process X AoPS Forum / Contest Pages M Olympiad Level
IneqMath Sheng et al. (2025) 1,552 EN Proof / Analytical Tools ~ x  Curated Inequalities Problems M Olympiad Level
OlymMATH Sun et al. (2025) 200 EN & ZH Numeric Answer X AoPS Forum/Official Websites M Olympiad Level
LiveAoPS Mahdavi et al. (2025) - EN Numeric / Expression X AoPS Forum (rolling snapshot) M Olympiad Level
MathArena Balunovic et al. (2025) 162 EN Final Answer / Proof V' Newly released competitions M Olympiad Level
IMOBench Luong et al. (2025) 460 EN Numeric / Proof x  IMO & national archives M Olympiad Level
MathNet (ours) EN, ZH, ES Official Country Booklets/

30,767 RU, FR,RO  Expression / Proof v International and National M Olympiad Level

and 11 other Contests

Table 1: Comparison of mathematical reasoning benchmarks across different sizes, languages,
evaluation types, and difficulty levels. We include both unimodal and multimodal datasets, spanning
grade-school to Olympiad-level mathematics. Our Proposed MATHNET expands coverage to 17
languages and focuses on proof- and process-based evaluation.
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3 DATASET AND BENCHMARK DESIGN

MATHNET consists of Olympiad-level problems together with benchmarks in three tasks that eval-
uates mathematical reasoning in generative models, mathematical retrieval in embedding-based
systems, and analogical reasoning with retrieval augmented generation.

A key feature of MATHNET is its fine-grained taxonomy of mathematical similarity, which enables
systematic analysis of both solver and retriever performance across varying levels of structural and
semantic overlap. To complement the dataset, we define a novel retrieval task that measures whether
embedding-based systems can identify related problems based on deeper structural relationships
rather than surface-level features. We further provide baselines and evaluations for both generative
reasoning and retrieval, demonstrating the utility of the benchmark built on top of the dataset.

3.1 DATASETS AND TASKS

MATHNET consists of three datasets: MathNet-Solve, MathNet-Retrieve, and
MathNet-RAG. The associated tasks are Problem Solving, Math-Aware Retrieval, and Retrieval-
Augmented Problem Solving. Benchmarks combine a task, a dataset, and an evaluation criterion.

1. MathNet-Solve: 30,676 expert-written Olympiad problems with solutions, spanning 47
countries, 17 languages, and 143 competitions. Divided into 3 splits: MathNet-Solve-train
(23776 samples), —test (6400 samples), and —test-hard (500 samples). Serves as the
source collection from which retrieval datasets are built. Supports Problem Solving via generated
solutions graded against reference solutions. Figure 2 summarizes main statistics of the corpus.

2. MathNet-Retrieve: an evaluation dataset for Math-Aware Retrieval built from 10,000
anchor problems from MathNet-Solve. For each anchor, we construct 1 equivalent positive
and 3 hard negatives, yielding 40,000 synthetic problems in total. Used to evaluate embedding
models on retrieving mathematically equivalent problems.

3. MathNet—-RAG: an evaluation dataset of 35 anchor problems and 35 expert-paired real problems
all drawn entirely from MathNet-Solve; it is used for Retrieval-Augmented Problem Solving
under both retrieved and oracle contexts.
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Figure 2: Overview of MathNet—-Solve. The dataset spans national, regional, TST, and interna-
tional competitions, with varying solution lengths. It has grown since the early 2000s and includes
textual and diagram-based problems with broad multilingual and topical coverage.
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Figure 3: Overview of MATHNET problem—solution extraction pipeline. The curation pipeline
consists of three stages: (1) document ingestion and problem segmentation, (2) problem and solution
extraction with format normalization, and (3) multi-stage extraction verification.

3.2 DATA COLLECTION, EXTRACTION AND ANNOTATION

Data sources. Each year, participating IMO countries contribute original problems for use in their
national contests and team selection examinations. To construct the dataset underlying the benchmark,
we collect official problem booklets from 47 countries spanning 1985-2025, comprising 1595 PDF
volumes and more than 25,000 pages in total. Unlike prior math benchmarks that often rely on
community-sourced platforms such as AoPS, MathNet is built exclusively from officially published
national materials. All included problems and solutions are authored and disseminated by national
teams themselves, ensuring expert-level quality, consistency in style, and immunity from noisy or
informal annotations. For more details, refer to section A.

Problems Extraction. We first convert all contest booklets into a Markdown format using the
multilingual document parsing framework dot s—ocr (Li et al., 2025; Zheng et al., 2026). This step
establishes a uniform input format for downstream processing. The underlying source material spans
a wide range of formats including both digital typeset documents and scanned copies, with some
documents spanning several languages. We leverage the multilingual recognition and layout analysis
capabilities of dot s—ocr to robustly handle this variation and ensure consistent and faithful text
extraction across diverse document types.

Problem-Solution Matching and Annotation In general, it is a difficult problem to extract aligned
problem-solution pairs from large corpora of heterogeneous mathematical documents. In our dataset,
some documents present problems and solutions in separate sections, while others interleave them.
Numbering schemes and naming conventions vary not only across countries but often within a
single document. These inconsistencies render traditional parsing techniques (e.g., regex-based
heuristics) brittle and difficult to scale. To address this, we designed a novel LLM-based pipeline for
problem—solution alignment (illustrated in Figure 3). Our approach operates in three stages:

Stage 1: Document Ingestion and Problem Segmentation. To process each contest booklet, we
first extract section-level segments, then pass these pages to Gemini-2.5-Flash to identify
problem and solution corresponding segments by outputting only their line numbers. We also record
the problem authors, hints and remarks (if present), as well as the and source file and page number to
maintain provenance information for each problem.

Stage 2: Problem and Solution Extraction. Given the line segments from Stage 1, we extract the
text within these segments, along with additional buffer text before and after them in case any content
is missing. We then use the prompt GPT-4 . 1 to extract the corresponding problem and solution in
a I&TgX-friendly format. This strategy addresses the issue of problems and solutions appearing in
different sections of the booklet, which may exceed the extraction model’s context window.

Stage 3: Extraction Verification. We validate the extracted problem—solution pairs through a
three-stage verification process of (1) a rule-based analytical checker, (2) GPT-4 .1, and (3) human
annotators. First, we compute text similarity between the extracted content and the original OCR out-
put to ensure that LLM editing is restricted to formatting adjustments and introduces no hallucinated
content. Second, we prompt GPT—-4 . 1 to compare screenshots of the source pages with the extracted
problem—solution pairs, acting as a judge (see Appendix F) to detect OCR errors, incorrect figure
associations, or mismatches between problems and solutions, and determine whether the solution is
complete. Finally, we manually review cases with low confidence scores. A problem—solution pair is
retained only if all three verification mechanisms reach unanimous agreement.
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3.3 RETRIEVAL IN MATHEMATICS

3.3.1 UNDERSTANDING DIFFERENT TYPES OF MATHEMATICAL SIMILARITY

Mathematical progress often depends on recognizing when different problems share common structure.
These structural commonalities can take several forms, from strict equivalence to looser thematic
connections. We distinguish three modes of similarity: Invariance, Resonance, and Affinity. For
examples see Table 2.

Invariance refers to strict equivalence under transformation. Two problems are invariant when they
differ only in representation but share the same underlying structure. Examples include syntactic
renaming, algebraic reformulation, geometric re-characterization, or cross-domain isomorphism.

Resonance refers to partial similarity. Problems are not identical, but they can be addressed using the
same idea, proof strategy, or structural analogy. Resonance highlights opportunities to transfer tools
or insights across contexts.

Affinity refers to a broad sense of relatedness without structural equivalence. Problems may belong
to the same conceptual or disciplinary area (e.g., number theory, geometry) even if they do not share
a method or solution strategy. Affinity provides a way to group problems by theme, context, or
historical development.

Mode Problem A Problem B

Invariance

Syntactic Equivalence  Find f : R — R such that f(22 — y?) = (z — y)(f(2) + f(y)). Find g : R — R such that (g(a) + g(b))(a — b) = g(a® — b?).
1 m a?

Reformulation Leta; > 0. Prove Y31 ooote— < 370, e Leta; > 0. Prove 1) ot >

Transformational Find all 2 € R such that 4” + 6% = 9. Find all z € R such that (2/3)" + (3/2)" = 5/2.

Structural Resonance

Generalization For k > 1, prove that k dividci (;’z) forall n > k. Sh({w thaﬁt (;’]) =11 (7'7'1') (mod p), where n = Y n;p',m =Y m;p'.

Common Lemma If ab + 1|a® + b%, show that 'ﬁl;jﬁ‘l is a perfect square. If a® + b + ¢* = k(ab + bc + ca), show that k € {1,2,3}.

Structural Reduction ~ Prove that 4™ + 2™ 4 1 is never a prime number. Prove that 22" 4+ 2" + 1 is divisible by 3 for all 7.

Affinity (Thematic) Show that the largest prime factor of (*") is greater than n?3.  For every n > 1, there is a prime p such that n < p < 2n.

Table 2: Taxonomy of mathematical similarity with Olympiad-style examples. Invariance captures
strict equivalence under reformulation, Structural Resonance reflects shared lemmas or reductions,
and Affinity denotes looser thematic clustering.

3.3.2 BUILDING MATHNET-RETRIEVE

We constructed this dataset to support Math-Aware Retrieval, whcih aims to distinguish between
surface-level lexical overlap and deep mathematical equivalence. MathNet—-Retrieve is built
from 10,000 anchor problems drawn from MathNet—-Solve. For each anchor, we use GPT-5
(prompt details in the Appendix) to generate exactly 1 equivalent positive and 3 hard negatives,
yielding 40,000 synthetically derived problems in total.

Equivalent Positives. For each anchor problem, we generate one mathematically equivalent variant
via variable renaming (e.g.,  — a), algebraic manipulation, and paraphrasing using GPT—5 (prompt
details in the Appendix). For example, the functional equation f(z) + f(y) = f(z + y) can be
rewritten as an algebraically equivalent variant such as g(a) — g(a +b) = —g(b)

Hard Negatives. For each anchor, we also generate three adversarial hard negatives that preserve
much of the surface form while changing the underlying mathematics (e.g., f(z%)+ f(y) = f(x—y)).
These near-miss distractors make it difficult for models to succeed by relying only on lexical similarity.

3.3.3 BUILDING MATHNET-RAG

We also construct MathNet-RAG as a non-synthetic evaluation dataset of expert-paired real
Olympiad problems, supporting Retrieval-Augmented Problem Solving. The dataset is organized
as 35 anchors paired with 35 expert-curated pairs, 70 problems total drawn from real Olympiad
competitions. Each pair lies in the Structural Resonance category of our taxonomy and exhibits
similarities such as Generalization, Common Lemma, or Structural Reduction. These pairs capture a
human expert notion of similarity that goes substantially beyond simple algebraic transformation.
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Example Conceptual Problem Pair from MathNet-RAG

Problem A. [Chinese TST 2014] Show that there are no 2-tuples (x, y) of positive integers satisfying
(z+1)(x+2)---(z+2014) = (y+1)(y+2)---(y+4028).

Problem B. [Russia 2009] Alireza multiplied a billion consecutive natural numbers, and Matin multi-
plied two million consecutive natural numbers. Prove that these two got different results or one of them
has made a mistake.

4 EXPERIMENTS

4.1 EXPERIMENTAL SETUP

We evaluate 27 models on MATHNET using three benchmarks: Problem Solving accuracy
on MathNet-Solve, Math-Aware Retrieval using Recall@k on MathNet-Retrieve, and
Retrieval-Augmented Problem Solving accuracy on MathNet -RAG.

On MathNet-Solve, we evaluate two types of models: (i) LLMs and LMMs, including
gpt—-40, Llama-4-Maverick—-17B-128E-Instruct-FP8, and Grok-3. For models
that accept images, we provide both the text and image as input; otherwise, we supply a text-
only description of the image. (ii) LLMs and LMMs with deliberate reasoning, includ-
ing gemini-3.l-pro-preview, gemini-3-flash-preview, gemini-2.5-flash,
claude-opus—4.6, gpt-5, gpt—-5-mini, gpt—-5-nano, and DeepSeek-R1.

On MathNet-Retrieve, we evaluate retrieval performance using embeddings de-
rived from a diverse set of state-of-the-art models, including all-mpnet-base-v2,
multi-ga-mpnet-base-dot-vl, cohere-embed-v4.0, gwen3-embedding-4B,
gemini-embedding-001, text-embedding-ada-002, text-embedding-3-small,
and text-embedding-3-large. We compute similarities between problem statements using
cosine similarity over the embedding representations.

On MathNet-RAG, we limit the evaluations to seven state-of-the-art open-source and
proprietary models, as this benchmark requires human grading. The models are
gemini-3-pro-preview, gpt-5, claude-opus—-4.5, DeepSeek-V3.2-Speciale,
oLMO-3-Think, Grok-4.1-Fast, and Phi-4-reasoning—-plus. For each model we
evaluate three inference settings: (i) Zero Shot, where the model receives only the target
problem; (ii) Embed-RAG, where we retrieve one related problem using embeddings from
gemini-embedding-001 and provide that retrieved problem together with its official solu-
tion; and (iii) Expert-RAG, where we instead provide the expert-paired related problem from
MathNet -RAG together with its official solution.

4.2 EVALUATION PROTOCOL

Problem Solving on MathNet—-Solve. Similar to the protocol introduced in IMO-Bench (Luong
et al., 2025), we adopt a score-based model grading procedure using GPT-5. For each problem, the
judge model is provided with the problem statement, the reference solution, and the model-generated
solution, and is asked to assess whether the output is consistent with the correct answer using a
numeric score from 0—7. We binarize the score by marking outputs with score > 6 as correct (fully
correct or containing only minor errors) and scores < 6 as incorrect. This allows us to distinguish
between models that arrive at the correct final answer by coincidence versus those that demonstrate
consistent reasoning ability. We also report performance by subject domain (algebra, geometry,
combinatorics, number theory), enabling a fine-grained analysis of model strengths and weaknesses.

Math-Aware Retrieval on MathNet-Retrieve. The primary evaluation metric for our retrieval
task is Recall@k, which measures whether any of the top-k retrieved problems correspond to a
“correct” match from our equivalent versions of each problem. We report Recall@1 and Recall @5.
To better understand embedding behavior, we further analyze cosine similarity distributions between
equivalent problem pairs, unrelated pairs, and near misses (hard negatives), highlighting cases where
models struggle to separate fine-grained distinctions.
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Retrieval-Augmented Problem Solving on MathNet—RAG. To assess the impact of retrieval on
downstream problem solving, we evaluate three settings. In Zero Shot, the model receives only the
target problem. In Embed-RAG, we retrieve one related problem using gemini-embedding-001,
then provide the retrieved problem and its official solution as additional context. In Expert-RAG, we
replace the retrieved example with the expert-paired related problem from MathNet -RAG, again
together with its official solution. Comparing Zero Shot, Embed-RAG, and Expert-RAG isolates the
effect of retrieval quality: the gap from Zero Shot to Embed-RAG measures the value of retrieved
context from an embedding retriever, while the gap from Embed-RAG to Expert-RAG measures how
much performance is still limited by retrieval errors.

4.3 MAIN RESULTS

4.3.1 PROBLEM SOLVING ON MATHNET—-SOLVE

Table 3 reports Problem Solving accuracy on MathNet—-Solve across four core domains: Al-
gebra, Number Theory, Geometry, and Discrete Mathematics. The strongest overall model is
gemini-3.1-pro, which achieves 76.3% overall accuracy, followed by gemini-2.5-pro at
71.9%, and gpt -5 and gemini-3-flash-preview, both at 68.1%. Across models, Algebra is
consistently the easiest domain, with the top systems reaching 82.9%, while Geometry and Discrete
Mathematics remain the most challenging: even gpt -5, despite strong Algebra (79.4%) and Number
Theory (73.0%) performance, drops to 56.3% on Geometry and 64.1% on Discrete Mathematics.

A clear performance stratification emerges. Frontier reasoning models—especially the Gemini
3.1/2.5 and GPT-5 families—substantially outperform earlier or smaller models. Mid-tier systems
such as claude-opus—-4-6, gpt—5-nano, DeepSeek-V3.2, and gemini-2.5-flash
achieve overall scores between 38.8% and 43.9%, while weaker baselines including grok-3,
DeepSeek-V3-0324, gpt—-4.1, Llama-4-Maverick-17B-128E-Instruct-FP8,
gpt-4o0, and Ministral-3B lag far behind. Notably, the gap between the top and bottom of
the table is large: gemini-3.1-pro-preview outperforms Ministral-3B by 72.7 points
overall. Overall, these results highlight that Olympiad-level mathematical reasoning remains
challenging even for state-of-the-art systems, with the largest appearing in Geometry and Discrete
Mathematics. For more detailed breakdowns by language and multimodality, see Appendix D.

Problem Solving Accuracy (%, T) on MathNet-Solve-Test
Algebra  Number Theory Geometry Discrete Math Macro Avg. Micro Avg.

LLMs (text-only)

ministral-3B 64+1.0 29+09 434038 1.7+£0.6 44£05 44+£05
DeepSeek-V3.2 51.6£20 453+2.6 322+1.8 327+21 40.1£12 401412
grok-3 37.7+£19 33.0+£23 21.7+16 242+19 285+ 1.1 285+1.1
LMMs (text + images)

Llama-4-Maverick-17B+ 225+ 1.7 144+1.8 107+12 86+13 147+09 147409
gpt-4.1 294+ 1.8 240422 157+14 166£1.7 214+10 214+1.0
gpt-4o 109+ 1.2 70+13 45+0.8 42409 6.8 +£0.6 6.8 +0.6
LLMs with reasoning

DeepSeek-R1 46.1 £2.0 395+25 312+18 273+£20 363+£1.2 363+12
LMMs with reasoning

gemini-3.l-pro-preview 83.7+15 82.2 £2.0 74.6 £1.7 75.6 +2.0 784+10 784+1.0
gemini-3-flash-preview 77.7+£1.7 733+£23 670+18 640+22 704+1.1 704+1.1

gemini-2.5-flash 50.5+£20 426 +£2.5 36.8 1.8 31.0£2.1 41.1£12 411+12
gpt-5 803+ 1.6 73.6£23 61.1£19 653+£22 69.3+1.1 693+1.1
gpt-5-mini 67.6 £ 1.8 61.5+£26 503+£20 502+£23 570£12 57.0+12
gpt-5-nano 539+£20 49.6 £2.6 324+£18 346=£21 422+12 422+12
claude-opus-4.6 532+£20 446+25 443+19 364422 45712 457+12

Table 3: Problem Solving on MathNet—-Solve-Test (6,400 problems). Results are reported as
accuracy (%) = standard error across four domains; models are grouped by modality and reasoning
capability, with best results in bold and second-best results underlined. Takeaway: LMMs with
reasoning achieve the strongest performance overall, while Geometry and Discrete Mathematics
remain the most challenging domains.
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4.3.2 MATH-AWARE RETRIEVAL ON MATHNET-RETRIEVE

As shown in Table 4, Math-Aware Retrieval on MathNet-Retrieve remains highly chal-
lenging at the top-1 level, with even the strongest models (Qwen3-embedding-4B and
Gemini-embedding-001) achieving only ~5% Recall@1. Performance improves markedly
at higher cutoffs, with Recall@10 exceeding 80% in several domains. Among all models,
Gemini-embedding-001 provides the most consistent gains, delivering the highest Recall@5 and
Recall@10 across domains and the strongest aggregate performance (68.88% and 83.79%, re-
spectively). In contrast, legacy embedding models such as text-embedding-ada-002 and
text-embedding—-3-small perform substantially worse across all settings.

These results suggest that current general-purpose embedding models fail to capture the deep structural
and symbolic relationships that define mathematical equivalence. A critical failure mode is that
both LLMs and LMMs often rely on superficial textual overlap (e.g., matching on keywords such as
“triangle” or “polynomial”) rather than reasoning over the underlying mathematical concepts. The
weak top-1 retrieval performance highlights that these models lack a robust internal representation of
mathematical knowledge that would support analogical reasoning across problem variants. This gap
underscores the need for embeddings explicitly trained to encode mathematical structure, rather than
depending on incidental surface-level cues.

To further illustrate this issue, Figure 6 shows the distribution of cosine similarities between equivalent
and non-equivalent problems. Surprisingly, non-equivalent pairs often exhibit higher similarity scores
than equivalent ones. This counterintuitive trend highlights that embeddings frequently capture
superficial lexical or symbolic overlap rather than true structural relationships, leading models to
mis-rank distinct problems as closer than genuinely equivalent ones. This explains the weak Recall@1
performance observed in Table 4.

Math-Aware Retrieval Recall@k (%, 1) on MathNet-Retrieve

Model Algebra Number Theory  Geometry Discrete Math All
R@1 R@5 R@1 R@5 R@1 R@5 R@1 R@5 R@1 R@5
all-mpnet-base-v2 454 73.06 4.67 82.54 437 7476 425 7538 378 57.70
multi-ga-mpnet-base-dot-vl 4.00 69.40 3.73 80.76 388 71.73 398 7340 327 55.08
cohere-embed-v4.0 273 59.85 2.67 68.85 235 59.87 278 6340 224 44381
gwen3-embedding-4B 524 7874 4.62 86.43 560 79.05 596 8150 496 64.95
gemini-embedding-001 5,50 81.62 4.95 87.43 549 81.86 535 8280 4.83 68.88
text-embedding-ada-002 2.05 5494 222 63.35 2.16 5507 271 5751 194 42.02
text-embedding-3-small 2.10 4747 1.89 54.62 2.10 47.61 284 50.12 198 3549
text-embedding-3-large 3.19 68.18 2.73 75.25 320 68.18 335 69.52 274 5423

Table 4: Math-Aware Retrieval on MathNet—-Retrieve (10,000 anchor problems). Results
are reported as Recall@1 and Recall @5 across four domains and overall, with best results in bold
and second-best results underlined. Takeaway: Across domains, Recall@1 remains low even for
the strongest models, while gemini-embedding—-001 and gwen3-embedding-4B achieve
the best overall Recall@5, highlighting that current embedding models retrieve mathematically
equivalent problems only reliably at larger retrieval depths.

4.3.3 RETRIEVAL-AUGMENTED PROBLEM SOLVING ON MATHNET—-RAG

As shown in Table 5, Expert-RAG is the strongest setting overall, but the gains are not uniform across
models or grading protocols. Under human grading, DeepSeek-V3.2-Speciale reaches the
best result in the table at 97.3% with Expert-RAG, and GPT-5 also improves substantially from 76.8%
in Zero Shot to 86.6% in Expert-RAG. At the same time, the table also shows that stronger retrieved
context does not guarantee gains for every model: for example, Gemini-3-Pro is best under
human grading in Zero Shot and Embed-RAG, while Claude-4.5-0Opus and oLMO-3-Think
show smaller or mixed changes under human grading. Under average LLM grading, the same overall
pattern holds: Expert-RAG is often competitive or best, but Embed-RAG is less reliable and can fall
below Zero Shot, as seen for Grok—4.1-Fast, Gemini—-3-Pro, and oLMO-3-Think. Taken
together, the table suggests that retrieval helps most when the added example is truly structure-aligned.
Embed-RAG can help, but its benefits are inconsistent because embedding-based retrieval sometimes
returns near-miss problems that add noise rather than useful mathematical guidance.
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Retrieval-Augmented Problem Solving Accuracy (%, 1) on MathNet —-RAG
Model RD Human Grading LLM Grading
(2025) Zero-shot Embed-RAG Expert-RAG Zero-shot Embed-RAG Expert-RAG
DeepSeek-V3.2-Speciale 0lDec 848+6.1 89.5+52 97.3+£27 822465 879+55 89.0 £5.3

Claude-4.5-Opus 24 Nov 468 +84 555+84 524+84 460+84 503£85 564 + 8.4
oLMO-3-Think 20Nov 452+84 546=£84 476+84 495+85 456=E84 51.1+84
Grok-4.1-Fast 19Nov 754+73 83.8+62 832+63 731+75 67779 69.1 £7.8
Gemini-3-Pro 18 Nov 89.1+53 929443 87.5+£56 732+£75 705+7.7 76472
GPT-5 07 Aug 768 +7.1 752+£73 86.6+58 871+57 81.8+6.5 858459
Phi-4-Reasoning Plus 30 Apr  15.1 +6.1 143 +59 16.7+63 241+72 196+6.7 300+ 7.7

Table 5: Retrieval-Augmented Problem Solving on MathNet—RAG (35 problems). Results are
reported as accuracy (%) + standard error under human grading and average LLM grading across
three inference settings: zero-shot, Embed-RAG, and Expert-RAG; best results are shown in bold
and second-best results are underlined. Takeaway: Expert-RAG yields the most consistent gains, but
improvements remain model-dependent and grading-dependent.

5 DISCUSSION AND LIMITATION

Results on MATHNET reveal a clear gap between strong generative performance on Problem Solving
and weak performance on Math-Aware Retrieval for mathematical equivalence. While frontier LLMs
and LMMs achieve impressive scores on answer-generation benchmarks, our retrieval results show
that current embedding-based systems still struggle to capture mathematical structure. The limited
gains from visual augmentation further suggest that multimodal integration for symbolic tasks remains
underdeveloped.

The strong performance of the formula-aware baseline indicates that structured, non-textual represen-
tations are crucial for retrieval. Progress in true mathematical reasoning may require moving beyond
next-token prediction toward architectures that explicitly integrate symbolic reasoning.

6 CONCLUSION

In this work, we introduced MATHNET to analyze current models in Problem Solving, Math-Aware
Retrieval, and Retrieval-Augmented Problem Solving. By providing a corpus of 30,676 problems
with a fine-grained taxonomy of equivalence, we enabled a rigorous study of mathematical gener-
alization and analogical reasoning. To ensure reliability, we complemented automated extraction
with systematic human validation: expert annotators reviewed problem similarity labels, and student
evaluators assessed the alignment and completeness of extracted problem—solution pairs. These
human contributions establish a strong ground-truth foundation, ensuring that MATHNET captures
deep mathematical structure rather than superficial overlap.

Our comprehensive evaluations show that while frontier generative models can solve complex
problems, current retrieval systems still struggle with a fundamental yet overlooked task: retrieving
mathematically equivalent or structurally related problems from large corpora. This deficiency in
retrieval highlights a key limitation in current learned representations of mathematical knowledge.
We hope MATHNET will serve as a valuable resource for the community, paving the way for research
into improved retrieval-augmented reasoning, symbolic Al, and ultimately, more capable and reliable
problem-solving models.
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APPENDIX

The appendix provides additional tables, figures, prompts, and implementation details to support reproducibility
and further analysis.
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A OVERVIEW OF COMPETITIONS COVERED BY MATHNET

This section summarizes the competitions represented in MathNet-Solve. The dataset includes problems
drawn from a wide range of mathematical olympiads, together with related training and team selection materials.

Table 6 lists all sources included in the dataset and the years covered. The first part of the table contains interna-
tional and multi-country competitions (e.g., the Asia Pacific Mathematics Olympiad, the Balkan Mathematical
Olympiad, and Baltic Way). The second part summarizes national sources grouped by country, including national
mathematical olympiads, team selection tests for international competitions (e.g., IMO or EGMO team selection
tests), and related national contests and training materials.

Source Years Competitions
National competitions and team selection tests by country
Argentina 2003-2024 Argentina Mathematical Olympiad (Argentine MO); Cono Sur Mathe-

matical Olympiad; Rioplatense Mathematical Olympiad; Iberoamerican
Mathematical Olympiad; May Mathematical Olympiad

Australia 2010-2024 Australian Mathematical Olympiad; Australian Intermediate Mathematics
Olympiad (AIMO); Australian Mathematical Olympiad Committee Senior
Contest (AMOC Senior Contest); APMO; EGMO; IMO; Mathematics
Ashes; Mathematics Challenge for Young Australians (MCYA)

Austria 2010-2024 Austrian Mathematical Olympiad (Regional Round; Preliminary Round;
Final Round; Beginners’ Competition)

Belarus 2010-2025 Belarusian Mathematical Olympiad; IMO TST; Selection and Training
Session

Brazil 2006-2022 Brazilian Mathematical Olympiad (OBM), Galois—Noether University
Mathematics Competition

Bulgaria 2003-2024 Bulgarian Mathematical Olympiad; Bulgarian Autumn Tournament; Bul-

garian Spring Tournament; Bulgarian Winter Tournament; BMO TST;
IMO TST; IBMO TST

Canada 1969-2025 Canadian Mathematical Olympiad (CMO)

China 2007-2025 China Mathematical Olympiad (CMO); China Mathematical Competition;
China TST; China Girls’ Mathematical Olympiad (CGMO); China West-
ern Mathematical Olympiad; China Southeastern Mathematical Olympiad;
China Western Invitational Mathematical Competition

Croatia 2011-2019 Croatian Mathematical Olympiad; Croatian Junior Mathematical
Olympiad; Croatia National Mathematical Competition (City Round,
County Round, Final Round); MEMO TST; IMO TST

Czech Republic  2000-2025 Czech Mathematical Olympiad; Czech and Slovak Mathematical
Olympiad; Czech—Polish—Slovak Mathematical Match; Czech—Slovak

Match

Estonia 2010-2025 Estonian Mathematical Olympiad; Estonian Open Contests; IMO TST

France 2011-2024 French Mathematical Olympiad; EGMO TST; French Mathematical
Olympiad Preparation

Germany 2000-2022 German Mathematical Olympiad; IMO TST

Greece 2007-2024 Hellenic Mathematical Olympiad (Archimedes); Hellenic Mathematical
Olympiad; BMO; JBMO; Mediterranean Mathematical Competition; IMO
TST

Hong Kong 1997-2024 Hong Kong (China) Mathematical Olympiad (HKMO); Preliminary Se-
lection Contest; Pre-IMO Mock Exam; IMO TST

India 2000-2024 Indian National Mathematical Olympiad (INMO); Indian Regional Math-

ematical Olympiad (RMO); EGMO TST; IMO TST; IMO Training Camp
Practice Test

Iran 2010-2025 Iranian Mathematical Olympiad, IMO TST

Ireland 2007-2025 Irish Mathematical Olympiad

Italy 1998-2024 Italian Mathematical Olympiad; Italian Mathematical Olympiad Project

Japan 2006-2024 Japanese Mathematical Olympiad (JMO); Japanese Junior Mathematical
Olympiad (JJMO)

Kazakhstan 2014-2021 International Zhautykov Olympiad

Moldova 2023 Moldova Mathematical Olympiad

Continued on next page
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Source Years Competitions

Mongolia 2010-2025 Mongolian Mathematical Olympiad; IMO TST; EGMO TST

Netherlands 2006-2025 Dutch Mathematical Olympiad; Dutch Junior Mathematical Olympiad;
BxMO; BxMO/EGMO TST; IMO TST

New Zealand 2019-2025 New Zealand Mathematical Olympiad

Macedonia 2008-2023 Macedonian Mathematical Olympiad; Junior Macedonian Mathemati-
cal Olympiad; BMO; JBMO; Mediterranean Mathematical Olympiad;
European Mathematical Cup; IMO TST

Philippines 2018 Philippine Mathematical Olympiad

Poland 2023-2025 Polish Mathematical Olympiad

Portugal 2016-2017 Olympic Revenge

Romania 2004-2025 Romanian Mathematical Olympiad; RMM; IMAR Mathematical Com-
petition; Stars of Mathematics Competition; Danube Mathematical Com-
petition; Clock-Tower School Competition; Selection Tests for BMO,
JBMO, and IMO; Romanian Mathematical Olympiad Shortlist; Gazeta
Matematicd National Olympiad

Russia 2009-2025 Russian Mathematical Olympiad; All-Russian Mathematical Olympiad;
Euler Olympiad; EGMO TST

Saudi Arabia 2010-2025 Saudi Arabian Mathematical Competitions; BMO TST; EGMO TST; Gulf
Mathematical Olympiad TST (GMO TST); IMO TST; JBMO TST; Camp
Tests; Preselection Test

Serbia 2007-2023 Serbian Mathematical Olympiad; District Mathematics Competition; Mu-
nicipal Mathematics Competition; IMO TST

Singapore 2010-2025 Singapore Mathematical Olympiad (SMO); Singapore Mathematical
Olympiad Open (SMO Open); Singapore International Math Olympiad
Challenge (SIMOC); IMO Training Camp

Slovenia 2001-2023 Slovenian Mathematical Olympiad; Slovenian Mathematical Olympiad
for Technical Schools; IMO TST

South Africa 2010-2024 South African Mathematical Olympiad (SAMO); Rhodes University
Camp; University of Stellenbosch Camp; South African Talent Search;
South African Monthly Problem Sets; IMO TST

South Korea 2006-2024 Korean Mathematical Olympiad (KMO)

Soviet Union 1961-1991 All-Union Mathematical Olympiad; CIS Mathematical Olympiad

Spain 2001-2023 Spanish Mathematical Olympiad; Iberoamerican Mathematical Olympiad;
Mediterranean Mathematical Olympiad; Barcelona Contest Preparation;
BarcelonaTech Mathcontest; IMO

Switzerland 1999-2023 Swiss Mathematical Olympiad; IMO TST

Taiwan 2011-2024 Taiwan Mathematical Olympiad; APMO Taiwan Preliminary Round; Tai-
wan IMO Team Selection Training Camp; Taiwan Mathematical Olympiad
Training Camp

Thailand 2007-2017 Thailand Mathematical Olympiad; Thailand Third Mathematical
Olympiad (T3MO); Thailand Training Camp

Turkey 2000-2024 Turkish Mathematical Olympiad; Turkish Junior Mathematical Olympiad;
EGMO TST; JBMO TST; IMO TST

Ukraine 2005-2022 Ukrainian Mathematical Olympiad; Ukrainian National Mathematical
Olympiad

United Kingdom 2006-2022 British Mathematical Olympiad (BMO)

United States 1985-2025 American Mathematics Competitions 10 and 12 (AMC 10/12); American
Invitational Mathematics Examination (AIME); United States of Amer-
ica Mathematical Olympiad (USAMO); United States of America Junior
Mathematical Olympiad (USAJMO); IMO TST; Harvard—-MIT Mathemat-
ics Tournament (HMMT); Bay Area Mathematical Olympiad (BAMO);
Berkeley Math Circle; William Lowell Putnam Mathematical Competition

Vietnam 2001-2024 Vietnamese Mathematical Olympiad; Mock Test; Preparation Test; IMO

TST

International and Multi-country Competitions

APMO

19892025

Asia Pacific Mathematics Olympiad

Continued on next page
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Source Years Competitions

BMO (SL) 2004-2025 Balkan Mathematical Olympiad & Shortlist
BW (SL) 1990 Baltic Way & Shortlist

BxMO 2010-2025 Benelux Mathematical Olympiad

CPS 2005-2025 Czech—Polish—Slovak Mathematical Match
EGMO 2012-2025 European Girls’ Mathematical Olympiad
IMO (SL) 20062024 International Mathematical Olympiad & Shortlist
JBMO 2003-2023 Junior Balkan Mathematical Olympiad
MEMO 2008-2024 Middle European Mathematical Olympiad
NMC 1987-2024 Nordic Mathematical Contest

OIM 1985-2019 Ibero-American Mathematical Olympiad
RMM 2010-2021 Romanian Master of Mathematics

SRMC 2002-2025 Silk Road Mathematics Competition

1ZhO 2014-2021 International Zhautykov Olympiad

Table 6: Competitions and Countries included in MATHNET.
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B TAXoNOMY OF TopricS COMMONLY USED IN MATH OLYMPIAD

We provide the curated taxonomy used for labeling domains, subjects, topics, and subtopics. These labels ground
our analyses and enable consistent cross-competition comparisons.

Sub-subtopic

Key Concepts

Geometry

Plane Geometry
Triangles
Quadrilaterals
Circles

Concurrency / Collinearity
Transformations

Advanced Configurations
Geometric Inequalities
Combinatorial Geometry

Analytic / Coordinate Methods

Centroid, incenter, circumcenter, orthocenter, ex-centers, Euler line,
nine-point circle; geometric inequalities; trigonometry (metric rela-
tions)

Cyclic, inscribed/circumscribed, Complete quadrangle, perpendicu-
lar diagonals

Angles, coaxal, tangents, radical axis, metric relations, Apollonius
circle

Theorems of Ceva, Menelaus, Pappus, Desargues

Translation, rotation, homothety, spiral similarity, inversion, the
method of moving points

Simson line, Miquel, Napoleon / Fermat / Brocard points, sym-
medians, polar triangles, harmonic/isogonal/isotomic conjugates,
barycentric coordinates

Classical and advanced

Helly, Sylvester, convex hulls, Pick theorem, Minkowski theorem,
convex figures

Complex numbers, Cartesian coordinates, vectors, trigonometric
relations

Miscellaneous Angle/distance chasing, constructions, loci

Solid Geometry
3D Shapes Polyhedra, prisms, pyramids, spheres, cylinders, cones
Volume Cavalieri’s principle, Formulae and problem-solving

Surface Area
Other 3D problems

Formulae and applications

Mixed problems, reducing the problem into a plane geometry prob-
lem

Differential Geometry

Curvature
Manifolds
Geodesics

Non-Euclidean Geometry
Spherical Geometry
Hyperbolic Geometry

Gaussian, mean

Surfaces, parametric

Shortest paths, great circles

Spherical triangles, angles, area
Lines, models, inequalities

Algebra

Prealgebra / Basic Algebra
Integers

Fractions
Decimals
Simple Equations
Other
Algebraic Expressions
Polynomials

Sets of integers, Divisibility, primes, the Greatest Common Divisor
(GCD), the Least Common Multiplier (LCM)

Operations, simplification, comparison
Conversion, operations, rounding

Linear equations, word problems

Number properties, prime factorization, divisors

Operations, factorization, Algebraic identities, symmetric functions,
Vieta’s formula, interpolation formulae, complex numbers, roots of
unity, Chebyshev polynomials and other trigonometric polynomials,
irreducibility of polynomials, Descartes rule of signs, rootso of
polynomials, Intermediate Value Theorem (IVT)

Continued on next page
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Sub-subtopic

Key Concepts

Sequences / Series

Functional Equations

Inequalities
Functional considerations
Classical inequalities

Recurrences, Charachteristic equations, monotonocity, boundedness,
periodicity, convergence and divergence, floors/ceilings, sums/prod-
ucts, telescoping sums, Abel summation

Substitution, defining a new function, Cauchy’s equations, Injectivi-
ty/surjectivity, Periodicity, application of Calculus and Mathematical
Analysis, iterations

Linear/Quadratic solving techniques

Cauchy-Schwarz, QM-AM-GM-HM, Power Mean, Jensen’s Inequal-
ity, smoothing, Muirhead, Chebyshev’s inequality, majorization,
combinatorial optimization

Graph Theory
Basic concepts

Matchings

Connectivity

Extremal

Euler characteristic
Combinatorics

Enumeration

Probability

Binomial coefficients
Pigeonhole principle
Invariants / Monovariants
Coloring / Extremal
Induction
Games / Greedy

Logic / Algorithms / Other
Logic
Algorithms
Other

Discrete Mathematics

Vertices, edges, path, connected graphs, cycles, Hamiltonian cycle
and path, trees

Marriage Lemma, Tutte’s theorem
Menger, max-flow min-cut

Turdn

V_-_E+F

Symmetry, basic counting techniques, recursion, bijection, inclusion-
exclusion, double counting

Expected values, probabilistice methods, partitions, generating func-
tions

Algebraic properties
Applications

Problem-solving

Graph problems

Standard and smoothing
Strategies, combinatorial games

Propositional/predicate logic, truth tables
Sorting, searching, Dynamic Programming (DP), greedy

Miscellaneous problems, strategy development problems, inter-
deciplinary problems

Divisibility / Factorization
Primes
GCD
LCM
Factorization
Modular Arithmetic

Basic operations (mod n), inverses

(mod n)

Chinese Remainder Theorem (CRT)

Fermat / Euler / Wilson

Polynomials mod p
Residues / Primitive Roots

Primitive roots

Quadratic residues

Quadratic reciprocity

Number Theory

Properties, sieves, prime numbers tests

Euclidean algorithm; linear combinations; Bezout’s identity
Computation; relation with GCD

Trial, Fermat, Pollard

Existence (when ged(a, n) = 1); computation (extended Euclidean
algorithm)

Solving systems of congruences; applications in number theory and
cryptography

Theorems; proofs; problem-solving applications

Roots, factorization; applications to number theory problems

Existence modulo primes; modulo p™; computation
Properties; Legendre symbol; Euler’s criterion
Law of quadratic reciprocity; applications

Continued on next page
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Sub-subtopic

Key Concepts

Multiplicative order (mod n)

Diophantine Equations
Factorization Methods

Definition; computation; relation with primitive roots and cyclic
groups

Difference of squares, Sophie Germain identity, special factoriza-
tions; Unique Factorization Domains (Gaussian, Eisenstein integers);
Norms in algebraic number fields; Vieta jumping

Modular Arithmetic & Congruences

Parametrization of Solutions

Inequalities & Size Arguments
Special Equations

Descent & Structural Methods

Reductions modulo primes or powers; Quadratic residues, Legendre
symbol; Multiplicative order & primitive roots; Hensel lifting; Local—
global principles (solvability mod p)

Pythagorean triples; Rational parametrization of conics (general
quadratics); Higher-degree parametrizations (elliptic curves, quar-
tics)

Bounding arguments; Infinite descent; Minimal solutions (no smaller
solution possible)

Pell’s equation: continued fractions, fundamental solution, recur-
rence; Fermat-type: z* + y* = 22,

Infinite descent; Descent on elliptic curves; Geometry of numbers

Arithmetic Functions
Euler’s totient’s function
Number / Sum of divisors
Sum of digits
Mgobius inversion

Algebraic Number Theory
Algebraic numbers

Properties, applications
Computation, properties
Basic properties
Definition, applications

Minimal polynomials, field extensions, solving Diophantine equa-
tions
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C DATASET EXAMPLES AND ADDITIONAL STATISTICS

Example from MathNet-Solve

Problem. Given positive integers m and n, find the smallest integer N (> m) with the following property:
if an N-element set of integers contains a complete residue system modulo m, then it has a nonempty subset
whose sum is divisible by n.

Answer.
N:max{m, m+n— %m((m,n) + 1)}

Solution. Let d = (m, n), and write m = dm1, n = dny.
We first prove the lower bound

NZmax{m, m—}-n—%m(d—i—l)}.

Assume n > %m(d + 1). Choose a complete residue system modulo m, say x1, . .., Zm, Whose residues
modulo 7 consist of exactly m1 copies of each of 1,2, ..., d. For instance, one may take

i4dnij, i=1,2,...,d, j=1,2,...,m.

Now let k =n — %m(d + 1) — 1, and choose k further integers y1, . . . , Yk, all congruent to 1 modulo 7.
Then

A={$17~--7Im7y1»--~7yk}

contains a complete residue system modulo m. However, no nonempty subset of A has sum divisible by n:
indeed, the sum of the least nonnegative residues modulo n of all elements of A is at least 1 and at most

1
mi(l+2+---+d) +k= imld(d—i—l)—i—k‘:n—l.
Hence no nonempty subset sum can be congruent to 0 modulo n. Therefore
N>m+n— %m(dJrl),

which gives the claimed lower bound.

Next we show that
1
N:maX{m7 m+n— im(d—l—l)}

does have the required property.
We need the following standard fact: among any k integers, there exists a nonempty subset whose sum is
divisible by k. Indeed, for integers a1, ..., ax, let

Si=a1+-+a; (1<i<k).

If some S; = 0 (mod k), we are done. Otherwise, two of the S; have the same residue modulo &, say
S; = S; (mod k) with i < 7, and then

ai+1+ -+ aj ZSj -5, =0 (mod /f)
A useful corollary is: among any k integers each divisible by a, one can find a nonempty subset whose sum
is divisible by ka.
We now split into two cases.
Case 1: n < %m(d +1),s0 N =m.
Letx1,...,xm be a complete residue system modulo m. Since m = dm, these may be partitioned into
m1 groups, each of which is a complete residue system modulo d. Call a finite set of integers a d-set if the
sum of its elements is divisible by d.
If d is odd, write a complete residue system modulo d as y1, . . ., yq with y; =4 (mod d). Then each such
group can be partitioned into % d-sets, for example

{y1,9a-1}, {y2,ya—2}, - -, {y%,y%} {ya}.

(see next page)
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Continue; Example from MathNet-Solve

Thus altogether we obtain 1m(d + 1) d-sets. Since

n1 < —ma(d+1),

N[ =

the corollary implies that some collection of these d-sets has total sum divisible by n1d = n.

If d is even, similarly each complete residue system modulo d yields g d-sets, with one element left over;
pairing leftovers from two such groups gives one more d-set. In total, from z1, . .., x,, we obtain

1 ma

—maid + {*J

2 2

d-sets. Since

1 1
ny < ’ITL1(d+ 1) = —md+ §m1,

2

we again have enough d-sets to apply the corollary and obtain a nonempty subset whose sum is divisible by
n.

Case 2: n > +m(d+ 1), so

N =

N:ernf%m(dJrl).

Let A be an N-element set containing a complete residue system modulo m, say z1,...,Tm, together
with n — %m(d + 1) additional elements. If d is odd, then as in Case 1 the elements z1, ..., Z can be
partitioned into

1

d-sets. Partition the remaining elements arbitrarily into

1
ny — iml (d =+ 1)
groups of size d. From each such group, by the corollary, one can extract a d-set. Hence altogether we obtain
exactly n1 d-sets. Applying the corollary once more to the sums of these ni1 d-sets, we find a nonempty
union of them whose total sum is divisible by n1d = n.
If d is even, then from x1, . .., T, we obtain

1 ma
i+ 5]
3™t
d-sets, as in Case 1. If m; is even, the remaining elements can be grouped so as to produce another
1
ny — §m1 (d =+ 1)

d-sets, giving again a total of n; d-sets.
If m; is odd, one element x; remains with

d
d|z; — —=.
-

Partition the other remaining elements into
2n1 — mq (d + 1)

groups of size g. Each such group contains a subset whose sum is divisible by g, and any two such g—sets
combine to form a d-set. Together with {x; }, this again yields enough d-sets to obtain n; of them in total.
Applying the corollary as above gives a nonempty subset with sum divisible by n.

Therefore, in all cases,

N:max{m, m+n—%m((m,n)+1)}.

Metadata. Country: China, Competition: China Math Olympiad, Year: 2013
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Example from MathNet-Solve with figures

Problem. Andrew and Olesya take turns cutting out either a 2 X 2 square or a 1 x 1 square froma 2 X 2n
rectangle, always along the grid lines, in such a way that after every move the remaining figure stays
connected. The player who cannot make a move loses. Determine who wins if both play optimally and

Olesya moves first.

Solution. We proceed by induction on n.

For n = 1, the board is 2 X 2, and Olesya wins immediately by removing the whole 2 x 2 square. For
n = 2, the board is 2 X 4, and Andrew wins by direct case analysis. Now suppose n = 2m + 1 is odd.
Then Olesya can remove a 2 X 2 square from one end of the strip, reducing the game to the case of even n.
Thus it remains to prove that for even n, the second player has a winning strategy.

Consider therefore a board of size 2 x 2k. Until and including the first time the first player cutsa 1 x 1
square from a bordering column of the active strip, the second player follows a symmetric strategy. This is
always possible, and the first such move must occur when the active playing field has size 2 x ¢ with £ even.
From that point onward, it suffices for the second player to prevent the first player from ever removing a
2 x 2 square. Indeed, once this is impossible, all remaining moves consist of removing 1 x 1 squares, so the
game ends after an even number of further moves, which is favorable to the second player.

The only positions from which a 2 x 2 square can be removed are the two ends of the active strip. Hence the
second player simply ensures that no end becomes a removable 2 x 2 block. Concretely, whenever there is a
“free” end, he removes one 1 X 1 square from that bordering 2 x 2 block. There can never be more than one
free end at a time: Olesya cannot create two in a single move, and initially there are none.

If there is no free end, then one of the following applies at a bordering column:

1. If the bordering column has no removed square, Andrew removes one unit square from it.
2. If the bordering column has exactly one removed square:

a) if the second-to-border column also has a removed square, Andrew removes the second
square from the bordering column;

b) if the second-to-border column has no removed square, then:

i. if the third-to-border column is empty, or has a removed square in the same row, Andrew
removes a unit square from the second-to-border column in that row;

ii. if the third-to-border column has a removed square in the other row, Andrew removes a
unit square from the bordering column, shrinking the active strip without creating a free
end.

In every case, Andrew can respond so that no removable 2 X 2 square appears at an end. Therefore the
parity of the remaining 1 X 1 moves is controlled in his favor, and the second player wins for even n.
Combining this with the odd case, we conclude:

Olesya wins when n is odd, and Andrew wins when 7 is even.

Metadata. Author: Bogdan Rublyov.
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Language English  Portuguese Spanish French Italian Serbian
Count 22909 1320 900 868 703 650
Language Slovenian  German Chinese =~ Romanian  Korean Dutch
Count 646 577 536 452 296 278
Language Russian Mongolian Macedonian  Polish ~ Hungarian

Count 211 112 97 90 31

Table 8: Distribution of problems by language in the dataset.

Example from MathNet-Solve

Problem. Fatima and Asma are playing the following game. First, Fatima chooses 2013 pairwise different
numbers, called a1, az, ..., a2013. Then, Asma tries to know the value of each number a1, az, . .., a2013.
At each time, Asma chooses 1 < ¢ < j < 2013 and asks Fatima "What is the set {a;, a;}?" (For example,
if Asma asks what is the set {a1, a2}, and a1 = 17 and a2 = 13, Fatima will answer {13, 17}). Find the
least number of questions Asma needs to ask, to know the value of all the numbers a1, a2, ..., a2013.
Solution.

The least number of subsets is 28. Suppose that Bibi has 3 lists 1, 2, 3 which enable her to find N with
certainty. Let the lists contain a1, a2, as subsets respectively. For list ¢ = 1,2,3 Alex announces the
number x; of subsets in the list that contain /N, and the ordered triple x1, 2, x3 is the only information
Bibi obtains. So being able to guess N with certainty means that each triple x1, x2, x3 yields a certain
N €{1,2,...,1001} as a solution. Because there are 1001 possible numbers N and Alex can choose any
of them, it is then necessary that the number of different triples x1, x2, 3 is at least 1001. This number
equals (a1 + 1)(az + 1)(as + 1) as there are a; + 1 possible values of z;, namely 0,1, ..., a; (i = 1,2, 3).
Hence we must have

(a1 + 1)(0,2 + 1)(a3 + 1) > 1001.
Now use the AM-GM inequality to estimate the total number a1 + a2 + a3 of subsets used by Bibi:

3
1001 < (a1 + 1)(as + 1)(as + 1) < (%ﬁ“‘”’ + 1)

It follows from here that a1 + a2 4+ a3 > 28. Indeed if a1 + a2 + a3 < 27 then the right-hand side of the
displayed inequality is at most (2—37 + 1)3 = 1000.

Now we show that 3 lists with a total of 28 sets suffice. Use the factorization 1001 = 7 - 11 - 13, consider
a7 x 11 x 13 parallelepiped with the numbers 1, 2, ..., 1001 written in its unit cubes. Let the vertical
dimension be 13, then there are 13 horizontal layers of unit cubes (of dimensions 7 x 11). For: = 1,2, ...,12
let S; be the union of the first ¢ horizontal layers. Let list 1 consist of the 12 sets S1, S2, ..., Si2, and let
Alex say that 1 of them contain N. Observe that this answer enables Bibi to determine the horizontal
layer containing N, whatever the announced value =1 € {0, 1, ..., 12}. Indeed, since S1 C S2 C ... C Si2,
the answer 1 = 0 means that N is in layer 13, 1 = 1 means that it is in layer 12, etc. In general
z1 =1 € {0,1,...,12} implies that IV is in horizontal layer 13 — i. Thus a list of 12 sets is enough to single
out the necessary layer out of 13 possible ones. Analogous lists in the other two directions, with 7 — 1 =6
sets and 11 — 1 = 10 sets, can determine the layers in those directions that contain V.

As aresult N becomes known with 12 + 6 + 10 = 28 sets, with 3 lists used. If Bibi uses 2 lists with a; and
as sets then by the same reasoning it is necessary that

2
1001 < (a1 + 1)(az + 1) < (% T 1) , hence a1 + a > 61.

Finally it is clear that one list alone would require at least 1000 sets.

Metadata. Country: Saudi Arabia. Competition: JBMO TST. Year: 2017. Source: SAUDI ARABIAN
MATHEMATICAL COMPETITIONS 2017. Authors: Sultan Albarakati, L& Anh Vinh, Tarek Salama, L&
Phic L. Organization: Mawhiba.

D PERFORMANCE SENSITIVITY TO IMAGE PRESENCE, LANGUAGE

We analyze how model accuracy varies with two factors: (1) the presence of figures in the test sample and (2)
the language of the sample.
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Other Benchmarks Sources ® MathNet Sources
e.g. Omni-MATH (ICLR 2025) (official problems/solutions)

Salution to BMO & EGMO TST

AtofPoblemsoing ) AcPSOnine ) Beast Academy (@) AoPS Academy
AoPSOnline Solutions

ONLINE SCHOOL BOOKS COMMUNITY RESOURCES

Algebra

Math competition season is approaching fast! Have you enrolled in a cont lass? A1

COMMUNITY » BALKAN MO » IGH SCHOOL OLYMPIADS > FUNCTIONAL XFQL4F(Y))=(Y-XF(F(X) FOR ALL REALS XY
High School Olympiads © Q ABookmark @ New Topic

OF(F(x)) for all reals x,y X
[Bookmark +Rep @

8@ October Highlights ¥
welsh
Find all functions f: R — R such that for all 2,y € R,

2f(@+ 1) = (v — 2) (=)

Problem 4. The sword is a figure consisting of 6 unit squares presented in the
picture below (and any ofher figure obtained from it by otation).

Proposed by Nikola Velov, Macedonia

Let P(z, y) denote the given assertion.
Pla,z) = [(z+ () =0

.y) = f(f(0)) =0
P(f(0),y) = fO)(£(0) + £() = (v~ £(0))£(0)
S0 £(0) = Oor £(£(0) + f(1)) = (v = £(0))

1t £(£(0) + f(v)) = (y — £(0)). setting
uo )ty = J() =yt [(0)and

Figure 4: MathNet is a collection of official Olympiad documents sourced directly from national
problem booklets. This example shows a BMO 2023 problem that appears in both MathNet and
Omni-MATH Gao et al. (2024a) While Omni-MATH relies on the AoPS discussion shown on the
left, MathNet provides the official problem and solution on the right.

Problem Solving Accuracy (%, 1) on MathNet-Solve-Test subsets

Model Full Set Text-only  Text+Images
gemini-3.l-pro-preview 784+1.0 76.7+ 1.2 85.1+1.9
gemini-3-flash-preview 7044+ 1.1 67.8+£13 80.4 £2.1
gpt-5 693+1.1 68.6+£13 720+24
gpt—-5-mini 570+ 12 556+14 62.5+2.6
claude-opus—-4-6 457+12 438+ 14 529 +2.7
gpt-5-nano 422+12 451414 309 +25
gemini-2.5-flash 41.1+12 380+1.3 533 +2.7
DeepSeek-V3.2 40.1+12 404414 38.7 +£2.7
DeepSeek-R1 363+ 12 354+13 39.7 +£2.7
grok-3 285+ 1.1 27.0+1.2 344425
gpt-4.1 214+10 208+1.1 23.6 +2.2
Llama-4-Maverick-17B-128E-Instruct-FP38 14.7 £ 0.9 141+1.0 172 +£ 2.1
gpt-4o0 6.8+ 0.6 6.0+ 0.6 10.0 £ 1.6
Ministral-3B 44405 3.0+£0.5 10.0 £ 1.6

Table 9: Modality-specific performance on MathNet—-Solve-Test. Results are reported
as accuracy =+ standard error on the full evaluation set (5,500 problems), the text-only subset (X
problems), and the text+images subset (Y problems), with best results in bold and second-best results
underlined. Takeaway: top multimodal reasoning models gain substantially on text+image problems.

E LLM GRADERS VS HUMAN EXPERT GRADERS ON MaTHNET-RAG

‘We benchmark the accuracy of a wide range of LLM graders and compare their judgments to human expert
grading for Retrieval-Augmented Problem Solving on MathNet—RAG. This evaluation quantifies how reliably
current models can act as automatic graders for Olympiad-level mathematical reasoning. For each model, we
report Retrieval-Augmented Problem Solving performance under three settings: zero-shot, embed-RAG, and
expert-RAG. This measures both cross-model grading consistency and alignment with human scoring.
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PDFs Examples

55rd Ukrainian National Mathematical Olympiad
Third Round, January 2013
First Tour
Grade 7

Problem 4

David is 2 very curious chil. mm.wmmmmp.ouml-m

Problem & (Proposed by Dr Andrezo Jobbings)
The equilateral triangle ABC" has sides of integer length N.
pletely divided (by draing lines parallel to the sides of the triang
triangular cells o side length 1.

A catiuays e s can,slrtin e the el mith et A and always
crossing from one cell to another through an edge shared by the two cells. No cel is
it ot than once. i, ith prof the renest unberof cls which o b
visited

The triangle is com
) into cquilateral

the casy task of finding a long,

1. Compare A 10 0, where: H st s e i
345674849 -10-115..+ 2012+ 201320142015+ 20163 e contaier s i Py
P e e sy + gy~ - shy st i Q,':j“,,,';'“‘”'mﬂ'i
) " B bermo - “aniwa o sigsn Shserves o, when nlf;rvwlnlmlnyuﬁumfm the height that
1, and, il 0+ sgn bforethe s erm. ' Vi e e ol voum ofDavidscontiner?
dnswer:a) A=0;1) 450 H
e ' oy b | Probiem 5
ofthe ype: H
((8k +1) - (4K +2) - (4% ‘sn(uu)) 0. o there mm;w 100 columns and an
nswecan e, e sum of ambers ncach group i, s, h Column, the st wh ok
b Likeinthe p— : (-t ) e | . one umber per cell, withou skipin
the sum of umbers n each groupis postve: 1 cithr mumbers or el s shown i h pcon”
P Ay T RN ST IO L i Iis known mnmgnumh]luwnnmmm:
da- byt A s O mmE > W fist olumn and 107 is writen i the same ot
H 38.
2. Cut a square by straight lines into 3 pieces so that one —a i How many rows can the table have? G e
could recompose the pieces into an obtuse triangle. , possibiiies. In each case, indicat
i rumber is weiten i the cell in row 1 and
Answer: bl solution s in Fig. 1. % column 100
r: on posibe solution s i Fig
E b CL fH Problem 6
= AFCE and AMDG = ABEC , which 1
s et AABF hic el o can b contid e o .
the three mndm\g pars. 3 :'-\ plays a solitaire game in his computer. To begin, Alan chooses a positive integer
3. Letus call a year colored if the decimal of e oo
; o chosen divisor is d= I, the computer
its number . For example,all years 4 B I the chosen divisor i number d geser i 1 v e
from 2013 12019 e colord, unlike 2030 Bet 2 pumber d greate than 1, m-mmulu-u-n.u
@ Find the nearest chain of seven consecutive Forinstance:
colored years in the future. 20d=l 0 d=3  dsi
5) Can & chain of more than seven consecutive years happen in the uture? S LINCIEN
(Maria Rozhkova) Can Alan ch
dnswer: 2105, .,2109; ) o Comptr v o Zoropriae sacing number n 4nd play in such o way tht the
S S o e e o s 21,210 F, v e N e o oS 3,123,320, 2,2,30 210
e ot ey ot Therore, a1 rken  csh ot cning i 0 3y Whch
ives usthe only way t form a chain of 7 years:
203,20, .., 209,
Here,  can nly b equal t0 1, but his s the curent
et 2100, i 02109,
Solution to BMO & EGMO TST
Pemenz saias saxmoreasnoro sraua, 20182019 yueGuuii ron
Problom . Lt p e & rime umber and It m, b negr rse o 1
raew, 410 & > . Tockouwky Touki D u E — cepeamnt ayr AB n Tk than | e o h el
AC oxpymuoctt w, nueeu ZABD =7uLCBE=a. Solution. Set a = t,(n — 1) and write n 1. Let q be an abitrary prime
divisor of n, and set d = ordy(m). Since
WD 21 (mod ),
il tk 4| g2, 1 @) 0+, thencaly d 1, and e
»common i of nand i 1. Otberise, sppe that. 1(d) =0 + o ll
prime divisons of n. Together with 1~ 4) by Format's Litle Theorem,
b
dla-1 = 4la-Dzu@=a+1
“Thus, any prime divisor g of n satisies g = 1 (mod p*1). Because i a prodct of
thse prm divsor, we detuce ha 1 = 1 (1) Hovmen, hs comain
toy(n— o
Problem 4. The sword is a figure consisting of 6 unit squares presented in the
Puc. 19 picture blow (and any other figure obained from it by otation)
O6oaasun uepes M u N cepeamni cropou AB u BC coorser-
crnenno (cu. puc. 19). Toraa MN - cpeusin mims TpeyroabiuKa
ABG, e unpanneas ripons A 4 psages EpE SRy Determine the largest mumber of swords that can be cut from a 6 11 piece of
K orpeska BL. Taxoxe ZAMK = 180° - ZMAC = 180° — 2a u ‘paper divided into unit squares (cach swond should consist of siz such squares)
SBNK = £B0A = 3. Solution. Lo boundary cll with 15 d hown n the left
Tyers BM = MA = ¢, BN = NC = . Orposor MP . 5ob, Lo iyl it s s et s
AHeTCA Mewanoil B npsMOyToALHOM Tpeyroabmuke APB, nosto- ll swords can together contan ot most 6. 11— 1
My MP = cu ZMPB = ZMBP = ~; anarornuno, NQ = a u there are ot most 8 swords. Eight is ctully possible (see the sight picture)
ZNQB = a. Cacpoparensio, LQNK = LBNK + ZBNQ =2y
+180° — 20 n LPMK = ZAMK + ZPMA = 180° - 2a + 2.
Tax Kak @ > 7, 10 W60 TouKn P u Q Aexar na npavoi MN, u
B TaKoM Clyuae 3a%aua yKe peirena, mGo Touxa P aexur s oit
e 4TO U T0%Ka npavoti MN, a
TouKA Q — B APYTON HOJIYNIOCKOCTH. =}
Bamerns, 4ro BK — Gnccextpica tpeyromsiika BMN, nosro- et 4
sy MK/KN = c/a = MP/QN. Buecre ¢ pasencrson ZPMK st
= SQNE son s, W0 JpRyeensann FATE & QN numt Problom 1. Let ABC b an acute-angled triangle. Point P is such that AP =
b, Buawnr, ZMKP = ZNKQ. Hockonsky K omy xe 104K P AB and P | AC. Point Q is such that AQ = AC and CQ | AB. Segments CP
1 Q JIeXKAT B PAIBIX NOTYIOCKOCTSX OTHOCHTEbHO npavofi M, el gl ki e I e S e T
ouxn P, M u K niexat na oawoit npso, 410 u peGosaoch 10- et
Kasarh SAUDI ARABIAN MO Booklet 2022
2025 JAPAN MATHEMATICAL OLYMPIAD FIRST ROUND
PROBLEMS = N
Given on January 13, 2025 1Mo2017

Time allowed for 12 problems: 3 hours. Give only answers to problems.

1. As shown in the figure, seven regular hexagonal cells form a hexagonal pattern. We write
one integer from 1 to 7 in each cel without repetiion. For any two cells that share an edge,
the sum of the integers written in those cells must be at mest. 10. How many ways are there
to write the integers under these conditions?

Note that two labelings that coincide by rotation or reflction are counted as disinct ways.

2. How many tuples of positive integers (a,,c,d) satisfy abed = 2025, such that each of ab,
e, cd, and da is a perfect square?

3. We have one copy each of the pieces P, Fy, Py, P, Pr, and Py, where each piece P, consists
of 3n +2 unit squares us indicated in the figure. In how many ways can these six picces be
placed on & 10 x 10 board to be aligned to the grid without overlap? Note that pieces can be
rotated, and placements that coincide by rotating or refiecting the entire board are counted
as distinet ways.

4

4. Determine how many integers betwoen 1 and 1000 (nchusive) have the property tha the
“emainders upon division by 2,3, 4, 5, nd 6 ae all disins,

5. Lot ABCD bo acycic quadsilateral withan incice of radi 6. Let the extensionsof sdes
“AB and DC beyond B and C, espetively, most at P, aud let: the extensions of sides AD
and BC beyond D and C, respectively, meet at Q. The iradis oftriangle PEC and QCD
are 5 and 3, rspoctively. Find 20

Pre-IMO 2017 Mock Exam
Days Land 2
Sogzested Solutons

Lot okl ol o £BAC o SABC ke 03D, Lt bl e A g 0 50 40
Stppose T mects ides AB and AC
Lo 40 e B X . ey e o X = 150,

Solu
Sie AP D = LAD S LDAF = LBAD vt LADE = LABD. N
sl = £ABD so that EF//B. 1 ollows that

o X5 s et (ABP) T ot
ity 2R T gives X5 X, Sy, we e
YO VD oo i < 150 o

Problem2
Let d be a nommegative ez, Detcrmine al ctons / | &% — Rsuch  E]
. for sy el constats 1. 5, D, J (A5, CL+ D) s plynomial

intofdegre.

Soluon. We clim that (s, 1) s poyvornis a2 and o dgree s most &

dsined condiion. Pick 4+
Letthe squation of £, be s (5. 4)

. whee i e polynomis,

Fori < .1t (1, by) bethe inescton f £ and ;. and consider e polynomial

¥, e n it

)=

i sy 10 st by) = 0y by) o ll <, and tha dg € . We sl show it ) (0. ) or sl
aber

(@)
Then,

BCur

o all pias o, 1)

v
o ey one

Nowfora ek o () =

poins, s p(a, )

g b o eveny 50 f(0,) = (0, for il pois () n &, from the

RiTs——— )

et e oo £ Now [0 = (0.8 i )

) foral
o e e e Ts oot e o o

path, and then the harder task of pm\'lng that it has maximal length. There
are several ways p: h
we then give an altermative construction of a maximal path,

Solution by Jonathan Rees, St. Paul's School - Colour the cells black and
white alternately, as in the diagram below.

A

Since no cells are adjacent to a cell of the same colour, the route must
alternate from white to black.

In the rth row, there are r black cells and r
are S r = (N + 1)N/2 black cells, and 3"
cells.

As the route starts on a black cell, you can visit at most twice the number
of white cells plus one (by starting on black, alternating through all the white
cells, and ending on black). This bound is

1wl I\lla cells Thu(-’url- Ilwu-
W(r= N(N = 1)/2 white

ANV -1)/24 1=N* - N +1.

Problems from Indian Regional Mathematical Olympiad-2010

1 Lt ABCDEF be a comves hexagon inwhichth digonals AD, BE, CF ave concurrent at

nd
of OAB and OCD. Prove that the
of those of OCD aud OFF.

the arenof trangle OBC is the geometric mean o thowe
area of tiangle OED is the geometric me

Sice 2408 = ZDOF, wn

1
JdesinZDOE
i
Jobsin 2408

L

Multipiying, these throe cqualitis, we gt ur

2y =t
Thisgives < 5, a5 desie,
2 Lot A(e) = 0s? ~be -, Pe) = o throe
oo b b el b e e it s o o
such that Pi(a) = Py(a) = Py(a). Prove that a = b e

Solution: We have thre reltions

a0 ba-c = A,
btea-a =
-sa-b = A
ere s the common value. Eliminating o from these, taking these cqu
e Ao s, hes, taking these cquations pairwise e
(0= B0 (ke =a®) = Mb-a), (ab~ - (ca~ ) = Ne—b),
(be=a) - (ab = ) = Na — )
Ading thes three, we gt
(ab+be+-ca-a? =4~ )fa - 1) =0,

Qe mlaplving v o iy by b, - oo ondaddng

also leads o this) Ths either b + be + the it

0abtbetoaat i

[T

shows that

=1, then we obtain

abe

and once agaio we obtain o ~

2019 MATHS CHALLENGE SOLUTIONS — UPPER PRIMARY

Ut ik Rt ]

b The i i onte . 0.3 e ol

T
 EEE
tE
i

Figure 5: Examples of scanned pages from national mathematics Olympiad booklets across different
countries and years. The examples shown are from Ukraine, Argentina, Russia, Saudi Arabia, India,

Japan, and Australia.
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Problem Solving Accuracy (%, 1) on MathNet-Solve-Test

Model Full Set Chinese English French Italian Portuguese  Slovenian Spanish

gemini-3.1l-pro 784+10 642+81 774+11 89.6+83 96.6+43 91.8+27 840+8.0 77.0+10.7
gemini-3-flash 704+1.1 431+85 693+12 7294125 96.6+43 893+29 765+93 7214115
gpt-5 693+ 1.1 455+89 69.0+12 6044146 77.6+112 825436 753+93 656+11.5
gpt-5-mini 57.0+12 228+73 565+13 604+135 759+112 741441 63.0+11.1 574+13.1
claude-opus-4-6 457+£12 163+£65 447413 438+146 62.1+121 647+£47 556+11.1 492+ 13.1
gpt-5-nano 422412 154+65 43.6+13 4584146 379+12.1 367+46 358+105 36.1+123
gemini-2.5-flash 41.1+12 114+£53 39.6+13 4794146 621+12.1 63.6+46 679+99 393+123
DeepSeek-V3.2 40.1+12 138+6.1 399+13 4174146 534+12.1 507447 444+11.1 41.0+123
DeepSeek-R1 363+£12 73+£45 358+13 458+£146 50.0+121 505+£47 395+£105 344+115
grok-3 285+1.1 41+37 278412 188+ 115 5004129 435+47 420+11.1 295+115
gpt-4.1 214+10 24+28 21.1+1.1 167+104 2934121 31.1+44 284499 197+98
Llama-4-Maverick-17B 147+09 33+28 141+09 83+73 224+103 266+42 259499 98+74

gpt-4o 68+06 1.6+20 62+06 62+73 6.9 + 6.0 157+£34 198486 33441

Ministral-3B 444+05 08+12 38+05 42452 34+43 11.7+30 21.0+93 0.0+£0.0

Table 10: Language-specific performance on MathNet-Solve-Test. Results are reported
as accuracy =+ standard error across languages, with best results in bold and second-best results
underlined. Takeaway: rankings are broadly consistent across languages, with gemini-3.1-pro
and gemini-3-flash leading overall; performance is weakest on Chinese and strongest on Italian
and Portuguese.

a) openai-text-3-large b) openai-text-ada-2

c) openai-text-3-small d) gemini-embeddings-001

original © equivalent
original © near miss

0.0 02 ¥ 08 10 00 02 . X 08 10 00 02 08 10 00 02 04 06 0.8 1.0
Cosine similarity Cosine similarity

Cosine similarity

e) multi-ga-mpnet-base-v1 f) all-mpnet-base-v2 g) cohere-embed-v4.0 h) qwen-3-embeddings-4B

0.0 0.2 04 0.6

Cosine similarity

0.8 10 00 0.2 04 0.6

Cosine similarity

0.8 10 00 0.2 0.4 0.6

Cosine similarity

0.8 1.0 00 0.2 0.4

¥ 08
Cosine similarity

1.0

Figure 6: Cosine similarity distributions for equivalent (green) and near-miss/hard negatives (orange)
problem pairs across different embedding models. Higher separation between the two distributions
indicates a model’s ability to distinguish structurally identical problems from those with small but
critical alterations.

F LLM USAGE AND PROMPTS

We include the core prompts used for extraction, evaluation, and metadata classification. These are the exact
versions used in our experiments.

Listing 1: System prompt for solution generation

SYSTEM_PROMPT = (
"Solve the following math problem. Write out your full reasoning. "
"At the very end, place your complete final response inside LaTeX \\
boxed{}. "
"- If the problem asks for a numerical or closed-form answer,
only that final expression in the box. "
"- If the problem asks for a proof or argument, then enclose the
entire proof (not Jjust a concluding sentence) inside the box."

put

Listing 2: User prompt for grading
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Accuracy (%, 7) on MathNet—RAG: LLM vs. Human Expert Grading

Model LLM Grading Human Grading
LLaMA-4 DeepSeek-V3 GPT-4.1 GPT-40 LLM Avg. | Human Expert
Zero-shot
claude-opus-4.5 722+76 41.6+83 314+78 38.7+82 46.0+84 46.8 £ 8.4

deepseek-v3.2-speciale 96.2+32 743 +74 855+6.0 73.0+75 822465 84.8 + 6.1
gemini-3-pro-preview 94.7 £ 3.8 724+£76 71.7+7.6 53.5+£84 73.1+75 89.1£53

gpt-5 98.1+23 850+60 832+63 821+65 87.1+£57 76.8 £7.1

grok-4.1-fast 927+44 634481 765+£72 597+83 73.1+£75 754+73

olmo-3-32b-think 702+77 443+84 352+81 482+84 495+85 452+ 84

phi-4-reasoning-plus 46.2 + 8.4 235+72 6.6+42 199+67 241472 15.1 £6.1
Embed-RAG

claude-opus—4.5 64.9 + 8.1 59.7+83 403 +£83 365+8.1 50.3£85 555+84

deepseek-v3.2-speciale 942+£39 784+70 922445 867+57 879455 89.5+52
gemini-3-pro-preview 959 £33 71.4+76 68.6+78 462+84 705+7.7 929 +£43

gpt-5 932+42 739+74 810£6.6 79.1+69 81.8£65 752+73

grok-4.1l-fast 886+54 61.1+£82 722+7.6 487+84 67.7+79 83.8 £ 6.2

0lmo-3-32b-think 669+80 386+82 315+£79 453+84 456=+84 546+84

phi-4-reasoning-plus 36.6 £ 8.1 127+£5.6 82+46 21.0+£69 19.6£6.7 143 £59
Expert-RAG

claude-opus-4.5 77.1 £7.1 555+84 53.6+84 395+83 564+84 524+ 84

deepseek-v3.2-speciale 97.1£28 834+63 893452 862+58 89.0+53 97.3+27
gemini-3-pro-preview 99.6 + 1.0 70.0 £7.7 727+75 634+£8.1 764+72 87.5+5.6

gpt-5 973+£27 779+70 826+£64 852+60 858£59 86.6 £ 5.8
grok-4.1-fast 925+45 557484 742+£74 541+84 69.1+£78 832463
olmo-3-32b-think 747+74 490+84 332+£80 474+84 51.1+84 476 +84

phi-4-reasoning-plus 48.6 - 8.4 313+7.8 9.7+5.0 30.6+7.8 300+77 16.7 £ 6.3

Table 11: LLM Grading vs. human expert grading on MathNet—RAG (35 problems). For each
solver and retrieval setting, we report the score assigned by four LLM graders, their mean (LLM Avg.),
and the corresponding human expert score; all entries are accuracy (%) =+ standard error. Takeaway:
LLM graders broadly track the same solver ranking as human experts.

GRADING_PROMPT_TEMPLATE = """
You are an expert grader for the International Mathematics Olympiad (IMO) .

Your task is to strictly and rigorously evaluate a proposed solution
using official IMO standards.
Only fully justified, logically sound arguments may receive credit.

GENERAL SCORING RUBRIC (0-7)

- 7 points: Correct
A complete, correct, fully rigorous solution. Earlier incorrect attempts
do not reduce the score if the final solution is fully correct.
-6 points: Almost Correct
The main idea is correct, and only minor gaps or small fixable errors
remain. Missing major steps or relying on unjustified claims does not
qualify.
- 1 point: Partial Progress
The student demonstrates substantial progress toward the solution.
Reformulations, trivial observations, or irrelevant partial results do
not qualify.
- 0 points: Incorrect
The solution contains fundamental logical flaws or makes no significant
progress. Fake proofs, circular arguments, or unjustified assumptions
receive 0.

PROBLEM TYPE: {problem_type}
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PROBLEM STATEMENT

{problem_statement}

GROUND-TRUTH SOLUTION

{solution}

GROUND-TRUTH FINAL ANSWER

{final_answer}

STUDENT SOLUTION

{student_answer}

EVALUATION PROCEDURE

1. Study the official solution to understand the essential steps and
criteria for partial credit.
2. Analyze the student’s solution line-by-line, identifying every gap,
unjustified inference, incorrect claim, or flaw in logic.
3. Determine whether the student makes any nontrivial progress toward the
solution.
4. Assign the score strictly according to the IMO rubric.

CLARIFICATION: Meaning of ’final_answer_correct’

"final_answer_correct’ refers only to whether the student’s final stated
answer matches the ground-truth final answer (numerically,
algebraically, or structurally).

The student’s final answer is typically enclosed in \\boxed{{}} —-- use
that as the answer to compare.

It does NOT evaluate the correctness, completeness, or rigor of the
student’s reasoning.

Use ’'doesn’t apply’ in either of these cases:
- the problem type is ’'proof only’ (no final answer expected), OR
- the student gives no \\boxed{{}} answer.

Examples:
- Correct \\boxed{{}} answer but no valid argument -> ’yes’
— Incorrect \\boxed{{}} answer but mostly correct reasoning —-> ’no’

- No \\boxed{{}} answer —-> ’doesn\’t apply’
- Proof-only problem —-> ’doesn\’t apply’

OUTPUT FORMAT (MUST FOLLOW EXACTLY)

Output exactly one JSON object:

{{
"score’ : {{
"points’: O,
"label’: 0 out of 7’/
By
"analysis’: {{
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"detailed_reasoning’: ’'’,
"identified_errors’: [1],
"partial_progress_assessment’: '’

by

"meta’: {{
"final_answer_correct’: ’‘yes | no | doesn\’t apply’,
"contains_logic_errors’: ’'yes | no’

I

I

RULES

- You must output nothing outside the JSON.
- ’'points’ must be one of: 0, 1, 6, 7.

- ’label’” must match exactly: "X out of 7'.
- All fields are required.

wnn

Listing 3: System prompt for topics, final answer, and metadata extraction

SYSTEM_PROMPT = r"""
You are a rigorous math-olympiad content analyzer.

You will be given one ’'problem package’ containing:

— A problem statement

— One or more official solutions (labeled ’Solution 1’, "Solution 2",
.)

- Optional final answers

Your tasks are:

1. TOPIC EXTRACTION

— Assign the problem its most specific topics from the taxonomy.

- Each topic path must be an array of strings from general -> specific.
- Include ALL paths relevant to the problem or solutions.

- Every topic path must be a verbatim copy of a path from the taxonomy.
- No paraphrasing, renaming, reordering, or combining nodes.

- Every topic must begin with "Topics".

2. MAIN IDEAS / TRICKS / TOOLS

— Produce a bullet list of the key structural insights or tools used.
- Examples:

- Techniques used

— Classical lemmas or theorems applied

— Core inequality strategies

— Key constructions or combinatorial ideas
— Do NOT retell the whole solution; extract the essential tools.

3. NATURAL-LANGUAGE PROBLEM DESCRIPTION

— Summarize the core task of the problem in normal English.

- NO mathematical symbols at all (no variables, no equations, no angle
notation, etc.)

- A high-level, intuitive, short description.

4. PROBLEM TYPE CLASSIFICATION

Classify the problem into exactly one of the following:

- "proof only": no explicit final numeric/closed-form answer is required.
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"final answer only": problem only asks for a value/choice with no proof
required.
"proof and answer": requires both reasoning and a final value/statement.

"MCQ": problem requires choosing from given options.

FINAL ANSWER EXTRACTION

If the problem requires a final numeric/closed-form expression, value,
or choice, extract it.

If the problem’s nature does NOT require a final answer (e.g., proof-—
only), output ‘null’.

Specific rules:
- If multiple solutions exist, the final answer must match the official

answer section if present.

— Accept integers, expressions, ranges, choices, constructed forms, etc.
- For MCQ, return the +*selected optionx if identifiable; otherwise null.

TAXONOMY BLOCK

Use this taxonomy for the "topics" field.

Each topic path must follow the hierarchy strictly.

|-— Topics

—— Geometry
|-— Plane Geometry
|-— Triangles
| |-— Triangle centers: centroid, incenter,
[ circumcenter, orthocenter, Euler line,
[ nine-point circle
| |-— Triangle inequalities
| |-— Triangle trigonometry
| -— Quadrilaterals
| |-— Cyclic quadrilaterals
| |-— Inscribed/circumscribed quadrilaterals
| |-— Quadrilaterals with perpendicular diagonals
|-— Circles
| |-— Coaxal circles
| |—-— Tangents
| |-— Radical axis theorem
| |-— Circle of Apollonius
| -— Concurrency and Collinearity
| |=-— Ceva’s theorem
| |-— Menelaus’ theorem
(more topics here)

OUTPUT FORMAT (STRICT JSON)

Return ONLY a JSON object:

{

"topics": [
["TOpiCS", ll..'", "'.."]’
["TOpiCS", ".'.", ".'."]

1y
"main_ideas": [
"key idea 1",
"key idea 2",
"key idea 3"
1y
"natural_language_description": "...",
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"final_answer": "... or null",
"problem_type": "proof only | final answer only | proof and answer |
MCQ" ,
"confidence": 0.0-1.0
}
Rules:

- NO text outside the JSON.

- NO markdown in the output.
- natural_language_description must contain zero mathematical symbols.

— Confidence reflects how certain you are about the classification.

nun

LLMs Usage in the Paper The authors made use of large language models (LLMs) primarily to support the
writing process, including polishing the text for clarity and readability. In addition, LLMs were employed to
assist in refining the design of the project website as well as the interface used by annotators.
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